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ABSTRACT

Pre-analysis plans (PAPs) can improve research reproducibility by reducing researchers’ degrees of 
freedom, but their value depends on adherence. We argue that large language models (LLMs) can 
provide an efficient, scalable, and systematic way for authors and reviewers to assess adherence to 
PAPs. In an application to our own research, an LLM systematically identifies precommitted design 
choices, evaluates deviations, and diagnoses gaps in pre-specification, substantially reducing the 
human labor required for these tasks. However, variability in audit output across LLMs underscores 
the continued importance of human judgment. We discuss implications for best practices in AI-
assisted PAP auditing.
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It is widely recognized that pre-analysis plans (PAPs) play an important role in maintaining 
the reproducibility of experimental research (Christensen and Miguel, 2018; Janzen and 
Michler, 2021). Their crucial role is in reducing the vast and often opaque degrees of 
freedom that, whether through purposeful p-hacking or not, can generate the illusion of 
statistical significance (Gelman and Loken, 2013).  PAPs are less widely utilized in non-
experimental (or “observational”) settings due to the constraints they impose on the 
feasibility of non-experimental research (Neumark, 2001; Neumark and Yen, 2022). Recent 
research has made progress on the use of PAPs in non-experimental settings by exploring 
the trade-offs between reductions in feasibility and reductions in p-hacking through the 
implementation of partially pre-committed analyses (Clemens and Strain, 2026; Clemens 
and Strain, Forthcoming; Clemens, Mahajan, and Sabia, 2026).  
 
For both fully precommitted and partially precommitted analyses, gains in research 
reproducibility depend crucially on researchers’ adherence to their PAPs. Absent 
adherence, the researcher’s degrees of freedom are not reduced as advertised, and p-
hacking concerns remain. This raises the crucial question of whether adherence can be 
enforced through effective auditing, either within or outside of the formal publication 
process. In this paper, we provide illustrative evidence that artificial intelligence (AI) tools 
such as large language models (LLMs) can play an important role as a complement to both 
authors and peer reviewers in auditing research papers’ adherence to PAPs.  
 
The remainder of this paper proceeds as follows. Section I discusses the key insight we 
develop regarding the value added of AI tools in auditing PAP adherence. Section II 
illustrates the strengths and limitations of AI adherence audits using our own recent 
research as an example. Section III discusses considerations for best practice. 
 
I. The Key Insight 
 
The key value added of LLM PAP adherence audits lies in the sheer volume of researcher 
and peer-reviewer labor that is ordinarily required to inspect a research paper’s adherence 
to its PAP. This burden may be particularly large in non-experimental settings, where the 
unpredictability of real-world research can require plans to encompass many distinct 
decisions, some of which involve contingencies or leave pre-specified room for researcher 
discretion, making adherence difficult to assess. 
 
An LLM’s value added arises from its ability to process and compare the minute details of a 
PAP’s text and the associated manuscript’s execution. This task can require many hours, 
even days, of human effort, but can be completed in minutes, if not seconds, by LLMs.  
That said, our application illustrates the ongoing need for human judgment in arriving at 
summary characterizations of PAP adherence. We show that both the evaluation of a 
deviation’s significance and the construction of summary adherence measures (e.g., what 
fraction of key plan elements were executed as pre-specified), are sensitive to which LLM is 
deployed and to modest changes in the manuscript’s text. AI’s value added is thus 
complementary to, rather than a substitute for, human judgment.  
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II. Our Example 
 
Our use of LLMs in developing Clemens, Mahajan, and Sabia (2026) illustrates both the 
utility and limitations of AI-assisted audits. Clemens, Mahajan, and Sabia (2026) study the 
effects of the Affordable Care Act’s (ACA’s) Medicaid expansions and other provisions on 
insurance coverage over the course of the COVID-19 pandemic. Motivated by the 
hypothesis that a period of substantial churn may be needed for the long-run effects of the 
law’s provisions to emerge, the paper asks whether the pandemic may have amplified the 
ACA’s effects on insurance coverage. During the pandemic’s early stages, these analyses 
were precommitted in Clemens, McNichols, and Sabia (2020), which we refer to 
henceforth as our PAP. Our use of LLMs has three components: identifying the PAP’s major 
design elements, evaluating Clemens, Mahajan, and Sabia’s (2026) adherence to those 
elements, and evaluating the completeness of the PAP itself. 
 
II.a Identification of the PAP’s Key Design Elements 
 
We first provided Anthropic’s Claude Opus 4.8 with the prompt that is reproduced verbatim 
in Appendix A. The prompt instructed the LLM to execute a structured information 
extraction task. The model was tasked with compiling a comprehensive table documenting 
all precommitted research design choices within the PAP, tracking their implementation in 
the main analysis, identifying deviations, and assigning a severity assessment to each 
deviation.  
 
The LLM’s output isolated 19 distinct design elements (e.g., primary hypotheses, outcome 
constructions, statistical tests, robustness checks, and data sources) alongside non-
precommitted supplemental analyses. Table 1 excerpts this output, while Appendix C 
reproduces the output in full. The LLM’s evaluation indicates that the extracted design 
elements represent a set of research choices that, absent pre-commitment, are vulnerable 
to p-hacking. The model successfully isolated these elements throughout the document, 
even when formulations like “we commit to” were absent.  
 
II.b Evaluation of Adherence to the PAP’s Key Design Elements 
 
The second component of our prompt asked the AI to quantitatively evaluate PAP 
adherence. This included evaluating the share of precommitted elements exhibiting a) 
perfect adherence, and b) minor deviations. It also included instructions to assess the 
share of deviations that were explicitly disclosed to the reader, as well as the share of any 
supplemental analyses (i.e., extending beyond the PAP) that were disclosed.  
 
In Table 3, we show that Claude’s analysis generated moderate-to-high pre-registered 
element execution rates (63% using the strict definition and 95% using the lenient 
definition), a high rate of transparency regarding deviations from precommitted elements 
(86%), and complete transparency regarding supplemental analyses (100%).  The audit 
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also identified deviations that were not explicitly anticipated in the PAP. For example, the 
PAP’s preliminary, short-run analyses used an extract of American Community Survey 
(ACS) data from the CEPR repository.  While the PAP did not explicitly specify the repository 
to be used for subsequent analysis, the use of CEPR was implicitly committed; alternative 
repositories can differ in how they harmonize complex variables like “occupation” over 
time, which can impact the results from our econometric analyses. Before the endline of 
the pre-committed analyses, however, CEPR was discontinued. This led us to switch to the 
IPUMS repository. The LLM was able to flag this switch as a deviation even though the 
repository was not explicitly specified in the PAP. This example illustrates how LLM audits 
of adherence can identify subtle gaps in pre-specification, though in this instance the LLM 
was assisted by our acknowledgment of the switch in our manuscript. We note that any 
dependence of the LLM on authors’ transparency is an important limitation. Assessing the 
importance of deviations and pre-specification gaps, as well as what constitutes a 
reasonable adaptation of a PAP, strikes us as being a matter for human editorial judgment.  
 
In Appendices E and F, we report audits conducted using Google Gemini 3.4 and ChatGPT 
Luna 5.6, respectively, using the same prompts we provided to Claude. The substantive 
content of the resulting tables is highly similar across models, but their counts of pre-
specified elements differ meaningfully: Claude identifies 19 elements, ChatGPT identifies 
24, and Gemini identifies 10. These differences appear to arise from how models group 
related design choices (e.g., whether several closely related choices are treated as one or 
several elements). These choices influence each model’s summary assessment because 
the number of distinct design choices enters the denominator of the summary adherence 
measures. We return to the implications of these cross-model variations in Section III. 
 
II.c Evaluation of the PAP’s Completeness 
 
To audit the PAP’s completeness, we utilized the prompt provided in Appendix B. To define 
what constitutes a complete PAP, we relied on Ofusu and Posner’s (2023) publicly available 
questionnaire, which provides a structured framework for evaluating PAP completeness 
along dimensions including hypothesis specification, variable definitions, and statistical 
model specification. 2 We asked the LLM to apply these criteria to our PAP, then used its 
responses to construct completeness scores for each dimension. The output, excerpted in 
Table 2 and presented in full in Appendix D, provides both quantitative completeness 
scores and a qualitative diagnosis of PAP omissions, ambiguities, and areas that leave 
scope for researcher discretion.  
 
II.d Our Qualitative Assessment 
 
We see two primary dimensions of benefit to the use of AI tools in our application. First, the 
degree of our manuscript’s PAP adherence was substantially improved by implementing 

 
2 We restricted attention to the sections Hypotheses, Clarity of variable definitions, and Statistical model 
specification in Ofusu and Posner (2023). 
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the adherence audit iteratively. That is, after an initial run of the audit, we revised the paper 
to improve both adherence and our documentation of supplemental analyses, repeating 
this process until further iteration yielded no meaningful improvement.  
 
Second, the adherence and completeness audits proved to be complementary; the 
adherence audit highlighted instances in which the implementation of the PAP involved 
choices that the PAP left unresolved, while the completeness audit provided a framework 
for understanding where additional specificity might have been useful ex ante. While these 
tools became available too late to aid in the development of our PAP, they are available to 
aid authors in writing complete and precisely specified PAPs going forward.   
 
III. Thoughts on Best Practice Going Forward  
 
Best practices in research using PAPs are still evolving. Our example illustrates how 
existing AI tools can assist with the development of PAPs, the evaluation of adherence to 
those plans, and transparent reporting of deviations and extensions. The prompts we use 
provide a useful starting point for these applications and can themselves be refined as 
experience with AI-assisted auditing accumulates. 
 
As Section I noted, AI tools substantially reduce the manual burden of identifying and 
verifying deviations.  Nonetheless, they do not eliminate the need for human judgment. 
Rather, they shift that judgment toward a more focused set of questions of which we 
highlight three. 
 
The first concerns the timing and venue of PAP release. A straightforward approach is to 
disseminate the PAP through publicly available, date-stamped working papers or other 
repositories that provide independently verifiable timestamps. The timing of release is 
relevant, as the value of a PAP as a tool to reduce p-hacking depends on the extent to 
which its hypotheses and outcomes were specified before the relevant empirical 
experience was known. Determining what constitutes sufficient separation, however, 
necessarily involves human judgment.  
 
The second concerns the relative weight placed on the descriptive and numerical 
components of AI-generated audits. As discussed in Section IIa, the number of pre-
specified elements identified varies substantially across LLMs given identical inputs, 
despite substantial similarity in the LLM audits’ underlying content. As illustrated in Table 3, 
this variation makes numerical adherence metrics sensitive to LLM model choice. Thus, 
the descriptive content of an audit may be more informative than treating any particular 
adherence metric as a precise measure. 
 
The third concerns the interpretation of the LLM’s assessment of both the number and 
severity of deviations, and about each deviation’s substantive importance. For example, 
adopting a different estimator or redefining the treatment may constitute a more 
consequential departure from a PAP than adapting a pre-specified covariate because of a 
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data limitation. Human judgment is also important in evaluating whether deviations have 
been adequately disclosed and whether the stated rationale is reasonable.  
 
Finally, we view AI-assisted audits by authors and journals as complementary. Audits can 
reduce the time required for review, while the prospect of such audits can strengthen 
incentives for transparency before submission. The adoption by journals such as the AER 
and Econometrica of tools such as Refine reflects broader interest in these applications, 
given their ability to process and assess large amounts of technical detail that unpaid 
referees cannot realistically be expected to review comprehensively. As AI tools improve, 
we expect their use to reduce the costs of both preparing and evaluating PAPs. This may 
increase the share of observational research that is preregistered, transparently reported, 
and less vulnerable to concerns about p-hacking.  
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Tables 
 

Table 1: Abbreviated Output from Claude’s Audit of Pre-Analysis Plan Adherence 
 

Element Preregistered Reported in 
Paper 

Deviation
? 

Disclosed
? Severity Notes 

Primary 
hypothesis — 
ACA benefits 
(uninsurance) 

Low-education 
individuals and those 

in low-coverage 
industries will 

experience smaller 
increases in 

probability of being 
uninsured during the 

pandemic if in 
Medicaid expansion 

states 

Tested; found 
effect on 

uninsurance did 
not grow (and 

Medicaid-
expansion-per-se 

effect on 
uninsurance 

eroded, though 
full ACA effect 
grew via other 

provisions) 

No N/A None 

Hypothesis executed as 
promised. Substantive 
finding runs against the 
directional expectation, 

but the test was 
conducted as committed 

Outcome 
measures — 
insurance (4 

types) 

Medicaid, employer, 
individual/other 

private, uninsured 

All four reported 
throughout No N/A None Fully consistent 

Specification 
2 — event 

study (eq. 2) 

Event-study DiD 
tracking dynamic 

effects, 2013 omitted 

Estimated as eq. 
(2), 2013 
reference 

No N/A None Consistent 

Hypothesis 
test structure 

Test equality of 
coefficients for 2020, 

2021, 2022 each 
relative to both 2018 

and 2019 

Formally presents 
only 2019-vs-2022 

comparison 
Partial Yes Minor 

Explicitly disclosed (fn. 7) 
as a narrowing "for the 

sake of brevity." Reduces 
the promised battery of 

tests; a reader cannot see 
the 2020/2021 

comparisons or the 2018-
baseline comparisons. 
Favors parsimony, not 

obviously a significance-
favoring choice 

Industry-
churn 

analysis (3- 
and 4-digit 

NAICS) 

Estimate eqs. (2) and 
(3) separately for each 

3-digit and 4-digit 
NAICS industry; relate 
2019→later change to 

churn 

Estimated at 3-
digit only; 4-digit 
omitted due to 

NAICS 
revisions/harmoni

zation 

Yes Yes Minor 

Dropping the 4-digit 
analysis is a genuine 

omission of a promised 
analysis, but openly 

disclosed with a data-
consistency justification 

Data source 
(ACS provider) 

ACS data (from CEPR 
in original) 

ACS via IPUMS 
USA (CEPR 

discontinued 
post-2019) 

Partial Yes Minor 

Forced by external data 
availability; disclosed; 
noted to cause minor 

differences in short-run 
replication 

 
Notes: This table presents an abbreviated version of the output generated by providing Claude Opus 4.8 with 
the prompt in Appendix A. The full, unabridged output is provided in Appendix C.
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Table 2: Abbreviated Output from Claude’s Audit of Pre-Analysis Plan Completeness 
 

Criterion 1 — Clear Hypothesis 
Rating: Complete (100% — 3/3) 
Q1 — Clear hypothesis specified? YES. The PAP states multiple directional hypotheses linking an 
identified independent variable (living in an ACA Medicaid-expansion state) to identified dependent 
variables. On benefits: low-education individuals and those in low-coverage industries will experience 
smaller increases in the probability of being uninsured during the pandemic if they live in expansion states 
(Section 6, p. 24). On costs: these same groups will become less likely to have employer-provided 
insurance in expansion states than in non-expansion states. Direction is specified in both cases. 
[Q2, Q3 and Gap omitted for brevity] 
 
Criterion 2 — Primary Dependent Variable(s) 
Rating: Complete (100% — 2/2) 
[Q4, Q5 and Gap omitted for brevity] 

 
Criterion 3 — Treatment / Main Explanatory Variable 
Rating: Complete (100% — 1/1) 
[Q6 and Gap omitted for brevity] 

 
Criterion 4 — Statistical Model 
Rating: Partially Complete (67% — 4/6, counting one N/A) 
Q7 — Precise model, functional form, and estimator? YES. Three estimating equations are written out 
explicitly: a two-way fixed-effects difference-in-differences (eq. 1), an event-study version (eq. 2), and a 
triple-difference event study using baseline CBSA uninsurance (eq. 3). The estimator is weighted least 
squares / OLS (linear probability model), as confirmed in every figure and table note ("Weighted least 
squares estimates…"). Functional form is linear. The pre-committed tests operate within equations (2) and 
(3). 
Q8 — Standard error treatment stated? YES. Standard errors are clustered at the state level (Tables 2–5 
notes; e.g., Table 2). Figures report 95% confidence intervals. 
Q9 — Multiple-testing adjustment? NO. With four coverage DVs across two samples plus an employment 
outcome — and hypotheses tested across three separate post-years — a multiple-comparisons 
adjustment would be relevant, but none is specified. This is not a "too few DVs" situation, so N/A does not 
apply. This is a genuine gap. 
Q10 — Commitment to a simple difference-in-means test? NO. The plan commits only to regression-
based comparisons of event-study coefficients. No raw difference-in-means test is promised. 
Q11 — One- vs. two-tailed? N/A. No difference-in-means test is specified, so this is not applicable. 
Q12 — Covariates / fixed effects specified? YES. Fixed effects (state/area and year) are in every 
equation. The covariate vector X is enumerated: demographic indicators (non-Hispanic white, Black, 
Hispanic, female, educational-attainment categories) and state-level economic controls (per-capita 
income, unemployment rate, housing price index). The PAP further pre-commits to a specific set of 
robustness controls for pandemic severity: cumulative COVID-19 cases and deaths per capita and each 
state's peak employment decline, each interacted with a sparse set of time dummies (a 2020 indicator and 
a single 2021–2022 indicator), measured as continuous year-end cumulative per-capita values (pp. 26–27). 
Gaps: (1) No multiple-testing correction despite many outcome/sample/year combinations. (2) No 
difference-in-means test committed to (defensible given the design, but scored No per the rubric). A 
further softer concern: the PAP explicitly reserves "a measure of discretion" for unspecifiable future 
robustness checks, which is candid but introduces some analyst flexibility. 

 
 
Notes: This table presents an abbreviated version of the output generated by providing Claude Opus 4.8 with 
the prompt in Appendix B. The full, unabridged output is provided in Appendix D. 
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Table 3: Comparison of Numerical Metrics from AI Audits of Pre-Analysis Plan 
Adherence  

Metric Claude Google Gemini ChatGPT 
Total pre-registered 
elements identified 192 10 24 

Elements with strict 
deviation 1 1 2 

Elements with partial 
deviation 6 4 3 

Elements with any 
degree of deviation 
disclosed 

6 5 43 

Total supplemental 
analyses identified 8 4 3 

Number of 
supplemental analyses 
disclosed 

8 4 3 

    
Pre-registered element 
execution rate - strict 63% 50% 79.2% 

Pre-registered element 
execution Rate - lenient 95% 90% 87.5% 

Transparency rate in pre-
committed analyses 86% 100% 100% 

Transparency rate in 
supplemental analyses 100% 100% 100% 

 
Notes: This table summarizes the numerical metrics generated by three large language models (LLMs) when 
provided with the prompt in Appendix A. The metrics are reported under “Metrics” in Appendix C, 
“Quantitative Metrics” in Appendix E, and “Quantitative Fidelity Metrics” in Appendix F. The total number of 
preregistered elements is the number of elements each LLM identified in our pre-analysis plan as elements of 
precommitment, excluding post hoc supplemental analyses. This number roughly corresponds to the 
number of rows in the tables in Appendices C, E, and F, respectively. Elements with strict deviations are those 
for which the “Deviation” column reports “Yes,” while elements with partial deviations are those for which it 
reports “Partial.” The strict preregistered element execution rate is the share of total counted elements for 
which the “Deviation” column reports neither “Yes” nor “Partial”; the lenient execution rate is the share for 
which it does not report “Yes,” thereby allowing partial deviations. The transparency rate for preregistered 
analyses is the share of strict or partial deviations among preregistered elements that are disclosed in the 
text. The transparency rate for supplemental analyses is the share of supplemental analyses disclosed in the 
text. 
² Claude’s reported count of total preregistered elements in the “Metrics” section of Appendix C is one fewer 
than the 20 elements listed in the table in the same appendix. 
³ ChatGPT reports a total of 4 elements with deviations, even though the numbers of elements with strict and 
partial deviations sum to 5. 
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Appendix A:  LLM Prompt for Auditing Pre-Analysis Plan Adherence 
 

You are a rigorous methods auditor. You will be given two documents: a pre-registration 
plan (labeled "pre-analysis-plan") and a published paper (labeled "analysis"). Your job is to 
systematically compare them and identify any correspondences, deviations, or omissions. 
Instructions: 

1. Carefully read both documents in full before producing any output. 
2. Extract every substantive methodological commitment from the pre-registration 

plan, including but not limited to: 
a. Hypotheses (primary and secondary) 
b. Outcome measures (primary and secondary) 
c. Sample size and power calculations 
d. Inclusion/exclusion criteria 
e. Randomization or assignment procedures 
f. Analysis plan (statistical tests, covariates, model specifications) 
g. Correction for multiple comparisons 
h. Planned subgroup or moderation analyses 
i. Any other explicitly pre-committed decisions 

3. For each element, locate what the paper actually reports and compare it against the 
pre-registration. Critical distinction you must enforce: 

a. A supplemental analysis is one the paper adds beyond what was pre-
registered. This is acceptable and should be flagged only as "additional," not 
as a deviation. 

b. A deviation is when the paper executes a pre-registered analysis differently 
from how it was promised — e.g., using a different statistical test, different 
covariates, a different operationalization of the outcome, or dropping a 
promised analysis entirely without disclosure. 

c. Do not conflate these two. Adding new analyses is not a deviation. Changing 
or omitting promised analyses is.  

4. Output a structured markdown table with the following columns: | Element | 
Preregistered | Reported in Paper | Deviation? | Disclosed? | Severity | Notes | 
Column definitions: 

a. Element — the specific methodological commitment (e.g., "Primary 
hypothesis," "Exclusion criterion: outliers," "Covariate adjustment") 

b. Preregistered — verbatim or close paraphrase of what the pre-registration 
committed to 

c. Reported in Paper — what the paper actually did; if absent, write "Not 
reported" 

d. Deviation? — Yes / No / Partial (use Partial if the paper follows the spirit but 
not the letter) 

e. Disclosed? — Yes if the paper explicitly acknowledges the deviation; No if 
not; N/A if there is no deviation 

f. Severity — None (no deviation), Minor (unlikely to affect conclusions), Major 
(could affect conclusions or constitutes selective reporting) 
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g. Notes — any important context, ambiguities, or flags (e.g., "paper adds this 
as exploratory," "pre-reg wording was vague," "deviation favors significant 
result") After the table, write a brief Summary Assessment (3–5 sentences) 
characterizing the overall fidelity between the pre-registration and the paper, 
highlighting the most consequential deviations if any exist. 

5. After the Summary Assessment, compute and report the following metrics:  
a. Pre-registered Element Execution Rate 

i. Formula: (# elements executed as pre-committed) / (# total pre-
registered elements) 

ii. Provide two versions, once where an element is considered "executed 
as pre-committed" only if Deviation? = No, and once where an 
element is considered "executed as pre-committed" only if Deviation? 
= No or Partial 

iii. Report as a fraction and percentage, e.g. 8/11 (73%) 
iv. This analysis will be restricted to the pre-registered elements of the 

paper only, not to any supplementary analyses. 
b. Transparency Rate in Precommitted Analyses 

i. Formula: (# differences acknowledged in paper) / (# total differences 
detected) 

ii. This analysis will be restricted to the pre-registered elements of the 
paper only, not to any supplementary analyses. 

iii. A "difference" is an element for which Deviation? = Yes or Partial 
iv. Count as "acknowledged" if Deviation? = Yes or Partial AND 

Disclosed? = Yes 
v. If a pre-registered element is entirely absent from the paper with no 

acknowledgment, count it as an unacknowledged execution deviation 
vi. Report as a fraction and percentage 

c. Transparency Rate in Supplemental Analyses 
i. Formula: (# supplemental analyses acknowledged as 

exploratory/additional) / (# total supplemental analyses identified) 
ii. A supplemental analysis is acknowledged if the paper labels it as 

exploratory, post-hoc, additional, or otherwise flags it as outside the 
pre-registration 

iii. Report as a fraction and percentage 
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Appendix B:  LLM Prompt for Auditing Pre-Analysis Plan Completeness 
 

You are an expert methodologist specializing in pre-analysis plans (PAPs) for empirical 
research. Your task is to evaluate whether a submitted PAP meets the four criteria for 
completeness. Be rigorous but fair — look for what IS specified, not just what is missing. 
Evaluate the pre-analysis plan provided (labeled “pre-analysis-plan” below against each of 
the four criteria. For each criterion, provide: 

• Rating: Complete (all questions answered Yes or N/A) / Partially Complete (some 
No) / Missing (all No). Include a % score = questions answered Yes or N/A ÷ total 
questions in that criterion. 

• Evidence: Quote or paraphrase the relevant passage from the PAP to justify each 
answer. 

• Gap (if any): What specific information is absent or ambiguous. 
End with an Overall Completeness Summary (1–2 sentences) and a Priority 
Recommendation identifying the most critical gap to address first. 
 
Criterion 1 — Clear Hypothesis 

• Q1. Does the PAP specify a clear hypothesis (or hypotheses) to be tested? A "clear 
hypothesis" describes a relationship between a clearly identified independent and 
dependent variable in which the direction of the effect is specified. (Example of a 
Yes: "providing citizens with information about service delivery will increase political 
participation.") [Yes / No] 

• Q2. Does the PAP specify more than one hypothesis? [Yes / No] 
• Q3. If yes to Q2: Are some hypotheses designated as primary and some as 

secondary/exploratory? [Yes / No / N/A — only one hypothesis] 
 
Criterion 2 — Primary Dependent Variable(s) 

• Q4. Are the primary dependent variable(s) operationalized sufficiently clearly to 
prevent post-hoc adjustments? (Note: Following Olken, "a good rule of thumb is that 
if you gave the PAP to two different programmers, and asked each to prepare the 
data for the primary dependent variable(s), they should be both able to do so 
without asking any questions, and they should both be able to get the same answer." 
If multiple primary DVs are specified, code based on whether, in general, they are 
operationalized clearly. Where some dependent variables are designated as 
primary, focus only on those.)  [Yes / No] 

• Q5. If secondary/exploratory DVs are specified: Are they operationalized sufficiently 
clearly to prevent post-hoc adjustments? (Note: Following Olken, "a good rule of 
thumb is that if you gave the PAP to two different programmers, and asked each to 
prepare the data for the primary dependent variable(s), they should be both able to 
do so without asking any questions, and they should both be able to get the same 
answer." If multiple primary DVs are specified, code based on whether, in general, 
they are operationalized clearly. Where some dependent variables are designated 
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as primary, focus only on those.)  [Yes / No / N/A — no secondary/exploratory DVs 
specified] 

 
Criterion 3 — Treatment or Main Explanatory Variable 

• Q6. Is the treatment or main explanatory variable specified sufficiently clearly to 
prevent post-hoc adjustments? (Note: Following Olken, "a good rule of thumb is that 
if you gave the PAP to two different programmers, and asked each to prepare the 
data for the primary dependent variable(s), they should be both able to do so 
without asking any questions, and they should both be able to get the same answer." 
If multiple primary DVs are specified, code based on whether, in general, they are 
operationalized clearly. Where some dependent variables are designated as 
primary, focus only on those.) [Yes / No] 

 
Criterion 4 — Statistical Model 

• Q7. Does the PAP spell out the precise statistical model to be tested, including 
functional form and estimator (e.g., OLS, probit, logit, Poisson, instrumental 
variables)? [Yes / No] 

• Q8. Does the PAP state how standard errors will be treated (e.g., robust, clustered, 
bootstrapped)? [Yes / No] 

• Q9. Does the PAP specify a multiple testing adjustment? [Yes / No / N/A — too few 
DVs for a multiple testing adjustment to be necessary] 

• Q10. Does the PAP commit the researchers to presenting a simple difference-in-
means test? [Yes / No] 

• Q11. If yes to Q10: Do the authors specify whether the test will be one-tailed or two-
tailed? [Yes / No / N/A — no difference-in-means test specified] 

• Q12. Does the PAP specify whether/how covariates (including fixed effects) will be 
included in the regression model? [Yes / No] 
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Appendix C: Full Output from Claude’s Audit of Pre-Analysis Plan Adherence 
 

Element Preregistered Reported in Paper 
Deviation

? 
Disclosed

? 
Severity Notes 

Primary 
hypothesis — 
ACA benefits 
(uninsurance) 

Low-education 
individuals and those in 
low-coverage industries 
will experience smaller 
increases in probability 
of being uninsured 
during the pandemic if in 
Medicaid expansion 
states 

Tested; found effect 
on uninsurance did 
not grow (and 
Medicaid-expansion-
per-se effect on 
uninsurance eroded, 
though full ACA 
effect grew via other 
provisions) 

No N/A None 

Hypothesis 
executed as 
promised. 
Substantive finding 
runs against the 
directional 
expectation, but the 
test was conducted 
as committed 

Primary 
hypothesis — 
ACA costs 
(employer 
coverage) 

In COVID's wake, low-
education and low-
coverage-industry 
individuals will become 
less likely to have 
employer insurance in 
expansion vs. non-
expansion states (i.e., 
effects grow) 

Tested; hypothesis 
rejected — long-run 
effects no larger than 
short-run 

No N/A None 

Core pre-committed 
test executed 
faithfully; null result 
reported 
transparently 

Hypothesis — 
heterogeneity 
by COVID/ACA 
exposure 

Effects will be 
particularly large in 
industries and 
geographic areas 
disproportionately 
impacted by both 
COVID-19 and initial 
ACA implementation 

Industry-churn 
heterogeneity tested 
(Figs 11–12); found 
little relationship 

Partial Yes Minor 

Industry-churn 
dimension 
executed. The 
geographic-area 
interaction of this 
specific hypothesis 
is not clearly 
presented as its own 
test; COVID-severity 
enters via 
robustness controls 
rather than as a 
heterogeneity test 

Outcome 
measures — 
insurance (4 
types) 

Medicaid, employer, 
individual/other private, 
uninsured 

All four reported 
throughout 

No N/A None Fully consistent 

Outcome 
measure — 
employment 

Pre-committed to 
extend outcomes to 
include employment 

Employment 
reported (Fig 4, Table 
3, etc.) 

No N/A None Consistent 
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Element Preregistered Reported in Paper 
Deviation

? 
Disclosed

? 
Severity Notes 

Populations/su
bsamples 

(1) HS education or less; 
(2) individuals in lowest-
quartile baseline (2011–
2013) employer-
coverage industries 

Both used as primary 
subsamples; college-
educated and 
highest-quartile 
industries as 
comparison 

No N/A None Consistent with plan 

Specification 1 
— DiD (eq. 1) 

TWFE difference-in-
differences, state + time 
FE, covariate vector X 

Estimated as eq. (1) No N/A None Consistent 

Specification 2 
— event study 
(eq. 2) 

Event-study DiD tracking 
dynamic effects, 2013 
omitted 

Estimated as eq. (2), 
2013 reference 

No N/A None Consistent 

Specification 3 
— CBSA triple-
difference (eq. 
3) 

Courtemanche-style 
DDD using baseline 
(2013) CBSA uninsured 
rates 

Estimated; split into 
static eq. (3) + 
dynamic event-study 
eq. (4) 

No N/A None 

Presentation 
reorganized into two 
equations but 
substantively as 
promised 

Treatment/cont
rol definition 

Treated = 2014 
expansion states; 
comparison = states not 
expanded (control group 
used never/late 
expanders) 

Treated = 2014 
expanders; controls 
exclude any state 
expanding 2015–
2022 

No N/A None 

Consistent with 
plan's focus on 2014 
cohort for the pre-
committed figures 

Post-period / 
time window 

Analyses to extend 
through 2022 (2020 = 
downturn; 2021, 2022 = 
recovery) 

Pre-committed 
analysis runs through 
2022; Post = 2021–
2022; pre = 2011–
2013, intervening 
years excluded in 
static model 

No N/A None 

Endline honored. 
Data through 2024 
added separately as 
extension (see 
below) 

Hypothesis 
test structure 

Test equality of 
coefficients for 2020, 
2021, 2022 each relative 
to both 2018 and 2019 

Formally presents 
only 2019-vs-2022 
comparison 

Partial Yes Minor 

Explicitly disclosed 
(fn. 7) as a 
narrowing "for the 
sake of brevity." 
Reduces the 
promised battery of 
tests; a reader 
cannot see the 
2020/2021 
comparisons or the 
2018-baseline 
comparisons. 
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Element Preregistered Reported in Paper 
Deviation

? 
Disclosed

? 
Severity Notes 

Favors parsimony, 
not obviously a 
significance-
favoring choice 

COVID-19 
health controls 

Interact cumulative 
cases and deaths per 
capita with sparse time 
dummies (2020 
indicator; single 
indicator for 2021–
2022); continuous 
cumulative per-capita 
values at year-end 

COVID controls = 
2020 and 
cumulative-through-
2022 deaths and 
cases per capita, 
interacted with post-
COVID indicators 

Partial Yes Minor 

Spirit preserved 
(health-severity 
controls at two time 
points). Fine details 
of the time-dummy 
structure lightly 
restated; broadly 
faithful 

COVID-19 
employment-
shock control 

Interact each state's 
peak employment 
decline (percent) with 
the same time dummies 

Uses % change in 
state employment 
from 2019Q2 to 
2020Q2 (QCEW) 

Partial Partial Minor 

Operationalization 
of the employment-
shock measure 
shifted from "peak 
monthly decline" to 
a fixed Q2-
2019→Q2-2020 
change. Reasonable 
and disclosed in 
spirit, but not 
literally the "peak" 
measure promised 

Industry-churn 
analysis (3- 
and 4-digit 
NAICS) 

Estimate eqs. (2) and (3) 
separately for each 3-
digit and 4-digit NAICS 
industry; relate 
2019→later change to 
churn 

Estimated at 3-digit 
only; 4-digit omitted 
due to NAICS 
revisions/harmonizat
ion 

Yes Yes Minor 

Dropping the 4-digit 
analysis is a genuine 
omission of a 
promised analysis, 
but openly 
disclosed with a 
data-consistency 
justification 

Churn measure 
/ matching on 
earnings 

Compare industries 
differing in churn, 
controlling for or 
matching on industry 
average earnings; churn 
from QCEW 

Churn = QCEW 
2019Q2→2020Q2 
employment change; 
wages included as 
prespecified; 
precision-weighting 
added as extension 

No 
N/A 

(extension 
disclosed) 

None 

Prespecified 
earnings control 
retained; precision-
weighting flagged as 
additional 
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Element Preregistered Reported in Paper 
Deviation

? 
Disclosed

? 
Severity Notes 

Covariates 
(state 
economic) 

State unemployment 
rate (BLS), per-capita 
income (BEA), median 
house price index 
(FHFA) 

Unemployment + 
per-capita income 
sourced from FRED 
(compiled from 
BLS/BEA); housing 
index = annual mean 
across quarters, not 
median 

Partial Yes Minor 

Disclosed (fn. 4). 
Source relabeling is 
cosmetic (FRED 
republishes 
BLS/BEA). 
Median→mean 
housing index is a 
real 
operationalization 
change, minor, and 
disclosed 

Data source 
(ACS provider) 

ACS data (from CEPR in 
original) 

ACS via IPUMS USA 
(CEPR discontinued 
post-2019) 

Partial Yes Minor 

Forced by external 
data availability; 
disclosed; noted to 
cause minor 
differences in short-
run replication 

Discretion for 
robustness 
checks 

Pre-committed to a 
"measure of discretion" 
for unforeseen 
pandemic/policy 
developments via 
additional robustness 
analyses 

Added pandemic-
policy robustness 
(FFCRA, ARP, federal 
aid, Oxford 
stringency indices) as 
non-precommitted 
checks 

No Yes None 

This is the pre-
authorized 
discretion being 
exercised; disclosed 
as non-
precommitted. 
Counts as 
additional, not a 
deviation 

CBSA mean 
uninsured rate 
(nuisance 
parameter) 

Mean Uninsured = 
20.5% (2020 paper) 

Mean Uninsured = 
21.2% 

No N/A None 

Reflects updated 
data/geography 
(IPUMS, 
PUMA→CBSA 
remap), not a design 
change 

 

Supplemental (additional) analyses — not pre-registered: 

Supplemental Analysis 
Acknowledged as 

beyond plan? 
Notes 

Extension of data to 2023–2024 Yes 
Repeatedly flagged as outside the pre-
analysis plan 

Stacked event study (eq. 5) for late-
expanding states 

Yes 
Explicitly "outside of our pre-
committed analysis" 
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Supplemental Analysis 
Acknowledged as 

beyond plan? 
Notes 

Pandemic-policy robustness (FFCRA, ARP, 
federal aid, Oxford stringency) 

Yes 
Labeled "non-precommitted 
robustness check" 

Crowd-out rate magnitude discussion (Table 
4) 

Yes 
"While not pre-specified, we include 
this additional discussion" 

Employer-mandate penalty-collection / 
CBO-forecast contextualization 

Yes 
Presented as interpretive context, 
flagged as not pre-specified 

Precision-weighting in churn regressions Yes 
"the use of precision weighting is an 
extension" 

Robustness to alternative economic-control 
sets (HPI-only, etc.) 

Yes 
Stated as moving "outside of our pre-
analysis plan" 

LLM audit of plan adherence (Appendix A) Yes 
Presented as a methodological proof-
of-concept, clearly novel 

 

Summary Assessment 
Fidelity between the pre-analysis plan and the published paper is high. Every core pre-
committed element—the two primary hypotheses, all four insurance outcomes plus 
employment, both target subsamples, all three original specifications, the 
treatment/control definition, and the 2022 endline—was executed substantially as 
promised, and the paper reports a null result that runs against its own motivating 
hypothesis, which is itself a marker of good faith. The most consequential genuine 
deviations are narrow and disclosed: the promised battery of coefficient-equality tests 
(2020/2021/2022 vs. both 2018 and 2019) was collapsed to a single 2019-vs-2022 
comparison, and the pre-committed 4-digit NAICS industry analysis was dropped entirely. 
Several smaller operationalization changes (median→mean housing index, "peak" 
employment decline → fixed Q2 change, CEPR→IPUMS data source) are minor, externally 
motivated, and transparently flagged. Notably, the paper's disclosure discipline is 
unusually strong—deviations are labeled inline and extensions are consistently separated 
from pre-committed analyses—so no undisclosed execution deviations were identified. 
 
Metrics 
I count 19 pre-registered elements in the table above (excluding the supplemental-analysis 
block). Of these, the following are coded Partial: the exposure-heterogeneity hypothesis, 
the hypothesis-test structure, COVID health controls, COVID employment-shock control, 
state economic covariates, and the ACS provider (6 Partial). One element is coded Yes (4-
digit NAICS omission). The remaining 12 are coded No. 
 
Pre-registered Element Execution Rate 
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• Strict (executed only if Deviation? = No): 12/19 = 63% 
• Lenient (executed if Deviation? = No or Partial): 18/19 = 95% 

 
Transparency Rate in Pre-Committed Analyses 
Differences detected (Deviation? = Yes or Partial): 7 total (6 Partial + 1 Yes). Acknowledged 
(Disclosed? = Yes): the 4-digit omission, hypothesis-test narrowing, COVID health controls, 
COVID employment-shock (coded Partial disclosure but acknowledged in substance), 
economic covariates, and ACS provider = 6 clearly disclosed; the exposure-heterogeneity 
hypothesis difference is the one not explicitly framed as a deviation. 

• 6/7 = 86% 
 

Transparency Rate in Supplemental Analyses 
All 8 identified supplemental analyses are explicitly labeled as outside the pre-analysis 
plan, exploratory, extensions, or robustness checks. 

• 8/8 = 100% 
 

A note on judgment calls: element counts are sensitive to how finely one splits 
commitments (e.g., treating each COVID control as one element vs. several, or bundling 
the two primary hypotheses). Under most reasonable alternative groupings the strict 
execution rate lands in the low-to-mid 60% range and the lenient rate stays in the mid-90s, 
because the paper's deviations are overwhelmingly minor operationalization changes 
rather than outright abandonments. The single element I'd flag for a human reviewer's 
closer look is the collapsed hypothesis-test structure, since a full pre-registered test grid 
was reduced to one comparison—disclosed, but the largest reduction in the promised 
analysis surface. 
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Appendix D: Full Output from Claude’s Audit of Pre-Analysis Plan Completeness 
 

Criterion 1 — Clear Hypothesis 
Rating: Complete (100% — 3/3) 
Q1 — Clear hypothesis specified? YES. The PAP states multiple directional hypotheses linking an 
identified independent variable (living in an ACA Medicaid-expansion state) to identified dependent 
variables. On benefits: low-education individuals and those in low-coverage industries will experience 
smaller increases in the probability of being uninsured during the pandemic if they live in expansion states 
(Section 6, p. 24). On costs: these same groups will become less likely to have employer-provided 
insurance in expansion states than in non-expansion states. Direction is specified in both cases. 
Q2 — More than one hypothesis? YES. At least three: (a) the uninsurance/benefit hypothesis, (b) the 
employer-coverage/cost hypothesis, and (c) a heterogeneity hypothesis that effects "will be particularly 
large in industries and geographic areas that are disproportionately impacted by both COVID-19 and the 
initial implementation of the ACA." 
Q3 — Primary vs. secondary/exploratory designated? YES (with a caveat). The authors distinguish the 
core coverage hypotheses from an explicitly more exploratory tier. Employment is added as an extension: 
"while the focus of our analysis is on the long-run effects of the ACA on insurance coverage, in our pre-
committed analysis we extend our set of outcomes to include employment." The cross-industry churn 
analysis is similarly flagged as requiring "more discretion" and facing "substantial" uncertainties (p. 31). So 
there is a clear primary (coverage) vs. secondary (employment, churn heterogeneity) structure. 
Gap: The hierarchy is implied through framing rather than stated as a formal "primary/secondary" list. The 
three coverage hypotheses are not themselves ranked against one another. 
 
Criterion 2 — Primary Dependent Variable(s) 
Rating: Complete (100% — 2/2) 
Q4 — Primary DVs operationalized clearly enough for two programmers to replicate? YES. The four 
DVs are defined precisely as indicator variables from the ACS: whether an individual is covered by (i) 
Medicaid, (ii) employer-provided insurance, (iii) other private/individual insurance, or (iv) is uninsured 
(Section 3, p. 8). The data source (ACS, pooled 2011–2018, extended forward), sample construction (≤ 
high-school education; individuals in bottom-quartile baseline-coverage industries, with quartiles defined 
by mean employer coverage 2011–2013), and treatment-group restriction (2014-expansion vs. never-
expansion states for the figures) are all specified. Two programmers should reach the same dataset. 
Q5 — Secondary/exploratory DVs operationalized clearly? YES. Employment (the probability of being 
employed) is drawn from the same ACS and is illustrated in Figure 10; it is defined clearly enough to 
replicate. Industry-level "churn" for the exploratory analysis is defined as employment change measured 
with the Quarterly Census of Employment and Wages, estimated separately by 3- and 4-digit NAICS code. 
Gap: The industry-churn measure is defined by source and unit but not by exact formula (e.g., which 
months/quarters define the peak-to-trough change). The authors themselves acknowledge this piece "may 
require more discretion." Minor, and consistent with its exploratory status. 

 
Criterion 3 — Treatment / Main Explanatory Variable 
Rating: Complete (100% — 1/1) 
Q6 — Treatment specified clearly enough to prevent post-hoc adjustment? YES. The main explanatory 
variable is a Medicaid-expansion indicator equal to 1 for state-year combinations in which an ACA 
Medicaid expansion was in effect, 0 otherwise (equation 1, p. 10), with expansion dates sourced from the 
Kaiser Family Foundation. For the event-study (equation 2), treatment is recoded into event-time dummies 
relative to the year before expansion (e = −1 omitted). For the pre-committed figures the sample is 
deliberately restricted to 2014-expansion and never-expansion states so event time equals calendar time. 
The triple-difference (equation 3) interacts expansion status with baseline (2013) CBSA uninsurance and 
event-year dummies. All components are unambiguous. 
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Gap: None material. The precise hypothesis tests are defined as equality-of-coefficients comparisons 
across specified calendar years (2020, 2021, 2022 vs. 2018 and 2019), which pins down the treatment 
contrast well. 

 
Criterion 4 — Statistical Model 
Rating: Partially Complete (67% — 4/6, counting one N/A) 
Q7 — Precise model, functional form, and estimator? YES. Three estimating equations are written out 
explicitly: a two-way fixed-effects difference-in-differences (eq. 1), an event-study version (eq. 2), and a 
triple-difference event study using baseline CBSA uninsurance (eq. 3). The estimator is weighted least 
squares / OLS (linear probability model), as confirmed in every figure and table note ("Weighted least 
squares estimates…"). Functional form is linear. The pre-committed tests operate within equations (2) and 
(3). 
Q8 — Standard error treatment stated? YES. Standard errors are clustered at the state level (Tables 2–5 
notes; e.g., Table 2). Figures report 95% confidence intervals. 
Q9 — Multiple-testing adjustment? NO. With four coverage DVs across two samples plus an employment 
outcome — and hypotheses tested across three separate post-years — a multiple-comparisons 
adjustment would be relevant, but none is specified. This is not a "too few DVs" situation, so N/A does not 
apply. This is a genuine gap. 
Q10 — Commitment to a simple difference-in-means test? NO. The plan commits only to regression-
based comparisons of event-study coefficients. No raw difference-in-means test is promised. 
Q11 — One- vs. two-tailed? N/A. No difference-in-means test is specified, so this is not applicable. 
Q12 — Covariates / fixed effects specified? YES. Fixed effects (state/area and year) are in every 
equation. The covariate vector X is enumerated: demographic indicators (non-Hispanic white, Black, 
Hispanic, female, educational-attainment categories) and state-level economic controls (per-capita 
income, unemployment rate, housing price index). The PAP further pre-commits to a specific set of 
robustness controls for pandemic severity: cumulative COVID-19 cases and deaths per capita and each 
state's peak employment decline, each interacted with a sparse set of time dummies (a 2020 indicator and 
a single 2021–2022 indicator), measured as continuous year-end cumulative per-capita values (pp. 26–27). 
Gaps: (1) No multiple-testing correction despite many outcome/sample/year combinations. (2) No 
difference-in-means test committed to (defensible given the design, but scored No per the rubric). A 
further softer concern: the PAP explicitly reserves "a measure of discretion" for unspecifiable future 
robustness checks, which is candid but introduces some analyst flexibility. 

 
Overall Completeness Summary 
This is an unusually well-specified PAP for an observational study: hypotheses are directional and clearly 
tied to precisely operationalized ACS-based outcomes, the treatment and three estimating equations are 
written out in full, standard errors and covariates (including pre-committed pandemic-severity controls) 
are all specified. The only real shortfalls are in the statistical-model criterion — specifically the absence of 
a multiple-testing adjustment and of a committed difference-in-means test. 
Priority Recommendation 
Address the missing multiple-testing adjustment first. With four coverage outcomes, two subgroup 
samples, an added employment outcome, and separate tests for 2020, 2021, and 2022, the plan generates 
a large family of coefficient-equality tests. Without a pre-specified correction (e.g., Romano–Wolf, 
Bonferroni/Holm, or FDR control) or a designated primary outcome to anchor inference, the design 
remains vulnerable to false positives — the exact specification-search risk the pre-commitment is meant 
to guard against. This is the highest-value gap to close because it is both substantively consequential and 
cheap to fix within the existing framework. 
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Appendix E: Full Output from Google Gemini’s Audit of Pre-Analysis Plan Adherence 
 

Element Preregistered Reported in Paper Deviation
? 

Disclosed
? Severity Notes 

Primary 
Hypotheses 

ACA impacts on 
uninsurance (benefit) and 
employer-provided 
insurance/employment 
(cost) will grow larger in 
magnitude during the 
COVID-19 boom/bust 
cycle. 

Evaluated and 
tested; the paper 
found that the 
long-run effects 
remained stable 
and did not grow in 
magnitude. 

  

No N/A None 

The paper 
directly 
addresses 
the pre-
registered 
hypotheses. 

Outcomes 

1) Medicaid, 2) Employer-
provided insurance, 3) 
Other private insurance, 4) 
Uninsured, 5) Employment. 

Evaluated all 5 
specified 
outcomes. 

  

No N/A None  

Target 
Subgroups 

1) Individuals with no more 
than a high school 
education, 2) Individuals in 
industries in the lowest 
quartile of baseline (2011-
2013) employer coverage. 

Analyzed both 
specified 
subgroups as the 
primary focus. 

  

No N/A None  

Treatment/C
ontrol Group 

States that implemented 
Medicaid expansion in 2014 
vs. states that never 
expanded Medicaid. 

Restricted baseline 
models to 2014 
expansion states 
versus states that 
did not expand by 
2022. 

No N/A None  

Primary 
Models 

Eq 1 (Static DiD), Eq 2 
(Event-study DiD), and Eq 3 
(Triple-diff event-study 
using CBSA baseline 
uninsured rate). 

Estimated Eq 1, 2, 
and 3. (Paper also 
explicitly defined a 
static triple-diff 
and dynamic Eq 4). 

No N/A None  

ACS 
Microdata 
Source 

American Community 
Survey (ACS) extracts from 
the Center for Economic 
and Policy Research 
(CEPR). 

Used ACS extracts 
from IPUMS USA. Partial Yes Minor 

The paper 
notes that 
CEPR 
discontinued 
its ACS data 
provision 
after 2019, 
necessitatin
g the 
change. 

Macro 
Covariates 

Unemployment rate (BLS), 
per-capita income (BEA), 
and median house price 
index (FHFA). 

Unemployment/Inc
ome from FRED 
(which compiles 
BLS/BEA); used 
annual mean (not 

Partial Yes Minor 

Acknowledg
ed in a 
footnote. 
The data 
source 
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Element Preregistered Reported in Paper Deviation
? 

Disclosed
? Severity Notes 

median) house 
price index across 
quarters. 

change is 
structural 
but 
conceptually 
identical. 

COVID-19 
Controls 

Cumulative cases/deaths 
per capita (from NYT), state 
peak employment decline. 
Interacted with a 2020 
dummy and a 2021-2022 
dummy. 

Deaths (CDC) and 
Cases (Hopkins 
CSSE). Economic 
impact measured 
as employment % 
change from 2019 
Q2 to 2020 Q2 
(QCEW). 
Interacted with 
post-COVID 
indicators for 2020 
and 2022. 

Partial Yes Minor 

Minor shifts 
in data 
providers 
and 
operationaliz
ation of peak 
employment 
drop to 
better match 
available 
reporting. 

Equality 
Tests (Time) 

Test for equality of 
coefficients from calendar 
years 2020, 2021, and 2022 
relative to 2018 and 2019. 

Tested equality of 
the 2019 and 2022 
coefficients. 

Yes Yes Minor 

The paper 
states they 
focus on the 
2019 vs 2022 
estimates 
"for the sake 
of brevity," 
dropping the 
formal 
presentation 
of 2018, 
2020, and 
2021 tests. 

Industry 
Churn 
Analysis 

Estimate separately for 
each 3-digit and 4-digit 
NAICS industry code; 
correlate change with 
QCEW employment churn; 
control for industry average 
earnings. 

Estimated at the 3-
digit NAICS level 
only; included pre-
specified wage 
control. 

Partial Yes Minor 

Authors note 
NAICS code 
revisions 
made 4-digit 
tracking 
inconsistent 
across the 
2012-2022 
timeframe, 
prompting 
the 
omission. 

 
Summary Assessment 
The authors demonstrated exceptionally high fidelity to their pre-registration plan, 
executing the core models, sample restrictions, and outcome definitions exactly as 
promised. The deviations that did occur were primarily driven by data availability 
constraints—such as the discontinuation of CEPR data and NAICS code 
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reclassifications—or efforts to streamline the exposition, such as narrowing the coefficient 
equality tests to just 2019 vs. 2022. Crucially, the authors were highly transparent, 
disclosing both data-driven adjustments and the addition of supplementary models (like 
the stacked event study) throughout the text. These minor deviations do not undermine the 
validity of the paper's conclusions. 
  
Quantitative Metrics 
Pre-registered Element Execution Rate 

• Strict Execution (Deviation = No): 5/10 (50%) 
• Lenient Execution (Deviation = No or Partial): 9/10 (90%) 

Transparency Rate in Precommitted Analyses 
• Formula: (# differences acknowledged in paper) / (# total differences detected) 
• Detected differences: 5 (ACS Data Source, Macro Covariates, COVID-19 Controls, 

Equality Tests, Industry Churn Analysis) 
• Acknowledged differences: 5 
• Rate: 5/5 (100%) 

Transparency Rate in Supplemental Analyses 
• Formula: (# supplemental analyses acknowledged as exploratory/additional) / (# 

total supplemental analyses identified) 
• Identified supplemental analyses: 4 

1. Extending event study data to 2023 and 2024. 
2. Using a stacked event study (Eq 5) to incorporate late-expanding states. 
3. Adding precision-weighting to the industry churn regressions. 
4. Policy robustness checks regarding FFCRA continuous coverage, ARP 

subsidies, Oxford stringency indices, and federal aid. 
• Acknowledged as additional/extensions: 4 
• Rate: 4/4 (100%) 
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Appendix F: Full Output from ChatGPT’s Audit of Pre-Analysis Plan Adherence 
 

Element Preregistered Reported in Paper Deviation
? 

Disclosed
? Severity Notes 

Primary 
hypothesis: 
insurance/ 
uninsurance 

Low-education 
individuals and 
individuals in low-
coverage industries 
would 
experience smaller 
increases in 
uninsurance during the 
pandemic in Medicaid-
expansion states. 

Paper tests dynamic 
effects through 
2022 and finds ACA 
effects on coverage 
remained broadly 
stable rather than 
changing 
substantially 
during/after COVID. 

No N/A None 

The directional 
hypothesis is 
directly tested; 
the paper 
reports the 
result as 
contrary to the 
broader 
hypothesis of 
increasing 
long-run 
effects. 

Primary 
hypothesis: 
employer 
coverage 

Low-education and 
low-coverage-industry 
individuals would 
become less likely to 
have employer 
coverage in expansion 
states, with particularly 
large effects in highly 
COVID-affected 
settings. 

Employer-coverage 
effects are 
estimated through 
2022; the paper 
finds no substantial 
growth in long-run 
effects. 

No N/A None 

Core 
hypothesis 
executed as 
planned. 

Secondary 
hypothesis: 
heterogeneity 
by COVID-
related 
industry 
churn 

Effects would vary with 
the magnitude of 
industry-specific 
COVID employment 
shocks. 

Paper estimates 
industry-specific 
effects and relates 
the 2019–2022 
change to 
employment churn 
from 2019Q2 to 
2020Q2. 

Partial Yes Major 

The paper 
omits the pre-
specified four-
digit NAICS 
analysis and 
retains only 
three-digit 
NAICS 
because of 
classification 
revisions. It 
explicitly 
explains this 
deviation. 

Outcome: 
Medicaid 
coverage 

One of four insurance 
outcomes in the pre-
committed event-study 
framework. 

Reported in the 
main analysis, 
including 2019–
2022 and extended 
2023–2024 
estimates. 

No N/A None 

2023–24 
extension is 
additional, not 
a deviation. 

Outcome: 
employer-
sponsored 
coverage 

One of the four pre-
specified insurance 
outcomes. 

Reported 
throughout the main 
analysis. 

No N/A None — 
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Element Preregistered Reported in Paper Deviation
? 

Disclosed
? Severity Notes 

Outcome: 
individual/ 
private 
coverage 

One of the four pre-
specified insurance 
outcomes. 

Reported. The paper 
examines all four 
coverage measures. 

No N/A None — 

Outcome: 
uninsurance 

One of the four pre-
specified insurance 
outcomes and central 
to the hypotheses. 

Reported 
throughout the 
event-study and 
long-run analyses. 

No N/A None — 

Outcome: 
employment 

Explicitly added to the 
pre-committed 
outcome set. 

Employment is 
analyzed as a pre-
committed outcome 
and appears in the 
long-run results. 

No N/A None — 

Primary 
estimation 
framework: 
event study 

Pre-committed 
analyses were to use 
the event-study 
frameworks in 
equations (2) and (3), 
dynamically tracking 
effects over time. 

Paper estimates the 
corresponding 
dynamic event 
studies, with the 
same basic 
treatment/control 
structure and fixed-
effects framework. 

No N/A None 

This is the core 
methodologica
l commitment 
and is 
faithfully 
implemented. 

Reference 
periods / 
hypothesis 
tests 

Explicitly test equality 
of coefficients for 2020, 
2021, and 2022 
relative to 2018 and 
2019. 

Formal inference is 
presented primarily 
as a test of the 2019 
versus 
2022coefficient 
difference. The 
paper explicitly says 
the PAP had 
specified the 
broader set of tests 
but that it focuses 
on 2019–2022 for 
brevity. 

Partial Yes Minor 

This is a 
genuine 
execution 
change, not 
merely an 
added 
analysis: 
several pre-
registered 
comparisons 
are not 
formally 
presented. 
Disclosure 
substantially 
mitigates the 
concern. 

Treatment 
sample 

Figures underlying the 
pre-committed 
hypotheses restricted 
to states 
that expanded 
Medicaid in 2014. 

Core analyses 
continue to use 
2014 expansion 
states. 

No N/A None — 

Comparison 
sample 

States that never 
expanded Medicaid; 
the planned figures 
contrasted these with 
2014 expansion states. 

Core specification 
preserves the 2014 
expansion versus 
non-expansion 

No N/A None 

The later 
stacked-event-
study analysis 
adds late 
expanders, but 
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Element Preregistered Reported in Paper Deviation
? 

Disclosed
? Severity Notes 

comparison through 
2022. 

that is 
explicitly 
outside the 
PAP. 

Low-
education 
subgroup 

Individuals with no 
more than a 
completed high 
school education. 

Same subgroup is 
used in equations 
1–2. 

No N/A None — 

Low-
coverage-
industry 
subgroup 

Individuals associated 
with industries in 
the lowest quartile of 
pre-ACA employer 
coverage. 

Same 2011–2013 
bottom-quartile 
industry definition is 
used. 

No N/A None — 

COVID health-
shock 
controls 

Control for cumulative 
COVID cases and 
deaths per capita, 
interacted with 
indicators for 2020 and 
2021–22. 

Paper includes 
initial 2020 and 
cumulative-
through-2022 
COVID 
deaths/cases per 
capita. 

No N/A None 

Operationaliza
tion is 
substantively 
consistent 
with the PAP. 

COVID 
employment-
shock 
controls 

Interact each 
state's peak 
employment 
decline with the same 
2020 and post-2020 
indicators. 

Paper uses state 
employment 
decline from 
2019Q2 to 2020Q2 
as the pandemic 
employment-shock 
measure. 

No N/A None 

Consistent 
with the pre-
committed 
concept of 
pandemic-
induced 
employment 
shocks. 

COVID data 
source 

COVID cases/deaths 
were to be collected 
from the New York 
Times. 

Deaths come from 
CDC WONDER and 
cases from Johns 
Hopkins CSSE. 

Yes Yes Minor 

This is a data-
source 
deviation, not 
a change in the 
estimand or 
outcome. The 
paper 
explicitly 
identifies the 
alternative 
sources. 

Macroecono
mic 
covariates 

State unemployment, 
per-capita income, 
and median house-
price index; 
unemployment/income 
were to come from 
BLS/BEA. 

Unemployment and 
income are 
obtained through 
FRED; housing 
prices are 
the annual mean 
across quarters, 
rather than the pre-
specified median. 

Yes Yes Minor 

The paper 
explicitly 
acknowledges 
both 
differences. 
FRED 
compiles the 
same 
underlying 
BLS/BEA 
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Element Preregistered Reported in Paper Deviation
? 

Disclosed
? Severity Notes 

series, making 
the source 
change 
substantively 
negligible. The 
mean-vs-
median 
housing-index 
change is a 
genuine 
operationalizat
ion change. 

Demographic 
covariates 

Demographic controls 
were part of the 
specified regression 
framework. 

Paper includes age, 
race, gender and 
education. 

No N/A None — 

CBSA-level 
baseline 
uninsurance 
specification 

Pre-committed event-
study equation (3) 
using 2013 CBSA 
baseline uninsurance 
rates to identify effects 
of the ACA's nationally 
implemented 
provisions. 

Paper estimates the 
corresponding 
triple-difference-
style specifications 
and reports 
dynamic results. 

No N/A None — 

Industry 
heterogeneity
: estimation 
at 3- and 4-
digit NAICS 

Estimate equations (2) 
and (3) separately 
at both 3-digit and 4-
digit NAICS levels. 

Only the 3-
digitanalysis is 
performed. The 4-
digit analysis is 
omitted because 
NAICS revisions 
make consistent 
harmonization 
difficult. 

Partial Yes Major 

This is the 
clearest 
substantive 
omission of a 
pre-registered 
analysis. It is 
explicitly 
justified by an 
unforeseen 
data/classifica
tion problem, 
rather than 
selective 
reporting. 

Industry 
churn 
measure 

Use QCEW 
employment counts to 
measure industry-
specific COVID churn 
and relate it to changes 
in ACA effects. 

Uses the change in 
industry 
employment from 
2019Q2 to 2020Q2 
and relates it to the 
2019–2022 change 
in estimated ACA 
effects. 

No N/A None 

The planned 
analysis was 
implemented, 
apart from the 
4-digit 
omission. 

Industry 
earnings 
adjustment 

Control for or match on 
industry average 
earnings when 

Paper includes 
industry average 
weekly wages as a 

No N/A None 
Executed as 
pre-
committed. 
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Element Preregistered Reported in Paper Deviation
? 

Disclosed
? Severity Notes 

comparing industries 
with different churn. 

sensitivity 
specification. 

Precision 
weighting in 
industry-
churn 
analysis 

Not pre-specified. 

Paper additionally 
weights by the 
precision of the 
industry-specific 
coefficient 
estimates in some 
specifications. 

No 
— additio

nal 
N/A None 

Correctly 
classified as a 
supplemental 
analysis rather 
than a 
deviation. 

Sample 
restriction for 
industry-
churn 
analysis 

Industry-level analysis 
requires industries that 
can be linked to QCEW 
employment data. 

Paper restricts the 
analysis 
accordingly. 

No N/A None — 

Multiple-
comparison 
correction 

No multiplicity 
adjustment was pre-
specified. 

Paper reports 
conventional 
significance levels 
and does not report 
a multiple-testing 
correction. 

No N/A None 

This is 
an absence of 
a pre-
commitment, 
not a 
deviation. I 
would not 
score it as an 
execution 
failure. 

Power/sampl
e-size 
calculation 

No prospective 
sample-size or power 
calculation was 
specified. 

No power 
calculation is 
reported; the paper 
reports realized ACS 
sample sizes. 

No N/A None 

Again, this is 
not a deviation 
because no 
power 
commitment 
existed. 

Randomizatio
n/assignment 

No randomization was 
proposed; treatment is 
determined by states' 
Medicaid-expansion 
decisions. 

Same observational 
treatment 
assignment is used. 

No N/A None — 

Additional 
2023–2024 
data 

PAP's pre-committed 
analysis extended 
through 2022. 

Paper extends the 
event studies 
through 2023–24. 

No 
— additio

nal 
N/A None 

Explicitly 
identified as 
outside the 
PAP. 

Stacked event 
study 
including 
later 
expansion 
cohorts 

Not pre-registered. 

Paper adds 
equation (5), 
incorporating states 
expanding after 
2014, including 
2023/24 cohorts. 

No 
— additio

nal 
Yes None 

Explicitly 
characterized 
as outside the 
pre-committed 
analysis. 

Pandemic-
policy 
sensitivity 
analyses 

PAP pre-specified 
COVID health and 
employment-shock 
controls but did not 

Paper additionally 
examines 
continuous 
coverage, ARP 

No 
— additio

nal 
Yes None 

These are 
appropriately 
treated as 
supplemental/
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Element Preregistered Reported in Paper Deviation
? 

Disclosed
? Severity Notes 

specify controls for 
later pandemic-era 
federal/state policies. 

marketplace 
subsidies, federal 
aid, and state 
pandemic-response 
stringency. 

robustness 
analyses, not 
deviations. 

 
Summary Assessment 
Overall, fidelity to the pre-analysis plan is high. The paper executes the central pre-
committed design: the same four insurance outcomes and employment outcome, the 
same principal 2014-expansion versus non-expansion comparison, the same two principal 
subgroups, the event-study framework, COVID-shock controls, and the industry-churn 
analysis. The two clearest deviations are (i) replacing the PAP's planned set of formal 
2020–2022 coefficient comparisons with a primary 2019-versus-2022 comparison, and (ii) 
dropping the pre-registered four-digit NAICS industry analysis; importantly, both are 
explicitly disclosed and justified. The other deviations—COVID data sources and the 
mean-versus-median housing-price measure—are comparatively minor and explicitly 
acknowledged. The paper is also unusually clear about analyses that are additional rather 
than deviations, explicitly identifying the 2023–24 extension, stacked event study, and 
pandemic-policy sensitivity analyses as outside the original plan. 
 
Quantitative fidelity metrics 
I count the pre-registered methodological commitments as 24 elements in the table above 
that can meaningfully be scored for execution. I do not count the absence of power 
calculations, randomization, or multiplicity correction as deviations because the PAP did 
not make commitments in those domains. 
 
1. Pre-registered Element Execution Rate 
There are 24 scored pre-registered elements. 

• Strict definition: Deviation? = No only: 
19/24 = 79.2% 

• Lenient definition: Deviation? = No or Partial: 
21/24 = 87.5% 

The two Partial cases are the industry-churn analysis (3- and 4-digit planned, only 3-digit 
executed) and the formal hypothesis tests (planned multiple year comparisons, with only 
the 2019–2022 comparison formally emphasized). The remaining deviations are two Yes 
cases for data-source/operationalization changes. 
 
2. Transparency Rate in Precommitted Analyses 
I identify 4 differences among the pre-registered elements: 

1. Formal tests narrowed from the full 2020/2021/2022 comparison set to 2019–2022. 
2. Four-digit NAICS analysis omitted. 
3. COVID data sources changed. 
4. Housing-price measure changed from median to annual quarterly mean. 
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All four are explicitly disclosed. Therefore: 
4/4 = 100% transparency rate 
This is particularly strong because the paper does not merely provide a generic statement 
that deviations occurred; it specifically explains the major ones—for example, the four-
digit NAICS omission is attributed to revisions in the NAICS classification system, while the 
narrower 2019–2022 test is explicitly acknowledged as a departure from the PAP's broader 
testing scheme. 
 
3. Transparency Rate in Supplemental Analyses 
I identify 3 major categories of supplemental analyses: 

1. 2023–2024 extension of the event studies. 
2. Stacked event study incorporating later Medicaid expansion cohorts. 
3. Pandemic-era policy/government-response sensitivity analyses. 

3/3 = 100% 
All three are explicitly presented as extensions beyond the pre-analysis plan. 
 
Bottom line 

Metric Result 
Strict execution rate (No only) 19/24 (79.2%) 
Execution rate allowing Partial 21/24 (87.5%) 
Transparency rate — pre-registered differences 4/4 (100%) 
Transparency rate — supplemental analyses 3/3 (100%) 
 
Overall assessment: high adherence with very high transparency. The principal concern is 
not undisclosed specification searching: the paper is quite explicit about where it departs 
from the plan. The most consequential methodological departure is the omission of the 
planned four-digit industry analysis, while the narrowing of formal inference to the 2019–
2022 comparison is the main selective-reporting issue worth flagging despite its explicit 
disclosure. 
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