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Artificial intelligence has become one of the most important technologies shaping
firm behavior and changing markets. Studying Al matters because it may affect
key economic outcomes, such as productivity growth, innovation, employment, firm
organization, competition, and the distribution of gains across firms and workers.
From a corporate finance perspective, Al is important because it can influence firm
value, profitability, risk, and the cost of capital. These questions are especially central
in financial markets, where banks, fintech firms, asset managers, and traders both
adopt Al and transmit its effects to the broader economy through credit allocation,
pricing, investment, and information processing. Understanding AI’s economic impact
is therefore essential not only for explaining changes inside firms but also for under-
standing how a major general-purpose technology may reshape market outcomes more
broadly.?

This paper reviews the emerging literature on firm-level data on Al and on AI’s
economic impacts.?> The paper first develops a framework for thinking about what
different firm-level Al data sets actually measure. A central theme is that measurement
is not a secondary technical choice: different Al measures capture different underlying
economic objects and therefore answer different questions. It then reviews available
data sources used in the literature and discusses their advantages and limitations. The
paper proceeds by synthesizing evidence on how Al affects firms’ growth, valuations,
profitability, productivity, risk, labor outcomes, competition, and outcomes in financial
applications and markets. The paper concludes by offering some ideas for future
research.

The paper has a deliberately focused scope. It reviews research on firm-level Al

2Complementary work provides conceptual and historical perspectives on Al technologies (e.g., Brynjolfsson, Rock, and
Syverson 2017: Mokyr 2018: Cockburn, Henderson, and Stern 2018: Tucker 2018: Agrawal, Gans, and Goldfarb 2019; Bresnahan
2024; Kording and Marinescu 2025).

30ther papers reviewing the literature on the use and impact of Al in economics and financial research include the summary of
applications of machine learning (ML) in asset pricing (Giglio, Kelly, and Xiu 2022; Kelly and Xiu 2023), financial intermediation
(Berg, Fuster, and Puri 2022), robo-advising (D’Acunto and Rossi 2023), generative AI (Korinek 2023; Eisfeldt and Schubert
2025; Mo and Ouyang 2025), agentic AI (Shahidi et al. 2025), natural language processing (NLP), machine learning, and large
language model (LLM) tools used in economics and finance research (Horton, Filippas, and Manning 2023; Athey and Imbens
2019; Dell 2025; Hoberg and Manela 2025).



investment, adoption, invention, commercialization, and use, along with the economic
consequences of these activities for outcomes of interest to economics and finance. The
emphasis is on firms and on how researchers can study their Al efforts using observable
data. By contrast, the paper does not aim to review the large literature that uses
machine learning mainly as a method for return prediction, the literature that uses
AT tools to generate research data, the research that asks whether Al can perform
better or worse than other methods or human workers in isolated tasks, or papers that
seek to evaluate whether AI models can mimic human behavior or preferences. Those
literatures are important, but they are distinct from the question of the economic
impact of firms” AT efforts.

Credible evidence on Al’s economic effects depends on measuring firm Al efforts
well. Section 2 begins with a conceptual framework that shows that Al data are not a
single object. Different data sets vary along several important dimensions: whether
they capture firms that invent Al methods or firms that use existing Al tools; whether
firms build AT internally or purchase outsourced solutions; whether the data provide
broad coverage across many firms or rich detail in narrower case studies; whether they
capture all Al applications or only specific use cases; whether they reflect actual firm
capabilities or outside perceptions; and whether they measure investment ex ante or
outcomes ex post. These distinctions matter because each type of data maps to a
different research question. A patent measure is useful for studying frontier invention,
while a survey of enterprise Al use is better for studying adoption and diffusion. A
disclosure-based measure may help explain investor beliefs, while an AI human-capital
measure may better capture actual capability building inside the firm.

Section 2 also explains how to evaluate the quality of AI data sets. Important criteria
include coverage and representativeness, comprehensiveness, granularity, timing and
panel structure, construct validity, and susceptibility to manipulation. These issues

are not just technical details; they can change the economic conclusions researchers



reach. For example, studies using firm-level measures of broad Al investment often find
that Al-adopting firms grow faster and expand employment, while studies based on
occupational Al exposure often find substitution away from more exposed tasks. These
findings need not conflict because they measure different objects. One captures the net
effect of actual firm Al adoption across many uses, while the other isolates a task-level
substitution channel. The section then illustrates this framework with the example of
Al-skilled labor measures introduced in Babina et al. (2024) and constructed from job
postings and worker resumes. Such measures are especially useful for studying internal
AT capability building by firms that use AI rather than invent it, though they may
miss outsourced Al use and complementary investments, such as data infrastructure,
governance, and workflow redesign. The section concludes by reviewing the main data
sources used in the literature, including surveys, labor exposure measures, patents,
publications, product and trademark data, disclosures, software telemetry, deal-based
measures, and nonlabor inputs related to Al infrastructure.

The literature review then turns to the economic effects of Al. It covers which firms
invest in Al and how AI relates to firm growth, valuation, profitability, productivity,
and risk. It also reviews firm-level evidence on labor-related outcomes, including
employment, wages, hours, skill composition, and organizational structure. In addition,
the review examines Al’s effects on competition dynamics and financial applications
where Al is especially important, including asset management, banking and fintech,
trading, robo-advice, and firm disclosures about AI. Together, these topics connect
the study of firm Al efforts to both real economic outcomes and financial-market
outcomes.

Several main takeaways emerge from this literature. First, Al adoption is highly
uneven across firms, with larger firms and firms with a higher ratio of high-skilled
workers often adopting AI more aggressively. Second, Al investment is already

associated with higher sales growth and market valuation, though gains often appear



with lags rather than immediately. Third, productivity effects are challenging to detect
in aggregate firm-level data compared with narrow task-level settings, suggesting that
adjustment costs and organizational complements are important. Fourth, the labor
evidence points to a more nuanced picture than simple displacement: Al can substitute
for some tasks while still coinciding with positive net employment growth at the firm
level. Fifth, and finally, the financial sector is a particularly informative setting
because Al affects not only internal firm outcomes but also credit allocation, investor
behavior, trading, and the efficiency of financial markets.

The paper concludes by outlining several directions for future research. An impor-
tant priority is to improve measurement by moving beyond proxy variables toward
more direct measures of actual Al use, especially outsourced use through APIs, en-
terprise software, and cloud tools. Future work should also distinguish more clearly
across Al use cases, since forecasting, coding, customer service, product innovation,
and underwriting may have very different effects. Other promising directions include
studying how Al changes firm boundaries, human-capital formation, reskilling, dele-
gation, and organizational design. Finally, more research is needed on how generative
AT differs from earlier AI, how open versus proprietary Al systems shape private
and social returns, and how policy around access to data, standards, and governance

affects adoption, competition, and long-run economic outcomes.

1 The Evolution and Modeling of Al

The dramatic surge in commercial interest in artificial intelligence over the past
decade represents a fundamental shift in the technological landscape of the modern
firm. To understand this phenomenon, it is necessary to contextualize modern Al and

explain how its modern variations differ from historical predecessors.



1.1 A brief history of and recent surge in Al.

The vision for artificial intelligence dates back to the 1950s and 1960s, beginning
with Alan Turing’s foundational work and the 1956 Dartmouth Workshop.* This
early era focused on rule-based symbolic reasoning and “expert systems” that relied
on small, handcrafted data sets. By the 1980s, “knowledge engineering” became the
dominant paradigm and attempted to codify the rules of human experts into software.
However, these systems suffered from limited scalability and lacked robustness in
complex, real-world environments. Several “Al winters” occurred when progress slowed
relative to expectations.

The big breakthrough occurred in the 2010s with the “Deep Learning Era”. Driven
by the ImageNet project and the realization that Graphics Processing Units (GPUs)
could enable large-scale neural network training, Al shifted from a rules-based approach
to a pattern-recognition approach. Models began learning directly from data rather
than following predefined logic. During the 2010s, models remained focused on narrow
applications: they performed extremely well in specific domains, such as playing Go
or predicting loan defaults, and were often highly profitable (Bresnahan 2024), but
they did not generalize well to broader tasks, such as generating research reports.
By the 2020s, the technology had evolved into generative Al (GenAl), enabling more
general-purpose tasks, such as drafting research reports. More recently, firms have
begun experimenting with agentic Al: systems built on top of generative models that
can plan, take actions across tools (e.g., search, code execution, workflow software),
and iteratively pursue multistep goals with limited human prompting.

Unlike previous IT revolutions that digitized existing data and processes, modern Al
is a statistical technology that produces high-quality predictions and generates content.
Al is characterized by large models trained on massive corpora of both structured and

unstructured data. Four forces made commercial interest in Al accelerate sharply: the

4See McCarthy et al. (1955).



rapid accumulation of data (e.g., digitization of economies via the internet), falling
costs of data storage (e.g., cloud infrastructure), increasing power of compute (e.g.,
Nvidia chips), and methodological breakthroughs in neural network architectures.
The transformer architecture (Vaswani et al. 2017) and subsequent large language
models expanded the set of tasks where Al can generate economically useful outputs

(text, code, images, and structured reasoning).
1.2 How generative Al differs from the earlier AI waves.

Generative Al is different from the earlier waves of Al during the 2010s. Earlier
machine-learning systems were often designed to improve prediction, classification,
or ranking inside relatively specific workflows. These were more narrowly based
AT applications. Generative Al also relies on prediction at the model level, but
the economically relevant output is frequently the production, transformation, and
synthesis of content: text, code, images, structured analysis, and workflow instructions.
This moves Al from a technology that mainly lowers the cost of forecasting under
uncertainty to one that can also lower the cost of producing intermediate cognitive
inputs. As a result, generative Al can affect both decision quality and production
capacity, and the same model can be used across many business functions rather than
being trained for a single, narrow prediction problem.

This broader output space from GenAl suggests a broader substitution set. Pre-
dictive Al most directly substitutes for tasks in which humans collect data, classify
states, forecast outcomes, or apply decision rules conditional on a forecast. Generative
AT can also substitute for parts of writing, programming, summarization, customer
communication, marketing, legal and compliance work, research assistance, internal
reporting, and other language-mediated tasks. It may substitute for implementation-
oriented labor in some settings while complementing expert judgment in others,

because professionals can use the tools to draft, search, translate, benchmark, and



iterate more quickly. This is why task exposure to large language models spans a wide
set of occupations (Eloundou et al. 2024).

Diffusion might also be faster for GenAl than for earlier Al waves. Earlier predic-
tive Al often required proprietary data pipelines, specialized model-building teams,
and deep integration into a specific production process before workers could use it.
Generative Al uses publicly available data for training and can diffuse through broader
channels, such as chatbots, cloud APIs, enterprise software, and worker-initiated use,
which lowers the fixed cost of experimentation. This does not mean that high-value
deployment is automatic with GenAl: productivity gains still require data governance,
workflow redesign, monitoring, and complementary skills. But it suggests that Al
tool use at firms can spread quickly, and this can have wider and faster effects on

workforce organization.
1.3 Modeling firm AI efforts.

A useful way to organize economic thinking about Al is to start from what AI does
in production and decision-making. So far, there is no consensus on how to model Al
in economics.

1.3.1 AT as prediction technology. Economists have increasingly conceptualized Al
through the lens of the “prediction machines” framework pioneered by Agrawal, Gans,
and Goldfarb (2018; 2019). In this model, Al is viewed as a technology that drastically
reduces the cost of prediction—the process of using existing information to generate
new information. Predictions are useful where firms face uncertainty that arises in
practically all aspects of firm operations. The reduction in the cost of prediction has
two primary effects: first, it increases the demand for prediction itself; and second, it
shifts the value of complements. For example, data become a critical strategic asset,
serving as the essential input for more accurate predictions. Moreover, as prediction

becomes a commodity, the value of human judgment—the ability to determine the



payoffs of different actions—increases. This framework allows economists to model Al
not just as a labor-saving automation tool (like robotics), but as a decision-enhancing
technology that can fundamentally help redesign firm operations and strategy.

1.3.2 Al in task-based frameworks. Task-based models emphasize how technologies
substitute for or complement labor in specific tasks, generating reallocation across
tasks and occupations (Acemoglu and Restrepo 2019; Acemoglu et al. 2022). This
motivates labor exposure measures to a particular technology based on task similarity
and occupational content. Within the context of Al specifically, Al exposure typically
refers to whether an occupation has a lot of tasks that Al capabilities could either
replace or augment (but does not typically capture the actual use of Al for labor
replacement).

These modeling perspectives matter for understanding Al’s impact because they
imply different economic effects. If Al mainly improves prediction, we might expect
reduced operating volatility as firms use Al to adapt to changing market conditions.
If Al mainly creates new products, we might expect innovation and growth. If Al
mainly automates tasks, we might expect workforce substitution and changes in labor
demand—with ambiguous net employment effects once effects from other Al uses

(e.g., product expansion and reduced operating volatility) are accounted for.

2 Measuring Firms’ Al Efforts

This section provides guidance on selecting and constructing data on firms’ Al
efforts.> A primary obstacle in the study of economic impacts of Al is the lack of
standardized, publicly available data on firm-level Al adoption, which has led to calls
for creating firm-level data on Al (Raj and Seamans 2018). Thus, researchers must
often construct their own measures. A research question should guide the choice

of data on AI. “Al data” is not one thing. Different AI measures capture different

5Coyle and Poquiz (2025) also review Al data sources.



objects. As a result, the same research question can yield different answers depending

on the Al measure.
2.1 A conceptual framework for data characteristics.

In choosing firm-level Al data, a useful way to organize this choice is along the

following dimensions:

1. Type of firm AI activity: firms that invent Al methods versus firms that use
existing Al methods.

2. Source of Al capability: internal Al development versus purchasing external

AT solutions.
3. Breadth versus depth: broad firm-level data sets versus case-study settings.

4. Coverage of AI applications: data sets intended to capture all Al uses versus

those focused on specific applications.

5. Actual versus perceived Al capabilities: data sets capturing actual firm-level

activity over time versus measures reflecting outside perceptions.

6. Ex ante versus ex post: measurement taken before Al outcomes are achieved

versus after outcomes have materialized.

Let’s unpack these characteristics. First, if one is interested in how firms innovate
at the Al frontier (e.g., Google’s AlphaFold), data on firms that invent new Al
methodologies is often the most appropriate. However, most firms do not invent new
Al methods; instead, they frequently rely on open-source tools and existing models and
incorporate them into operations, products, and innovation. The economic benefits to
a firm from its invention versus the benefits to other firms from using that invention
can be quite different. Therefore, if one is interested in the broader diffusion and
adoption of Al, measures designed to capture Al users (not only Al inventors) are

typically more suitable.
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Second, firms can harness Al either by investing in building internal Al solutions
(e.g., a bank builds its own machine-learning models for fraud detection) or by
purchasing outsourced solutions from vendors. These two modes of adoption have
distinct economic properties. Internal development generally entails higher fixed costs
(e.g., R&D costs) and greater execution risk, but—if successful—can generate more
durable competitive advantage through customization, integration with proprietary
data, and learning-by-doing. Vendor solutions may reduce fixed costs, implementation
risk, and speed up deployment, but may yield less differentiation if competitors can
access similar tools.

Third, there is often a trade-off between observing many firms with limited detail
versus studying a smaller number of firms with rich institutional detail. Broad-based
data sets can help characterize more “macro” patterns of diffusion and average effects
across the economy, while case studies can more directly illuminate mechanisms, for
example, which business processes changed, what organizational frictions were binding,
and what complementary investments were required. Case-study settings can also
sometimes deliver stronger identification (e.g., staggered rollout across units), but at
the cost of external validity.

Fourth, because Al is a general-purpose technology, estimated Al effects are typically
averages over heterogeneous use cases; focusing on one application answers a different
question than estimating net effects across all uses. If a researcher is specifically
interested in labor automation and augmentation, then measures targeted to those
applications may be appropriate. However, many Al use cases are not primarily about
replacing labor and may increase labor demand, for example, Al can enable product
innovation. Therefore, if the research question concerns the net effect of Al on labor,
it is important to use measures that capture the broader set of Al applications, not
only labor-focused ones.

Fifth, it can be important to distinguish actual AI capabilities from perceived

11



AT capabilities (e.g., investors’ beliefs inferred from disclosures or media). This
distinction is especially relevant for firm valuation and financing outcomes, where
equity prices may reflect investor beliefs that are not fully warranted by observable
firm Al investments or realized Al capabilities.

Finally, investment in new and unproven technology is often a long, uncertain
process that may not pan out. Therefore, it is important to study not only successful
firms’ outcomes (e.g., Al patents or products) but also the broader Al investment
process beginning when the Al effort starts (e.g., hiring, internal experimentation).

It is also useful to assess the quality of a given Al data set along the following

dimensions:

« Coverage and representativeness: Is the data limited to certain industries?
Does it cover various firm sizes? Are both private and public firms included?

Heterogeneity in adoption and impact makes representative coverage essential.

o Comprehensiveness: How completely a measure captures investments in Al

complements (Al talent, data cleaning, infrastructure, workflow redesign).

e Granularity: The level of observation—whether firm-year, establishment-year,

or project-level—determines the depth of the analysis.

o Timing and panel structure: A longer time-series allows researchers to exploit

variation between early and late adopters, facilitating more robust causal analysis.

o Construct validity: It is important to ensure the measure specifically captures

AT use rather than general I'T or data intensity.

o Manipulability: Disclosure-based measures are particularly sensitive to manage-

ment incentives, potentially creating a gap between claimed and actual capabilities.

The choice among data sources is not merely technical; it can lead to different

economic conclusions. Consider the question: How has Al affected employment? The
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answer can depend on whether the researcher studies (a) the net firm-level effect
across all Al use cases or (b) the task-replacement channel via occupational exposure.
Using firm-level Al investment measures that capture a broad set of Al use cases,
evidence often points to positive employment growth among higher-Al-investing firms
(e.g., Babina et al. 2024; Aghion et al. 2025; McElheran et al. 2025; Morse and Nain
2026), consistent with Al being used primarily for product innovation and expansion.
Al occupational exposure studies aim to isolate the Al substitution labor channel and
often find slower employment growth in more exposed tasks or occupations, consistent
with substitution effects (e.g., Acemoglu et al. 2022; Eisfeldt et al. (forthcoming)).
However, Al exposure is not the same as Al adoption. Hampole et al. (2025) combine
these two measurement approaches and reconcile the two sets of findings: while Al
can replace certain tasks and reduce demand in exposed occupations, overall firm
employment still rises because output expansion increases labor demand elsewhere
within Al-adopting firms. Thus, these approaches can both be “right” because they
answer different questions. The first approach targets net firm-level effects; the second

targets a partial-equilibrium task substitution channel.
2.2 Example of applying the framework to build firm-level AI data.

In Babina et al. (2024), the motivating research question—do firms benefit from
Al investments, and if so, what uses of Al generate those benefits?—calls for data on
firms that are Al users rather than inventors; internal Al development rather than
outsourcing; broad firm coverage; comprehensive use cases; actual Al capabilities
rather than their perceptions; and all Al efforts whether or not successful. They
operationalize Al investment as the accumulation of Al-skilled workers (e.g., machine
learning engineers) inside the firm—an input-based, capability-focused measure that
can be tracked over time, offering panel firm-level data. The key idea: firms investing

internally in Al must hire workers with Al expertise who can build and deploy Al
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tools for products and operations.

The construction combines two complementary sources: data on job postings
(containing the list of required skills needed for each posting), capturing demand
for skills, and a database of worker online resume profiles (including job histories),
capturing realized hiring and the stock of skills within firms.

They use these data to construct a firm-level panel of Al-skilled talent in several
steps. First, they identify highly Al-specialized skills in job postings by defining a
core set of Al skills (e.g., Al, machine learning, NLP, computer vision) and computing
an Al-relatedness score for each required skill based on its co-occurrence with those
core skills. Second, they classify workers as Al-skilled in resume data by searching
for highly Al-relevant skills in each worker’s job titles and descriptions, patents, and
publications. Each worker-year at each firm is then coded as Al skilled or not based
on the worker’s role that year. Finally, they aggregate these worker-level classifications
to the firm-year level by computing the share of Al-skilled workers.

Using the data framework outlined in Section 2.1, these Al data have the following
strengths and limitations within the context of the research question. In terms of
strengths, Al-skilled labor is a direct input into investing in internal Al development
and focuses on a broad set of firms that use AI, not just those that innovate in it.
Moreover, it focuses on all Al use cases, which allows one to answer the question of
what kinds of Al applications drive firms’ returns from investing in Al. Finally, this
approach is potentially less sensitive to Al hype than firm disclosure measures. In
terms of data quality dimensions, this broad firm-level data set provides insights across
many types of firms and sectors; it also ensures a panel structure, which supports
dynamic analysis and lagged effects. By design, this method focuses on highly AI-
specialized skills and does not include more general data terms like data mining. This
approach also has limitations, including the incomplete capture of Al complements

(data cleaning, infrastructure, workflow redesign). Coverage may also tilt toward
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larger employers. Finally, this approach will not be able to comprehensively capture
the use of outsourced Al tools like ChatGPT, but given the research question is about
internal AI investments, this may not be much of a limitation.

In addition to constructing firm-level shares of Al-skilled workers, Babina et al.
(2024) also construct firm-level shares of Al-skilled job postings. Job postings allow
researchers to capture the demand for Al skills but do not reflect whether the positions
were filled. The shares of Al-skilled workers capture the actual hiring, not just demand,
overcoming this potential limitation. In practice, however, Babina et al. (2024) show
that the resume and the job-postings Al measures are highly correlated and produce
very similar results on firm performance and employment, suggesting that in the
absence of granular matched employer-employee data, job postings offer valid data to
study Al effects.

The rich resume of data allows the measurement of not just the total Al-skilled hiring
but also of more granular Al technologies over time. Building on the methodology
of Babina et al. (2024), Babina, He, and Jiang (2026) introduce new firm-level
AT measures for early Al technologies (machine learning, computer vision, natural

language processing) and more recent Al waves (generative Al, agentic Al).
2.3 Review of data sources on firm AI efforts.

In addition to human-based proxies for Al investments described in the previous
section, we review some other common data sets used to measure Al efforts by firms
and briefly note what each measure is best suited for as well as its potential limitations.
2.3.1 Al surveys. Firm, establishment, and worker surveys can directly ask about
AT use. Administrative survey data often offer comprehensive firm coverage across
small and large, public and private firms. There are country-specific administrative
surveys (e.g., McElheran et al. 2024 in the United States; Aghion et al. 2025 in France;

Crarnitzki et al. 2023 in Germany; Pulito et al. 2026 in Denmark) as well as surveys
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of firms across several countries (e.g., Calvino and Fontanelli 2023; Kazakova et al.
2020). In addition to administrative surveys on firms’ use of Al, there have been
recent surveys of corporate executives on how their firms use Al in the United States
(Baslandze et al. 2026) and across several developed countries (Yotzov et al. 2026), as
well as experimental firm survey evidence from Germany on Al beliefs, adoption, and
behavior (Menkhoff 2025).

Recent survey work has also begun to measure Al adoption inside firms at a more
granular level. Bonney et al. (2026) use the 2026 Al supplement to the Census Bureau’s
Business Trends and Outlook Survey to jointly measure firm-level Al adoption, Al
use across business functions, and worker-task use. They show that these layers do
not always coincide: worker use can occur without reported formal firm adoption, and
formal firm adoption can occur without reported worker-task use.

The great advantage of surveys lies in the ability to ask firms detailed questions
about specific Al use cases as well as about internal Al development versus outsourced
AT use. The difficulties with surveys are that the data quality depends on design (it
is hard to define “Al” especially when it is just emerging), potentially low response
rates, and respondents’ qualifications (e.g., people responding to these surveys might
not be the people who are deploying AlI). Finally, surveys often lack historical panel
structure as many surveys start after the rise of Al
2.3.2 Al exposure. Guided by task-based frameworks, economists estimate an oc-
cupation’s potential exposure to Al capabilities. There have been several ways to
generate these Al exposure measures: ask people (e.g., Felten, Raj, and Seamans 2018,
2021), ask large language models (e.g., Eloundou et al. 2024), or correlate the text
of occupation description with some corpus of Al-relevant text, such as Al patents
(e.g., Webb 2020) or Al-powered software (de Souza 2025). Once each occupation
has its Al exposure (which can be static or dynamic), researchers aggregate these

to firm-level exposure by using occupations of their job postings or employees (e.g.,
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Acemoglu et al. 2022, Eisfeldt et al. (forthcoming); Jiang et al. 2025). Conceptually,
AT exposure could mean that Al can either replace or augment a worker: while earlier
studies were often vague on whether exposure means replacement or augmentation,
recent studies made progress by distinguishing between AlI’s ability to replace versus
augment work (e.g., Jiang et al. 2025). It is worth noting that Al exposure is not Al
adoption: the implicit assumption is that firms that have many Al-exposed workers
adopt Al applications relevant for doing worker jobs, and firms that have Al-exposed
workers might not use Al to do their jobs for a variety of reasons. Relaxing this
assumption, Hampole et al. (2025) make progress by measuring firms’ Al use cases and
focusing specifically on those that affect labor. Pulito et al. (2026) makes a further
contribution by studying how Al adoption varies across different Al technologies and,
importantly, directly evaluates how well commonly used occupational Al exposure
measures map into observed firm-level adoption.

2.3.3 Al patents. Patents classified as Al-related capture upstream invention. They
are excellent for studying firms inventing Al tools and AI products but do not capture
impacts on firms that use Al without patenting or use outsourced AI solutions.
Patents are also ex post outcomes related to Al efforts and do not allow researchers
to capture unsuccessful Al efforts or successful ones that firms decided not to disclose
via patenting. The data on Al patents come either directly from the USPTO office
(ECOPATALI product) or from researchers classifying patents as Al-related using
different methods, such as via keyword search, technology classes, or ML-based
classification (e.g., Kalyani et al. 2025; Webb 2020; Chen and Wang 2024).

2.3.4 Al publications. Al progress was advanced in large part via research publi-
cations, many of which came from researchers employed by firms. Academic articles

can be classified as Al related either using Al-specific keywords® or identifying journal

outlets as Al specific (Babina et al. 2024; Hunt, Cockburn, and Bessen 2024). They

6For example, Elsevier (Scopus) data—OECD.AT.
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are excellent for identifying firms inventing AI methodology and pushing AI’s frontier
forward. The caveat is that research publications are typically widely accessible and
do not offer much intellectual protection to the firm that employs the Al publishing
researchers, likely conferring wider societal benefits. For example, while it was Google’s
researchers who published the “Attention Is All You Need” paper on pioneering trans-
former architecture in 2017 (Vaswani et al. 2017), OpenAl was ahead of Google to
commercialize this invention via its key product ChatGPT, highlighting the knowledge
spillovers stemming from research publications. This same example illustrates that
there could also be very long lags between when important papers get published and
when their ideas get commercialized.
2.3.5 Al products. Firm-level Al product and service data sets aim to capture
the commercializable outputs of Al investment—mew Al-enabled offerings. Since
comprehensive data on firms’ products and services are typically not available, one Al-
specific product proxy is Al-related trademarks, which are explicitly tied to goods and
services that firms intend to market under a protected name. Nakazato and Squicciarini
(2021) develop a text-mining methodology to identify Al-related trademarks by
searching trademark goods/services descriptions for Al keywords. They emphasize
that this approach is designed to measure Al-related goods and services sold on
markets, making it closer to product commercialization than upstream innovation
inputs like Al-skilled labor or AI patents. The key limitations mirror standard
disclosure concerns: trademarks can reflect branding and option value rather than
realized product quality or adoption, may overcount “Al-washing” product labels, and
can miss important Al products that are not trademarked (e.g., backend Al features
shipped quietly inside existing products).

More directly identifying firms developing Al products, Calvino and Fontanelli
(2026) use French survey data that allow them to distinguish Al users that source Al

from external providers (Al buyers) from those developing their own Al systems (Al
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developers), which is a unique and promising data set for studying many important
questions.

2.3.6 Financial disclosures. Allow researchers to measure firms’ narratives and in-
vestor attention and can be useful for studying investor beliefs and firm disclosure
incentives, but they can be strategically manipulated and driven by disclosure regula-
tions. Researchers most commonly build Al measures from three disclosure channels:
firm earnings call transcripts, firm financial statements, and firm press releases. Earn-
ings calls are used to construct measures of investor attention to Al or Al content,
ranging from simple term counts to richer LLM-based classification of whether man-
agers discuss Al as an opportunity, implementation, or risk (e.g., Ca’ Zorzi, Lopardo,
and Manu 2025). For example, Soto (2025) proposes measures of firm Al R&D
intensity by using semantic similarity between conference call transcripts and frontier
AT research papers. Firm financial statements, like U.S. 10-K filings, are attractive
because they are (relatively) standardized and legally consequential—making them
useful for analyzing risk disclosure, managerial narrative, and the evolution of stated
Al strategy over time—though the text can contain boilerplate. Recent papers build
10-K-based Al disclosure data sets and emphasize that disclosure is both informative
and strategic (e.g., Barrios et al. 2025; Cao et al. 2025). Firm press releases pro-
vide clean event timestamps for Al announcements (partnerships, product launches,
acquisitions), which is valuable for event studies and for mapping the “narrative”
timeline of Al strategy; however, they are selective (firms publicize successes) and
often marketing-oriented, increasing the risk that the resultant measure captures
promotional intensity more than true capability.

2.3.7 Use of Al tools. A relatively recent approach is to measure actual adoption
and use of Al tools from enterprise software telemetry (e.g., license purchase dates,
API-recorded usage events, task completion logs). For example, Chen and Stratton

(2026) use proprietary Jellyfish data that integrates version control (e.g., GitHub), task
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management (e.g., Jira), calendars, HR systems, and API-based observation of GitHub
Copilot /Cursor usage to timestamp firm adoption and track downstream productivity
and task outcomes. Closely related “digital trace” work uses GitHub/Copilot data
to quantify changes in open-source production when generative Al tools become
available (Song, Agarwal, and Wen 2025). The main strength of telemetry-based
measures—especially for corporate finance questions about real investment versus
“Al-washing”—is that they move closer to inputs actually used in production and can
support cleaner event timing (adoption dates) than text disclosures or human-capital-
based measures. The main weaknesses are selection and scope: these data sets often
cover specific occupations (e.g., software engineers) and vendor ecosystems, can be
proprietary and nonrepresentative, and they typically capture a narrow slice of Al use
(tool adoption in one function) rather than enterprise-wide Al capability.

2.3.8 Deal measures. Finally, another “make versus buy” margin is where firms’ Al
efforts are proxied by acquisitions of AI companies or quasi-acquisitions via partnerships
that function like acquisitions. Corrigan, Luong, and Schoeberl (2024) assemble a
PitchBook-based data set of thousands of AI M&A transactions and document patterns
in acquirers, targets, and cross-border deals. The strength of deal-based measures is
that they capture strategic commitment to control Al assets (talent, data, models,
distribution) and can be cleanly timestamped for event studies; the weaknesses are (a)
classification error in what counts as an “Al company,” (b) selection toward visible
transactions (missing internal development), and (c¢) ambiguity about whether the
deal reflects Al capability-building versus defensive and product bundling motives.
2.3.9 Non-labor-related Al inputs. An important part of the costs of using AI models
is data storage and computing typically provided by data centers. Waugh (2026)
builds data on products used in the construction and operation of data centers (e.g.,
GPUs) from U.S. export and import trade data. He identifies these products by using

a large language model to classify the full universe of U.S. trade codes, supplemented
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with NAICS descriptions, into products with high, medium, or low relevance for
building and operating Al-focused data-center infrastructure; this allows the paper to
move beyond a narrow focus on GPUs and semiconductors and instead capture the
broader bundle of Al-related traded goods, including compute hardware, networking
equipment, and cooling and HVAC systems. These are not firm-level data, though
they can presumably be matched to the trading firms. They have important strengths
as a measure of Al-related economic activity. They are closer to measuring Al use and
diffusion than frontier invention, since they capture the buildout of Al infrastructure
rather than only patents or publications. Their coverage is broad and granular,
spanning the full universe of U.S. trade codes over time rather than a narrow case-
study sample. Construct validity is also relatively strong because the classification is
explicitly tied to Al data-center use and goes beyond semiconductors alone. Finally,
because the measure is based on observed trade flows rather than disclosures or media
narratives, it is less manipulable and closer to actual investment activity. A limitation
is scope: the data capture trade flows in Al-related goods rather than actual firm-level
AT use, prices versus quantities, or domestic value added in cross-border supply chains.

Table 1 summarizes the main data sources discussed in this section and cross-
tabulates them against the six measurement dimensions introduced above. The table
is meant as a quick reference: each row identifies what a data source is best suited to
measure and where researchers should be cautious when matching that source to an

economic question.
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Table 1: Main Al data sources and measurement dimensions

Data source Inventors Internal versus Breadth versus Application Actual versus Ex ante versus
versus users external depth coverage perceived ex post
Al-skilled labor Users; some Internal Broad firm panel Broad Observed input Ex ante
/ Job postings  inventors capability; misses or demand; not investment or
outsourcing hype demand

Al surveys

Al exposure

AT patents

AT publications

Al products
and trademarks

Financial
disclosures

AT tool
telemetry

Deal measures

Nonlabor Al
inputs

Users; can ask
about invention

Potential users;
not adoption

Inventors

Inventors

Sellers and
commercializers

Claims about use,
investment, or
risk

Actual tool users

Buyers of Al
assets
Infrastructure

builders

Can separate
build or buy if
asked

Not build or buy
specific

Internal

Internal

(External)
Product offerings

Unclear unless
text specifies

External tool
adoption; internal
rollout
Acquisition or
partnership

Infrastructure

builders

Broad if
administrative;
limited history

Broad through
occupations;
indirect

Innovation
margin

Publishing firms

Registry-based;
limited depth

Public-firm
panels; narratives

Narrow scope;
high detail

Visible deals;
precise timing

Broad inputs

Use cases if asked

Labor-task
channel

Patentable
invention

Frontier research

Al goods and

services

Disclosure
context

Specific tools and
functions

AT assets,
products, talent

Infrastructure,
not use case

Self-reported;
respondent error
possible
Potential, not
actual use

(Selectively)
Disclosed
invention

Research output

Actual output;
Al-washing
possible
Narrative or
perception;
strategic

Observed use

Transaction; not
routine use

Input flows

Ex post adoption
or expectations

Ex ante exposure

Ex post disclosed
invention

Ex post disclosed
invention

Ex post commer-
cialization

Current or ex
post narrative

Event-timed use

Deal event or
commitment

Ex ante capacity
investment




3 The Economic Impact of Al

This section reviews evidence on how Al affects firm outcomes central to corporate
finance. We do not review (a) the large asset-pricing literature that uses machine
learning primarily as a method for return prediction;” (b) the literature on using Al
methods to generate data for finance research;® and (c) the literature that evaluates
whether Al tools do a better or worse job than previous methods or workers in
different settings,” or papers that seek to evaluate whether AI models can mimic

human behavior or preferences.!®

3.1 Which firms invest in AI?

Across multiple data sources, Al adoption is highly heterogeneous. In terms of
adoption across industries, technology sectors tend to be the fastest adopters in
the United States (Babina et al. 2024; McElheran et al. 2024). Although all major
sectors have grown their Al capabilities since the rise of Al (Alekseeva et al. 2021;
Babina et al. 2024), which is consistent with Al being a general purpose technology.
Cross-country evidence based on harmonized official firm surveys similarly finds Al
use most prevalent in technology sectors (Calvino and Fontanelli 2023). Turning to
firm characteristics, one of the most consistent predictors is firm size: larger firms
are more likely to invest in Al (Alekseeva et al. 2021; Babina et al. 2024; McElheran
et al. 2024; Aghion et al. 2025; Ropele and Tagliabracci 2026), consistent with scale
economies in Al deployment and complementarity between Al and large data sets. It
is also notable that firms with slower, not faster growth, adopt more Al (Babina et al.
2024), potentially reversing slow growth and making them growth-like firms again

(Babina et al. 2025a).

"For a recent example of these papers, see Timmermann and Vulicevic (2026). For the literature review on this topic, see
Giglio, Kelly, and Xiu (2022) and Kelly and Xiu (2023).

8For example, Hoberg and Phillips (2016), Bellstam, Bhagat, and Cookson (2021), Ke (2024), Balasubramaniam and Sabat
(forthcoming), Bhagwat et al. (2025), Huang, Simaan, and Tang (2025), and Cookson et al. (2026).

9For example, Erel et al. (2021) and Cao et al. (2024).

10For example, Bybee (2025), Graham, Harvey, and Jha (2026), and Bhagwat et al. (2025).

23



Skill intensity is another robust correlate: firms with higher baseline shares of highly
educated and STEM workers invest more in Al (Calvino and Fontanelli 2023; Babina
et al. 2024; Aghion et al. 2025). Firms that have hired historically from research
universities with a long tradition of Al research are able to hire more Al-skilled
graduates when the Al boom begins (Babina et al. 2024). In terms of firms’ workforce
hierarchies, firms’ ex ante shares of senior versus junior employees do not predict Al
adoption (Babina et al. 2025c).

Evidence on firm productivity as a predictor is mixed: it is directionally positive in
several studies (e.g., McElheran et al. 2024; Aghion et al. 2025, Yotzov et al. 2026),
but it is not a significant predictor in other studies and sensitive to controls for firm
size and human capital (Acemoglu et al. 2022; Calvino and Fontanelli 2023; Babina
et al. 2024). Moreover, Calvino and Fontanelli (2026) show that both Al-buying and
Al-developing firms tend to be more productive.

Firm financial characteristics do not robustly predict Al adoption. While firm cash
holdings are positively correlated with Al adoption, the evidence on firm leverage,
Tobin’s ¢, and R&D is more mixed (Babina et al. 2024; Alekseeva et al. 2021). The
evidence on firm age as a predictor of Al adoption is also mixed: some studies find that
young firms tend to adopt Al faster (e.g., Calvino and Fontanelli 2023; McElheran
et al. 2024), while others do not (e.g., Babina et al. 2024).

Finally, using worker surveys conducted in 2025 and 2026 in the United States and
the European Union, Bick et al. (2026) show that cross-country differences in worker
demographics and firm composition account for an important share of this gap in Al
adoption. Firm-level Al adoption is also closely linked to firm personnel management

practices and firms’ efforts to encourage Al use by workers.
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3.2 Al investments and firm-level growth, valuations, and profitability.

A growing corporate finance and economics literature links Al-related investment
to firm growth, market valuation, and profitability, but the economic mechanisms
can differ depending on what the firm is doing with Al and how Al is measured. For
AT users (firms adopting Al to improve products and processes rather than pushing
the Al technology frontier), Babina et al. (2024) use panel data on the share of a
firm’s workforce with AT skills over 2010-2018 and document that Al-investing firms
experience higher subsequent growth in sales and market valuations, and the effects
appear after a 2- to 3-year lag. Evidence points toward product innovation—more
product patents and trademarks and expansion of product portfolios—rather than
broad productivity improvements during 2010-2018 (e.g., Al helps speed up product
development cycles and improve products by building Al into them). In this view, Al
raises productivity not only by helping firms do existing tasks more efficiently but also
by enabling new products and organizational scaling. This is an important complement
to the narrow labor-automating interpretation of Al, because it implies that some
gains appear through dynamic channels, such as innovation, market expansion, and
intangible capital formation.

Other evidence suggests that the performance effects of AI depend on the specific
business function in which Al is deployed. In the pricing domain, Adams et al. (2026)
find that firms adopting Al pricing experience faster growth in sales, employment,
assets, and markups. Their results suggest that one channel through which Al affects
firm performance is improved demand estimation and price setting, rather than only
product innovation or labor automation.

Survey-based Al use data linked to the U.S. Census microdata emphasizes that
user-side performance effects can be dynamic rather than monotone: McElheran

et al. (2025) measure industrial Al in U.S. manufacturing using large-scale Census
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survey data and estimate J-curve-shaped returns, with short-run profitability declines
that precede longer-run gains—consistent with costly adjustment and learning-by-
doing inside core production processes. Using a survey of Italian firms, Ropele and
Tagliabracci (2026) also find increases in firm profitability in firms that report Al
usage.

For Al inventors (firms creating Al innovations, typically captured through Al
patents or other upstream innovation outputs), the valuation evidence is increasingly
granular about which innovations create value. Chen and Wang (2024) apply fron-
tier LLM methods to classify U.S. patents (2007-2023) into Al-related innovations
across functional areas, and then link these innovation types to firm outcomes; they
explicitly study both workforce dynamics and corporate valuation, showing that some
innovation categories are more labor-augmenting (and associated with productivity
gains) while others are more labor-displacing (and associated with cost reductions),
with corresponding valuation implications.

The Al exposure measures (task and occupation-based measures that map the
feasibility of automating or augmenting a firm’s work rather than direct Al spend or
use) help interpret valuation effects around Al capability shocks and forecast future
growth from Al. Eisfeldt et al. (forthcoming) develop measures of workforce exposure
to generative Al and study valuation responses around the ChatGPT release. Firms
with more Al-exposed workforces experienced larger positive valuation responses after
ChatGPT, implying investors expected sizable future gains from firms’ reductions in
labor expenses. Using a similar strategy in response to an earlier Al tool release—
TensorFlow—Rock (2022) similarly find that firms with greater exposure to this Al
tool had higher valuation increases, but the mechanism is different: the new Al tool
was complementary to intangible assets embodied in workers’” human capital useful
for Al implementation.

Hampole et al. (2025) build time-varying task-level exposure to Al applications
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used by the firms in their sample and show that firms that use more Al have greater
growth in sales and profits. Using a similar approach but applied to data from France,
Aghion et al. (2025) also show increased sales after firms’ adoption of AI. Consistent
with this, Menkhoff (2025) provides experimental survey evidence that information
treatments raise firms’ perceived benefits of Al and increase medium-run sales growth

among firms that had not previously considered Al.
3.3 Al investments and firm-level productivity.

Al investments and firm-level productivity are harder to assess in more aggregated
data than in tightly defined task settings. Micro-level experiments that give workers
Al tools—almost always generative Al—often find immediate time savings or higher
task productivity in settings, such as customer support, professional writing, and
product development (e.g., Brynjolfsson, Li, and Raymond 2025b; Noy and Zhang
2023; Dell’Acqua et al. 2026b; Dell’Acqua et al. 2026a). But those gains have not yet
appeared as clearly in more aggregated data in firm-level or industry-level productivity
measures.!’ Also, in one of the earliest studies Babina et al. (2024) find that early
AT adoption over 2010-2018 was not associated with increased firm productivity. A
recent international survey of executives about their firms’ Al use conducted in 2025
also reports no economically significant productivity impacts over the last 3 years
(Yotzov et al. 2026). However, those same firms expect meaningful productivity gains
over the next several years. Baslandze et al. (2026) reach a similar conclusion using
survey data from senior financial executives in the United States: many firms report
positive but modest realized productivity effects in 2025, while expecting stronger
gains in 2026 and beyond.

One of the earliest studies finding positive effects of Al on firm-level productivity
comes from Czarnitzki et al. (2023), who study German firms using survey-based

measures of Al adoption in 2018. They find that during the 20172018 period firms

1See Alex Imas’ blog for an extensive review of the research on Al and productivity (Imas 2026).
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using Al have higher productivity. Also, using European data during 2019-2024,
Aldasoro et al. (2026) argue that measured productivity and job effects in Europe are
emerging but uneven and that productivity gains are due to capital deepening and
not reduced firm-level employment. In another European survey of Al use by workers,
Bick et al. (2026) find increased productivity at both micro- and macro-levels: Al
generates meaningful time savings for many workers, and the industries with higher
AT adoption rates have had faster productivity growth. Using data from Italy, Ropele
and Tagliabracci (2026) find increases in firm productivity in firms that report Al
usage.

McElheran et al. (2025) study industrial Al adoption in U.S. manufacturing es-
tablishments using Census-linked microdata and the survey of firms about their Al
use. They document J-curve dynamics: firms that report using Al in 2017 experience
lower productivity growth over 2012-2017, but then higher productivity growth over
2017-2021. The authors highlight that within-establishment adjustment costs lead to
short-run declines in firm performance and a long lag before an observed increase in
productivity.

Recent evidence from Babina, He, and Jiang (2026) find that firm-level growth in
Al investments from 2018 to 2024 in the U.S. is associated with increased firm-level
productivity over this period, with rising productivity especially quickly at the end
of the sample period. They find no such relationship in the earlier period (during
2010-2018) consistent with findings in Babina et al. (2024). Generative Al investments
alone do not drive these effects: firms’ investments in earlier Al waves (ML, NLP,
CV) have about the same increase in firm productivity as more recent Al waves
(generative and agentic AI). They make a conceptual distinction: that growth in
productivity from Al can stem from worker use of outsourced Al tools like ChatGPT
(which are not firm-specific), from firms’ internal Al development (which are typically

firm-specific), or both. They show that firms’ investments in Al contribute to the
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growth of organization capital (Eisfeldt and Papanikolaou 2013), which typically helps
firms operate more efficiently and be more productive. They argue this growth in
organization capital explains increased firm productivity from Al investments.
Consistent with this view, Bonney et al. (2026) show that broader Al integration is
positively associated with firm performance, but that the relevant margin is not simply
whether the firm uses Al Instead, performance is more closely related to the breadth
of functional deployment, worker-task integration, and operational investments needed

to implement Al
3.4 Al investments and financial risks.

While there is consensus in the literature that Al investments already benefit firms,
it is not yet clear how Al efforts will affect firm risk. An early work on this topic
is Babina et al. (2025a), who study how AI investment changes firms’ systematic
risk and report that firms investing more in Al experience higher market beta, where
higher market beta means that firms that increase their Al investments comove more
with the overall stock market and become more exposed to aggregate conditions. In
terms of channel, the patterns are consistent with AI making firms more growth-like,
which typically raises systematic risk. The effect is specific to Al rather than just
general IT or capital investment. If Al adoption raises systematic risk, it raises a
firm’s cost of capital through a higher systematic risk premium. This counters a
narrative of Al as purely cost-reducing and highlights that new technologies can shift
both expected cash flows and risk profiles. When it comes to firms’ idiosyncratic risk,
Babina et al. (2025b) show that firms investing more in Al experience lower volatility
of operating performance (sales, earnings, and cash flows). The proposed mechanism
is improved forecasting and decision support: better prediction reduces uncertainty
about demand shocks and improves firms’ ability to adjust to market conditions.

Together, the results in the two papers suggest that Al reduces the volatility of firm
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operating performance but makes firms’ stock returns more procyclical.

Rishabh, Mihet, and Jang-Jaccard (2026) study how cyberrisk interacts with firms’
AT capabilities using a new firm-year Al intensity measure for U.S. public firms that
combines Al patenting with 10-K business-description similarity to Al-specialized
firms. They show that higher cyberrisk is associated with sizable declines in patenting,
R&D growth, and Tobin’s ¢ for non-Al firms, with especially sharp reductions in
Al and data-management patents, while frontier AI firms are much less affected
and, for value-weighted patents, can even shift toward higher-value innovation when
cyberrisk rises. The evidence is most consistent with cyberrisk acting as a tax on
data-intensive innovation that firms with deep internal Al capabilities can absorb
more easily. Importantly, firms that merely implement external Al tools without
strong internal Al innovation remain vulnerable, implying that resilience comes from
embedded in-house AI capabilities rather than Al adoption alone.

Several studies have examined risk implications of Al specifically in the financial
sector, which is systemically important for economic activity. McLemore and Mihov
(2026) study how Al investments affect operational losses of U.S. banks. They find
that banks with more AI investment have higher operational losses per dollar of assets;
effects are strongest in external fraud, client-related issues, and system failures, and
extend to tail-risk events.

Finally, Zhang et al. (2025) find that Al innovation is associated with lower future
stock price crash risk, with mechanisms running through stronger internal controls,
greater financial transparency, more analyst following, less information asymmetry,

and governance channels.
3.5 Al investments and labor outcomes.

A large literature already studies labor effects of firms’ Al adoption. While em-

ployment demand in Al-exposed jobs has been lower than in less Al exposed jobs
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(e.g., Acemoglu et al. 2022; Eisfeldt et al. (forthcoming)), total employment effects of
actual Al adoption have been either positive or zero so far (e.g., Babina et al. 2024;
Albanesi et al. 2025; Hampole et al. 2025; Bonney et al. 2024; Baslandze et al. 2026;
Yotzov et al. 2026; Aldasoro et al. 2026; de Souza 2025; Morse and Nain 2026). The
differences can stem from the fact that labor exposure to Al does not necessarily
imply that firms actually deploy Al to replace labor or due to the fact that many Al
applications do not target labor replacement. For example, the evidence from France
reinforces the point that “exposure” and “adoption” are distinct objects: Aghion et al.
(2025) use French firm-level adoption data and show that employment effects vary
sharply by type of Al use (some uses correlate with employment growth; others with
declines), which is consistent with mechanisms where the same technology can raise
value via product expansion or via cost reduction depending on use case. Recent
papers also introduce an important nuance: the dispersion concentration of exposure
across tasks affects the ability to reallocate effort and thus moderates within-firm
labor demand effects (Hampole et al. 2025). Recent survey papers, such as Yotzov
et al. (2026) and Baslandze et al. (2026), show a gap between zero realized short-run
effects and expected medium-run effects of AI on employment. Executives often expect
future moderate employment reductions. The BTOS evidence points to a similar
distinction between task-level and firm-level labor effects. Bonney et al. (2026) find
that Al-related task effects are dominated by augmentation rather than substitution,
and that reported employment reductions are rare. At the same time, they find
that broader functional deployment and operational investment are associated with
employment declines, while worker-task use is not once these dimensions are controlled
for.

Recent research in Gimbel, Kendall, and Nunn (2026) compares Al-exposed oc-
cupations with comparable Al-unexposed occupations in the U.S. using a synthetic

differences-in-differences method. Their key finding is that, so far, the authors find no
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statistically or economically significant effects on employment or wages for Al-exposed
jobs. They also say no post-2022 employment impact is evident in their event-studies
analysis.

There is also evidence on how firm Al adoption affects worker hourly wages and
total earnings. Humlum and Vestergaard (2025) estimate null effects on total earnings.
However, Aldasoro et al. (2026) report that Al-adopting firms’ workers earn higher
wages on average. Similarly, Jiang et al. (2025) find increases in hourly earnings and
hours worked, implying higher total earnings. Similarly, Engberg et al. (2025) find
that increased Al exposure of occupations increases wages.

In terms of hours worked, the evidence is mixed. Using U.S. data, Jiang et al.
(2025) study occupational Al exposure and the intensive margin of labor supply
(workday length and time allocation between labor and leisure) and find that workers
in more Al-exposed occupations work longer hours and have less leisure. However,
using Denmark data, Humlum and Vestergaard (2025) estimate precise null effects of
AT use on worker hours.

When it comes to firm organizational structure, whether firms hire more junior
or more senior workers due to Al adoption, Babina et al. (2025¢) document changes
consistent with flatter, more bottom-heavy structures—more junior employees and
fewer middle and senior managers. These findings were replicated by Ewens and
Giroud (2025) using similar data on worker resumes and seniority measures. In
contrast, using labor Al exposure measures, Brynjolfsson, Chandar, and Chen (2025a)
find that among workers who are more exposed to Al, early-career workers ages 22-25
have lower employment growth post-ChatGPT. The different findings could be driven
by the differences in Al measurement, data sources, or time periods used across the
studies.

In terms of worker education and skill, using U.S. data Babina et al. (2025¢) find

that Al-investing firms shift toward more educated workforces and greater technical
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specialization. Using similar data on Al investments in Germany, Peede and Stops
(2024) also find higher growth in jobs for highly skilled workers. Using time-varying
occupational exposure indices, Engberg et al. (2024) also find that higher AT exposure
is associated with skill upgrading and a higher share of high-skilled workers. Using
occupational exposure indices and data from Brazil, de Souza (2025) instead find that
higher AT exposure is associated with less high-skilled white-collar (office) employment
and higher blue-collar (factory) employment: overall, Al increases employment because
the gains in production outweigh the losses in office work. Using data on exogenous
AT adoption induced by subsidy awards to small- and medium-sized firms, Hellsten
et al. (2025) find that after Al awards hiring is concentrated in white-collar roles. How
workers upskill to match firms’ demand appears unclear, and Schubert, Zhang, and
Blank (2026) find that Al significantly boosts individuals’ efficiency on educational
tasks at home, potentially contributing to upskilling. The papers point strongly toward
upskilling and role reallocation inside firms.

More generally, firms’ Al efforts can change job task composition. On the one
hand, Tambe (2026) provides evidence that Al and algorithms increase demand for
workers with greater domain expertise: domain experts can interpret and apply Al
and algorithms better than nondomain experts. Al adoption is also associated with
changes in the skill content of managerial demand, shifting emphasis away from
routine administrative tasks toward growth-oriented and interpersonal capabilities
that support scaling and coordination in Al-enabled organizations (Alekseeva et al.
2026). On the other hand, Dillon et al. (2025) found that workers who used the Al
tool spent less time on email and off-hours work, but the experiment did not find
large shifts in the composition of workers’ tasks.

Gupta et al. (2025) extend the firm-level AT literature to the startup ecosystem and
show that generative Al can weaken the historically tight link between startup scaling

and employment. Using variation in startups’ pre-ChatGPT occupational exposure
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to GenAl, the paper finds that more exposed startups cut employment within two
quarters, mainly through separations of junior and implementation-oriented workers,
while the remaining workforce becomes relatively more senior and managerial. At the
same time, these startups become more productive, generate more sales per worker,
and reach financing milestones faster, while venture capital shifts toward more frequent
but smaller initial investments that raise new firm formation. The broader implication
is that GenAl reallocates labor and capital within entrepreneurship rather than simply
shrinking it: incumbent startup employment falls, but increased startup entry offsets

much of that decline in aggregate.
3.6 Al investments in asset management firms.

It is especially important to study asset-management firms separately from other
industries. Asset managers are delegated information processors operating in competi-
tive financial markets, so Al adoption can influence not only internal productivity and
innovation but also asset prices, market efficiency, and the distribution of rents across
investors. Moreover, in most sectors, gains from Al are hard to observe cleanly because
output is multidimensional, adjustment is slow, and performance depends on many
organizational margins that are difficult to benchmark. Asset management is different
because output is unusually measurable: returns, alpha, flows, trading behavior, and
portfolio holdings provide high-frequency and comparable outcomes. This makes the
industry a uniquely informative laboratory for studying whether Al substitutes for
expertise, complements it, or simply accelerates diffusion and competition.

In mutual funds, the literature primarily studies pregenerative AI and broader
data-intensive methods rather than large language models. Abis (2022) shows that
quantitative and discretionary management represent different knowledge-production
technologies rather than simply different labels. Quantitative funds hold broader port-

folios, rely more on stock selection than market timing, and perform relatively better

34



when scalable information processing is valuable, whereas discretionary managers
perform relatively better when softer or institution-specific knowledge matters. Zhang
(2024) provides complementary firm-level evidence by showing that asset managers
with greater Al-related hiring intensity perform better, especially in information-
intensive settings. Yet the mutual fund evidence also reveals disruption. Bonelli
and Foucault (2024) find that when satellite-based alternative data become available,
managers whose advantage depends on traditional expertise lose stock-picking ability.
By contrast, Fan and Kang (2023) document complementarity: when Al-generated
mutual-fund ratings are introduced inside a research organization, human analysts
improve and appear to reallocate effort toward tasks where judgment remains most
valuable. Together, these papers suggest that Al substitutes for humans in some
signal-extraction tasks but complements them in interpretation, prioritization, and
communication.

The hedge fund literature is more directly focused on performance and on the
transition from earlier AI tools to generative Al. Chen, Sialm, and Xu (2025) document
the rapid growth of Al use in asset management, especially among hedge funds and
systematic strategies, and show that Al-oriented hedge funds outperformed earlier
in the adoption cycle, but that this differential declined substantially after 2018 as
adoption broadened. Sheng et al. (2026), however, show that the post-ChatGPT wave
of generative Al may have created a new margin of advantage, at least temporarily.
They find that hedge funds more reliant on generative Al earn higher abnormal returns
in the post-2022 period, especially when firm-specific information processing is central,
while comparable gains are not evident for nonhedge institutional investors. Read
together, these papers imply that pregenerative Al and generative Al should not be
treated as a single homogeneous technology.

Cao et al. (2022) construct a measure of institutional investors’ Al adoption,

and show that Al-equipped institutions trade more aggressively on forward-looking
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visual content in corporate presentations. Stocks with higher Al-institution ownership
assimilate this visual information into prices more quickly, while retail and non-Al
institutions do not respond. This is a clean illustration of Al affecting price discovery
through the buy side.

Huang et al. (2026) study generative Al use by sell-side equity analysts and show
that AI can improve financial information production, not just internal firm operations
or trading. Using a custom machine-learning detector trained on analyst reports, the
paper finds that reports with higher Al involvement are associated with more accurate
earnings forecasts, with overlapping earnings calls providing plausibly exogenous
workload shocks that support a causal interpretation. The paper further shows
that Al-assisted reports incorporate richer valuation analysis, broader informational
coverage, and more analytical and nuanced reasoning, while also generating stronger
stock-market reactions and faster report production. In this setting, generative Al
appears to function primarily as a complement to analyst expertise and a tool for
scaling high-quality research under time pressure, rather than as a pure substitute for
human judgment.

The venture capital literature shifts attention from trading performance to sourcing
and screening of deals. Bonelli (2026) shows that data-driven venture capital firms
become better at identifying startups that resemble prior successes, as well as become
less likely to back more novel outliers. Al therefore improves prediction within
historically legible categories while potentially narrowing the kinds of innovation that
receive financing. Crumling (2024) highlights a different mechanism: data-driven VC
firms can break through geographic and network barriers that traditionally constrained
deal flow. In this setting, Al expands the opportunity set by reducing dependence on
legacy referral networks. More broadly in private equity, Baik, Chen, and Srinivasan
(2025) study PE-backed private firms and find that after PE investment, portfolio

companies increase digital-technology investment, measured using I'T expenditures
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and hiring demand for Al skills. The effect is stronger for growth equity deals and for
PE investors with greater prior digital expertise. The paper also reports that greater
postinvestment digital adoption is associated with stronger sales growth, employee

growth, and innovation at portfolio companies.
3.7 Al investments in banks and fintechs.

One of the early and important applications of Al technology has been in the
financial sector, such as by banks and fintechs, most commonly for underwriting.

A large early literature examined whether MLL methods can improve predictions
of borrowers’ loan repayment: whether richer data and statistical tools can predict
repayment better than traditional bureau-based screening.!?. The canonical finance
evidence shows that digital-footprint variables can be surprisingly informative, even
in very parsimonious models, and can complement rather than merely replace bureau
scores (Berg, Burg, Gombovié¢, and Puri 2020). Later work sharpens that point by
comparing actual alternative-data underwriting to counterfactual 'traditional’ models
and showing that alternative data can meaningfully expand approval for borrowers who
look weak by standard scores but perform well ex post (Di Maggio, Ratnadiwakara,
and Carmichael 2026). Recent literature extends the same logic to thin-file or no-file
credit bureau borrowers. Chioda et al. (2024) use transaction traces from a delivery
app to underwrite applicants with little or no conventional credit history, while Hair
et al. (2025) show that cash-flow data from business checking accounts can improve
underwriting for young business owners who are disadvantaged by FICO-style scoring.
Relatedly, Babina et al. (2025) show that policies that allow bank customers to share
their financial transactions data with fintechs and banks lead to more borrowing by
small firms from new lenders. Across these papers, the central result is not simply
that more data are better, but that alternative data are especially valuable when

conventional data are systematically sparse for young, new, or thin-file borrowers.

12Berg, Fuster, and Puri (2022) survey technology and Al use in credit markets.
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A related branch studies automated underwriting in mortgages and auto lending.
Technology-based mortgage lenders process applications faster without worse ex
post performance (Fuster et al. 2019), and automated underwriting appears to have
mattered historically as well: Johnson and Tzur-Ilan (2025) trace large housing-market
effects to the 1990s rollout of statistically informed mortgage underwriting. At the
same time, newer work warns that model performance is state contingent. Rahman
(2024) studies data-quality regulation in automated mortgage underwriting, while
Khoei (2025) shows that automated underwriting in auto loans performs differently
when the information environment becomes noisy during COVID-19. The overall
lesson is that automation improves throughput and screening, but is only as good as
the data-generating environment it is trained on.

Finally, the distributional impacts papers show why finance researchers moved
quickly from accuracy to incidence. Fuster et al. (2022) show that machine learning
can either reduce or amplify inequality in credit access depending on whether the new
technology mainly improves prediction or instead triangulates protected characteristics
through flexible proxies. Bartlett et al. (2022) show that fintech delivery by itself does
not eliminate unequal pricing outcomes.

A second literature broadens the lens to how technology changes credit allocation
across institutions. The benchmark mortgage papers show that fintech lenders and
shadow banks gained share where traditional banks faced heavier regulation and
capacity constraints, suggesting that technology and regulation jointly reallocated
intermediation rather than merely improving one lender's scorecard (Buchak et al.
2018; Begley and Srinivasan 2022). Tang (2019) reaches a similar equilibrium point
from a different market: platforms substitute for bank credit in underserved areas but
can coexist with banks in better-served markets.

Small-business credit has become one of the most informative laboratories for this

question. Gopal and Schnabl (2022) show that finance companies and fintech lenders
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replaced a large portion of the postcrisis decline in bank lending, while Beaumont,
Tang, and Vansteenberghe (2026) show a more nuanced interaction in which fintech
credit can actually relax later bank borrowing constraints by helping firms invest and
pledge collateral. Erel and Liebersohn (2022) adds a crisis setting: online and fintech
lenders disproportionately reached places with fewer bank branches, lower incomes,
and more minority households.

Recent work then ties this reallocation more directly to data infrastructure. Gam-
bacorta, Sabatini, and Schiaffi (2025) show that bank investment in Al scoring can
interact with, rather than simply replace, relationship lending, especially in downturns.
Alok et al. (2024) and Ghosh et al. (2026) emphasize payment-system data: cross-
platform payments and cashless traces generate transferable signals that allow lenders,
especially fintechs, to expand credit without the same relationship-based information
production that banks historically relied on. Chang et al. (2026) show that once
buy-now-pay-later (BNPL) borrowing becomes credit-reportable, usage and repayment
behavior change sharply, implying that information-sharing rules can reshape fintech
credit demand and discipline. The broader takeaway from this second literature is that
AT and fintech matter not only because they score borrowers differently, but because
they shift which institutions lend, to whom, and with what supporting information.

The third literature moves from approval to pricing. Ben-David, Johnson, and
Stulz (2025) provide a critique of the popular narrative that fintech automatically
means superior risk-based pricing: even with massive data and advanced-technology
claims, loan rates still bunch heavily on conventional score bins and respond weakly to
within-bin default risk. That result is important because it shows that better screening
and better pricing are distinct tasks. A lender may rank borrowers reasonably well
for approval while still pricing them crudely. The emerging pricing theory papers
explain why richer information changes both profitability and loan incidence. Blickle

et al. (2025) show how a lender with an extra private signal prices more aggressively
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and can produce both lower rates and better ex post loan performance. Jansen
et al. (2025) formalize the welfare side: more data can increase total surplus while
redistributing surplus away from borrowers and toward lenders through more refined
price discrimination. Aydin, Skrastins, and Sraer (2025) belong squarely in this pricing
cluster. The fact that the paper is appearing on high-end finance programs is itself
informative: the frontier has shifted from asking whether ML beats loan officers to
asking how lenders should map heterogeneous risk, demand elasticity, and outside

options into prices.
3.8 AI and trading.

Existing research suggests that Al affects trading in financial markets through
several channels: it changes the behavior of trading parties, it expands and redistributes
access to information, and it alters market quality and liquidity provision. Taken
together, the research shows that Al is not just a better forecasting tool. It is also
changing who can trade on information, how quickly information is incorporated into
prices, and how trading strategies interact with market design.

A first strand of the literature studies Al as an active trading technology. Colliard,
Foucault, and Lovo (2026) and Dou, Goldstein, and Ji (2025) examine how Al-powered
agents affect liquidity and price efficiency. Colliard, Foucault, and Lovo (2026) show
that Al-powered market makers fail to set competitive prices, but do so less when
their exposure to adverse selection is high. Dou, Goldstein, and Ji (2025) show that
Al-powered trading can improve price efficiency when learning agents incorporate
information into prices more effectively, but they also emphasize a darker possibility:
strategic learning by algorithms can support tacit collusion and reduce competitive
liquidity provision. Lopez-Lira (2025) complements this result by showing that large
language model agents can play recognizable roles, such as value investors, momentum

traders, and market makers, in simulated stock markets. The main insight from these
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two papers is that Al can generate realistic trading behavior and improve informational
efficiency, but it can also create new strategic frictions that do not arise in simpler
models of trading.

Extending the literature on Al in trading from price efficiency and static collusion
to market fragility, Dou, Goldstein, and Ji (2026) study how AI planning—the core ca-
pability behind agentic systems that optimize over long-horizon action sequences—can
destabilize financial markets. In a dynamic model with informed speculators, positive-
feedback investors, and constrained arbitrageurs, the paper shows that when feedback
trading is strong, intertemporal coordination can generate and then unwind (negative)
bubbles, while time inconsistency and weak punishment make such strategies difficult
to sustain in standard repeated-game terms. Using simulations with reinforcement-
learning traders equipped with explicit planning modules, the authors show that Al
speculators can nevertheless learn compounded price-trigger strategies that sustain
tacit intertemporal coordination without communication, amplifying price swings and
market fragility; by contrast, reactive Q-learning does not produce the same bubble
dynamics, and environments with limited feedback trading are much less destabilizing.
The paper thus identifies Al planning, rather than algorithmic trading per se, as a
distinct mechanism through which AI may affect market stability.

A second strand focuses on Al as a tool for extracting and democratizing information.
Chang et al. (2026) show that Al-based sentiment derived from full earnings-call
transcripts predicts returns for an extended horizon and that, after the introduction
of ChatGPT, retail trading becomes much more aligned with this Al signal. Their
argument is especially important because it links Al to trading inequality: easier access
to advanced text-processing tools may narrow some informational gaps, even if it also
changes the behavior of more sophisticated traders, such as short sellers. Goyenko
et al. (2024) provide a related but distinct contribution by showing that machine

learning can predict trading volume, and that this “volume alpha” has substantial
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economic value in after-cost portfolio choice. In both papers, Al improves the ability of
market participants to process information relevant for trading, but the implication is
broader than pure return prediction. Al changes the inputs into trading decisions and
therefore the distribution of trading advantages across investors. Furthermore, a direct
evidence on LLMs making markets more efficient comes from Lu, Xu, and Vulicevic
(2026), who use LLM provider outages as a natural experiment. They show that,
indeed, LLLMs make markets more efficient and the magnitude is really large. When
LLMs are available, they eliminate 46%—61% of the next day return predictability
from firm news to when they are unavailable.

A complementary question is whether improvements in firms’ own information
systems reduce the real importance of market prices, even if prices themselves become
more informative. Frésard and Zanotti (2026) provide evidence of such a replacement
channel: when firms adopt customer-data technologies, their investment becomes less
sensitive to the nonfundamental component of their stock price. This finding suggests
that Al and data technologies can affect financial markets not only by improving price
discovery but also by changing how much firms learn from prices when making real
decisions.

A third strand raises a methodological caution about the growing use of large
language models in finance. Lopez-Lira, Tang, and Zhu (2025) argue that many
apparent successes of LLMs in forecasting may be driven by memorization rather than
genuine predictive ability. Once researchers move to post-knowledge-cutoff settings,
performance deteriorates sharply, suggesting that standard backtests may exaggerate
how useful LLMs really are for economic and financial forecasting. This paper is
important for the broader literature because it implies that empirical claims about Al
and trading should be interpreted carefully unless the research design convincingly
rules out look-ahead bias and hidden recall.

Andrews and Farboodi (2025) show that financial markets are pricing Al itself as
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an economic force: they study bond-market reactions to major AI model releases and
find that long-term yields fall around these events. Although this paper is less directly
about trading strategies, it broadens the literature by showing that Al developments
affect aggregate market beliefs and asset prices.

Complementing the literature on Al in trading and financial intermediation, Clayton
and Coppola (2025) study whether regulators can use high-dimensional predictive
models on granular portfolio holdings data to improve macroprudential intervention.
In a fire-sale framework, the paper shows that predictive Al is most valuable when
combined with structural knowledge of policy transmission: the model’s key role is to
recover sufficient statistics on cross-sectional forced-selling pressure that help target
interventions, while also clarifying how ex post support can reshape ex ante portfolio
choices through both disciplining and moral-hazard channels. Empirically, the paper
develops a graph-transformer architecture for institutional holdings data that learns
asset and investor embeddings, delivers strong out-of-sample forecasts of trading
behavior even in stress periods, and helps explain bond price dislocations during
the 2020 COVID-19 episode. The paper therefore broadens the finance literature
from AI in underwriting, asset management, and trading toward Al-enabled market

surveillance and macroprudential policy design.
3.9 Use cases in financial applications.

The study of specific applications of Al (typically using data from a single firm)
allows a deeper understanding of how Al is being used and what economic effects it
can have. In robo-advice, the repeated and codifiable parts of portfolio construction
appear especially well suited to automation. D’Acunto, Prabhala, and Rossi (2019)
study the introduction of a robo-adviser in India and find that investors who adopt
robo-advising improve diversification, reduce portfolio volatility, pay more attention to

their accounts, and exhibit weaker disposition, trend-chasing, and rank-effect biases.
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In a large U.S. hybrid setting, Rossi and Utkus (2024) similarly find that robo-advice
increases indexing and international diversification while lowering home bias, fees, and
idiosyncratic risk; these allocation changes translate into higher Sharpe ratios, with the
largest gains accruing to investors who were poorly diversified before adoption. Hao
et al. (2025) show that on Alipay's BangNiTou platform, robo-advice improves not
only delegated portfolios but also investors' self-directed accounts, which become more
diversified and display fewer behavioral biases after adoption. That result suggests an
educational channel: users learn from the robo and then partially imitate it elsewhere.

But this learning channel coexists with important adoption frictions. Greig et al.
(2025) show that even when portfolio management is automated, human advisors
still matter for client retention, especially during market downturns. Survey evidence
in Rossi and Utkus (2020) points in the same direction: households value peace of
mind, delegation, and access to expert judgment, not only return maximization. Chak
et al. (2022) sharpen the point in household debt management. They argue that
repayment problems are, in principle, ideal for robo-advice because optimal repayment
does not depend on beliefs or risk preferences, yet vulnerable households often distrust
the technology and override recommendations that conflict with familiar heuristics,
such as matching minimum payments. The newer generative-Al frontier extends this
literature from rule-based automation to model-generated advice. Lu, Huang, and
Li (2023) show that ChatGPT-style models can transform news and policy text into
portfolio recommendations that outperform more rigid textual-analysis pipelines in
their backtests.

The evidence is more mixed when Al is used in credit markets and debt resolution. A
useful distinction here is between Al as a prediction technology and Al as a persuasion
technology. Zhou (forthcoming) studies a field experiment in European debt collection
and finds that algorithmic calling decisions raise repayment rates by 23% relative to

human officers. The mechanism is not only better ranking in the abstract; the paper
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shows that the model extracts predictive signals from unstructured collector notes
and uses them to identify when contact is most valuable. Choi et al. (2025) reach
the opposite conclusion in a different task. Studying calls to delinquent borrowers in
China, they find that Al is substantially less effective than human callers at persuading
borrowers to repay, and borrowers initially contacted by Al perform worse even 1 year
later. Read together, these two papers suggest that Al is strongest at triage, timing,
and classification, but weaker when repayment depends on eliciting commitment,
trust, or other soft interpersonal responses.

Liu (2024) shows that the same tension appears in insurance distribution. In
a randomized experiment at a large Chinese insurance agency, agents who receive
an Al-generated estimate of purchase intent raise sales by 14% because they shift
attention toward high-intent consumers. But the gain comes with an important side
effect: Al-generated demand information changes how agents allocate effort toward
front-end risk-relevant information collection, and policies sold in certain product
categories exhibit stronger evidence of adverse selection. The broader credit-screening

literature reaches a related conclusion.
3.10 AI investments and competition dynamics.

AT can have different implications for competition across several dimensions.™ In
the early stages of Al adoption in the 2010s in the United States, Babina et al. (2024)
show that ex ante larger firms invest more aggressively in Al, that the relationship
between Al and firm growth is strongest among large firms, and that industries with
more Al investment see higher industry-level concentration of sales in large firms.
These patterns are consistent with “winner-take-most” dynamics and may contribute
to rising concentration. Using data from China, Lu, Phillips, and Yang (2024) similarly

find that Al adoption is associated with increased industry concentration.

13 Conceptual and theoretical foundations for AT impact on competition include Azoulay, Krieger, and Nagaraj (2026), Korinek
and Vipra (2025), Athey and Morton (2025), Gans (2024), Gans (2023), Varian (2019), Calvano, Calzolari, Denicold, and
Pastorello (2020), and Asker, Fershtman, and Pakes (2022).
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The upstream market for Al inputs may itself have important competitive implica-
tions. Demirer et al. (2025) show that the LLM API market is highly dynamic, with
rapid entry by open-source models and inference providers, frequent turnover among
leading models, and substantial price dispersion across models with similar measured
intelligence. This suggests that the competitive consequences of Al for downstream
firms depend partly on the evolving market structure of Al suppliers.

In financial markets, Dou, Goldstein, and Ji (2025) provide a clear demonstration
that Al can weaken competition even without explicit communication. Their paper
begins from a model of imperfect competition among informed speculators and then
replaces human traders with reinforcement-learning agents. The main result is that Al
traders can learn collusive under-reaction to information, preserving supra-competitive
profits while reducing price informativeness. This matters because it extends the
algorithmic-collusion concern from product markets to capital markets.

Calder-Wang and Kim (2024) and Musolff (2025) show more directly how algorithmic
pricing can move markets away from competitive benchmarks. Calder-Wang and Kim
(2024), using hand-collected pricing-software adoption data for U.S. multifamily rental
housing from 2005 to 2019, frame algorithmic pricing as inherently dual-purpose: it
can improve efficiency by making rents more responsive to market conditions, but
widespread use of common software may also facilitate coordinated outcomes. In
their data, adoption makes rents more responsive during booms and busts, yet greater
software penetration is also associated with higher rents and lower occupancy after the
crisis. Musolff (2025) finds a similar duality in Amazon Marketplace data. Repricing
tools initially intensify competition by lowering own and market prices, but later
“resetting” strategies induce rivals to follow price increases, so that cycle-average
prices can approach monopoly levels. Read together, these papers imply that Al
changes the dynamic path of rivalry.

At a broader economy-wide level, Adams et al. (2026) show that Al pricing is not
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confined to a few high-profile platform markets. Using job postings, they document that
Al-pricing adoption has risen sharply since 2010 and spread across many industries.
They also find that Al-pricing adopters experience higher markup growth, suggesting
that algorithmic pricing may be an important channel through which AT affects market
power.

A second branch of the literature emphasizes equilibrium reallocation rather than
tacit collusion. Raymond (2025) studies the U.S. single-family housing market and uses
staggered digitization of housing records as a shock to the cost of algorithmic valuation.
The paper finds that easier algorithmic prediction induces entry by algorithmic
investors, shifts human investors toward harder-to-predict homes, and changes price
formation, especially for minority-owned homes. Goldberg and Lam (2025) likewise
study a market-wide equilibrium effect, but in creative goods. Their paper shows that
the arrival and labeling of GenAl content crowds out non-GenAl production while also
increasing entry, quality, variety, and sales. These papers highlight the procompetitive
margin of Al: by lowering search, prediction, or production costs, Al can increase
contestability and enable new entry, even when it simultaneously redistributes rents
away from incumbents.

Calligaris, Calvino, Costa, Greppi, and Pallanch (2026) provide a broad firm-
dynamics view of Al and competition by distinguishing Al users from Al developers
and generative Al from statistical AI. They find a mixed pattern: average Al adoption
is not yet associated with systematically higher markups; GenAl exposure may help
smaller and younger firms challenge incumbents but is more easily exploited by firms
with stronger complementary capabilities; concentration in Al patenting is positively
related to market concentration, with Al-related patenting associated with higher
markup growth mainly in I'T sectors. Their overall message is cautious: Al has not yet
produced a uniform rise in market power, but it is generating uneven competitive effects

that could either widen incumbent advantages or sustain entry, making continued
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monitoring essential.
3.11 AI disclosures, investor attention, and “Al talk”.

Because Al is intangible, disclosures and narratives are central to the information
environment. Earnings calls and shareholder letters may reflect investor demand or
“cheap Al talk,” while 10-K disclosures are shaped by rules and compliance incentives.
For example, a large share of firms started to disclose their Al efforts after the SEC
mandated U.S. firms to report on their Al efforts, especially the risks of Al.

Recent papers build 10-K-based Al disclosure data sets and emphasize that dis-
closure is both informative and strategic: Cao et al. (2025) classify Al disclosures in
annual reports into revenue-generation versus cost-reduction language using a mix of
keyword methods and LLMs, while Barrios et al. (2025) study the informativeness of
Al disclosure and highlight the concern that “Al talk” may sometimes reflect incentives
to signal rather than realized Al capabilities.

Earnings-call-based measures are especially suited to studying short-horizon valua-
tion responses because they capture information shocks that investors process in real
time. For example, Soto (2025) proposes an “AIR Index” that measures firm Al R&D
intensity using semantic similarity between conference call transcripts and frontier Al
research papers, and shows it is associated with higher Tobin’s q and market reactions

around calls, which is consistent with investors valuing substantive AI discussion.

4 Future Research Directions

Several research directions naturally emerge from the current state of the literature

and from the Al measurement limitations discussed above.
4.1 Al measurement.

An important direction is to move from proxy measures of Al toward direct measures

of AT use. Outsourced Al spending is missing from most data sets, even though firms
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increasingly consume Al through APIs, cloud services, and enterprise tools rather than
by hiring large in-house Al teams. As a result, hiring-based measures can materially
understate adoption when firms buy AI capabilities rather than build them internally.
Moreover, internal Al investment is broader than narrowly defined Al inputs, such
as Al-skilled labor. A large share of the cost of adoption sits in complementary
investments, including data engineering, governance, compliance, model oversight, and
workflow redesign, all of which determine whether Al can be effectively deployed at
scale. A related agenda is to compare the effects of more open versus more closed Al
inventions and tools, for example, Al publications versus Al patents, or open-source
versus proprietary models. Such comparisons could clarify how returns are divided
between private appropriators and broader social gains, since more open technologies
may diffuse more widely while more closed technologies and tools may concentrate

rents and control.
4.2 Al use cases.

The economic effects can depend on what Al is actually used for. Forecasting
and planning, fraud detection, customer service automation, software development,
personalization, and related applications operate through different channels and are
likely to have different implications for productivity, labor demand, pricing, innovation,
and risk. Measuring use-case adoption, rather than Al adoption in the abstract, would
permit sharper tests of mechanism, clearer interpretation of results, and a deeper

understanding of Al’s economic effects.
4.3 Al and the information environment.

Another important direction is to study how Al changes the production, dissemi-
nation, and interpretation of firm information. Analysts, investors, and media outlets
can use Al to process disclosures, summarize earnings calls, detect inconsistencies,

draft reports, and produce news; firms can also use Al to prepare disclosure language,
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investor-relations materials, risk-factor discussions, and earnings-call scripts. These
applications may make information more timely, comparable, and widely accessible,
but they may also create new forms of boilerplate, strategic framing, low-quality
Al-generated content, and correlated interpretation across market participants. Future
research could examine whether AI improves forecast accuracy, media informativeness,
price discovery, liquidity, and the information environment of small or complex firms;
whether firms’ Al-assisted disclosures become more or less informative; and whether
Al changes the relative importance of human judgment among analysts, journalists,
managers, and investors. A key measurement challenge is to distinguish Al used by
information intermediaries from AI used by firms in the disclosure process and from

AT used by investors to process disclosed information.
4.4 Human capital creation.

Most of the literature so far emphasizes labor replacement and the destruction
margin of human capital. However, Al can also be a technology for creating skills,
building human capital, and generating new jobs. As Al changes the nature of jobs,
firms’ training and reskilling investments become first-order margins of adjustment
rather than secondary ones. Future research could examine whether Al-adopting firms
increase reskilling, how adoption changes the returns to general versus firm-specific
human capital, and how internal labor markets respond through promotion ladders,
wage compression, job redesign, and career paths. Of course, Al may begin reshaping
human capital even before workers enter firms (e.g., students use Al tools) and it is
not obvious whether these tools are overall beneficial or detrimental to students’ skill

building (e.g., Hausman, Rigbi, and Weisburd forthcoming).
4.5 Firm boundaries, frictions, and organizational design.

AT also raises classic questions about firm boundaries and organizational design.

What determines whether firms build models internally or rely on outside vendors?
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The answer is likely to depend on data sensitivity, privacy and regulatory constraints,
access to technical talent, and bargaining power vis-a-vis Al providers. Al may likewise
alter delegation. Better prediction could decentralize decision-making by equipping
lower-level employees with stronger tools, but it could also centralize authority by
improving monitoring and performance measurement. Likewise, Al may mitigate
agency problems through anomaly detection and oversight while also creating new
agency frictions through opacity, manipulation, and diffusion of responsibility between
humans and machines.

More broadly, it is important to study whether Al helps alleviate economic frictions
or instead exacerbates them. On the one hand, many frictions arise from either the
lack of information or information asymmetries, and Al, as a prediction technology, can
potentially reduce those asymmetries by improving screening, matching, and pricing.
On the other hand, better data and better predictions may not help in settings where
adverse selection, strategic behavior, or other market forces remain central. In such
cases, Al may improve prediction without eliminating the underlying friction and
may even intensify sorting or selection. For example, algorithmic home buying may
not be broadly feasible because fast, model-based pricing misses hard-to-observe
housing attributes, exposing online buyers to adverse selection and limiting profitable

intermediation to relatively liquid, easy-to-value homes (Buchak et al. (forthcoming)).
4.6 Earlier versus later Al

Much of the firm-level evidence is based either on early Al applications (the 2010s
when AT adoption often centered on machine learning for prediction and classification)
or after generative Al, but not both. Post-2022 generative Al may operate differently.
Diffusion may be faster because interfaces are easier to use and integrate, labor
substitution may extend to a broader set of cognitive tasks, and rents may shift

toward platform providers and owners of foundation models. Building data sets that
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compare these regimes is therefore a major opportunity. Future work can study
whether different generations of Al are used in different ways and whether they have
similar or different effects on productivity, employment, market structure, and firm
value. Babina, He, and Jiang (2026) make progress along this direction by developing
methodology for measuring firm-level Al investments in earlier waves of Al technologies

(ML, NLP, CV) and more recent ones (generative Al, agentic Al).
4.7 Al-relevant policy issues.

From a policy perspective, an important question is what makes Al adoption more
effective. Beyond Al use or invention itself, the institutional environment that shapes
diffusion may matter for firm value and growth. Recent work by Canayaz and Wang
(2024) develops global measures of Al standardization, covering both technical and
ethical standards, and shows that these standards spur Al investment, Al patenting,
and broader corporate investment. This suggests that policymakers should pay
attention not only to invention and profit incentives but also to the standards and
governance infrastructure that make adoption more scalable and credible.

A second policy issue concerns access to proprietary data. As the value of firm-
specific data rises, large incumbent firms may gain an advantage because they naturally
generate more data through ordinary economic activity. In the spirit of Jones and
Tonetti (2020), data governance matters for market structure because data are nonrival,
along with ownership rules that affect how broadly they can be used. This raises
the question of whether small and young firms are at a systematic disadvantage
relative to larger firms in training and deploying proprietary Al models. This is why
policies governing access to and use of consumer data are likely to be central for future
competitive dynamics, and might have differential impacts depending on consumer
type (e.g., Foley et al. 2026). Babina et al. (2025) show that open-banking policies,

which expand access to consumer-permissioned financial data, spur fintech entry.
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More broadly, policies that democratize access to consumer data, while preserving
privacy, consent, and appropriate safeguards, may widen the set of firms that can

build Al-enabled products and services.

Code Availability: No new code was generated in support of this research.
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