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create value proportional to their existing business, a benchmark we illustrate with the experiences 
at local radio and newspapers. The study then examines the value of co-inventions for the World 
Wide Web and mobile ecosystems, focusing on success in 2013, using data from many sources. 
This data supports analysis comparing the incremental and novel regimes. The latter should display 
a distinctly different upper tail of the distribution of returns. We show that the value distributions for 
incremental and novel co-invention are far apart.  Incremental co-invention is more widely 
distributed across regions, industries, and firms. Success from novel co-invention is rare, 
challenging, and the source of the largest value. In the aggregate, novel co-invention creates the 
most value, so the overall value distribution remains concentrated in a few industries, regions, and 
firms.
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1. Introduction 
The growth of new development platforms allows firms to invent new applications. 

This study analyzes the invention of new applications for two recent development 
platforms, the mobile ecosystem and the widely used internet, treating these two as a 
single General Purpose Technology (GPT) called Consumer Computing Technologies 
(CCTs). Firms utilizing these technologies can reach hundreds of millions of US 
consumers. Some firms merely adopted CCTs to expand the reach of existing services, 
while others developed new applications, some serving customers with more engagement 
and personalization. These two regimes of co-invention based on CCTs—labelled as 
incremental and novel—affected the levels of private returns to innovation at the product, 
firm, industrial, and geographical levels.  

What are the economic implications of these two co-invention regimes? The first 
task is to explain the different economics of each regime at the firm level. The incremental 
co-inventor makes a simple decision because incremental co-invention, on top of CCTs, 
expands the reach of existing services. The firm must assess whether the new customer 
service pays for incremental adjustment costs associated with adoption and co-invention. 
This is a comparatively straightforward decision when the improvements are incremental. 
It is, however, an error to assume all adopters of GPTs face as straightforward a decision in 
developing a business application.  For the co-inventor creating a novel service, adopting 
CCTs is the beginning of the invention process, not the end.  There will be uncertainty 
associated with co-inventing the crucial features of the new service that appeal to users. 
The business processes delivering those services must be invented. Scale or 
organizational change may be required. The project will take on all the other hallmarks of 
ambitious business ICT development (Bresnahan and Greenstein, 1996, 2001; Bresnahan, 
Brynjolfsson, and Hitt, 2001).   

Section 2 examines a straightforward model of the two regimes and their 
differences, limning both the testable implications of a two-regime model and its broader 
economic implications. This model suggests, most starkly, that comparisons between 
investors in incremental co-invention should reveal a specific pattern of returns, one 
proportional to the pre-existing customer revenue. Section 3 uses this implication in two 
data-intensive, deep-dive industry studies into local radio and newspapers between 1993 
and 2013. Proportionality is a helpful benchmark for analyzing long first differences 
between 1993 (pre-CCT) customer counts and 2013 CCT usage. Local radio displays 
proportionality, whereas local newspapers do not. Newspapers with larger circulations in 
cities gain more than proportionate usage compared to those with smaller circulations. 
The section ends with a comparison of these online radio organizations and new, 
presumed novel entrants. The distribution of returns for the latter is expected to be 
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skewed, and, significantly, it is found to differ from the distribution of the incremental 
group.  

A comparison between the distribution of incremental and novel co-invention also 
motivates the investigation in Section 4. It examines all industries and compares their 
value distribution in 2013, the earliest possible year for examining successful co-invention 
from CCTs. By this point, the amount of time spent on smartphones had caught up to the 
time spent on the web, and it was late enough after the massive growth in consumer 
adoption of smartphones for firms to launch their applications.2 The analysis again takes a 
data-intensive approach, this time collecting and combining two datasets: one measuring 
the success of CCT-based products in the US for Web applications and the other for 
Mobile Applications.   

Linking a product to its co-inventor requires forensic research, a task described in 
Section 4 and numerous appendices. Those efforts classify approximately 2,400 products 
into the incremental and novel regimes that produce them. These efforts also confront 
firms' self-classification into NAICS, which suffers from the usual problems of industrial 
misclassification in eras of rapid product innovation. The study builds a new product 
classification to capture the main categories in the data.   

The distribution of value creation across firms should differ dramatically by regime. 
Analysis in Sections 5 and 6 finds that this is indeed the case. To co-invent, firms must 
have or develop absorptive capacity to co-invent for the new GPTs. However, they differ in 
how and where they find knowledge to use the GPT. Those differences imply different 
predictors of the location of co-invention. Evidence in these sections supports the 
conclusion that incremental co-invention grows from firm assets that support existing 
business, while novel co-invention grows from an entirely different origin. Local labor 
markets with appropriate technical and commercial domain knowledge supported 
investment in novel uses of CCTs.  

We also learn that, as an empirical matter, the aggregate private value created by 
incremental co-invention is smaller than that created by novel co-invention.  This follows 
from the large mean and large standard deviation of novel returns.  Empirically, the upper 
tail of the value distribution of all returns is dominated by novel co-inventors. Incremental 
co-invention accounts for 6% of the total observed value.  These simple facts have 
implications for growth.   

 
2 Another advantage of this year is that changing security policies on both Android and Apple smartphones 
made effective app usage measurement more difficult over time. 
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Novel co-invention has the potential to upend competition, move economic activity 
to new places, and create unbalanced growth.  These important outcomes do not arise in 
models with only advances in the GPT itself and adoption by users.  Those outcomes arise 
from co-invention in the using firm, not only in the invention and advancement of the GPT.  
If all co-inventions were incremental, there would be little impact on competition and 
market structure, as all firms would improve somewhat.  Similarly, the industrial and 
geographical distribution of economic activity would change little, as they are based on the 
existing choices of firms and their existing assets.  The aggregate importance of novel co-
invention is linked to the possibility of economic change and growth.   

Sections 5 and 6 show that value distribution across industries is concentrated, 
especially for novel innovations.  Four related media and entertainment industries, plus 
retail trade, account for 97% of the value from novel co-invention; targeted advertising is 
the most significant.  Within these industries, co-invention has led to disruption, and not 
merely at the firm level.  All other mass-market consumer-facing industries fit in the 
remaining 3%; several 2-digit industries are absent.  Incremental co-invention, while more 
widespread industrially, is also less impactful. 

The analysis also exploits a forensic investigation into the location of the co-
inventing firm's headquarters for each product. As the theory predicts, incremental co-
invention builds on the existing business; hence, the incremental regime is geographically 
distributed widely, following the existing location pattern of the co-inventing firms. The 
geographic outcome of novel co-invention differs sharply, with four prominent regions 
emerging for novel innovation: the greater San Francisco region, New York, Seattle, and 
Los Angeles. All benefited from local spillovers, while New York and Los Angeles firms had 
the opportunity to join the traditional “tech centers” because their cities possessed the 
entertainment industry's human capital.  

Section 7 investigates the determinants of these outcomes using a series of 
statistical analyses. What factors make some cities more likely to be the home for 
incremental and novel products, and what factors are associated with incremental or 
novel products that make them more valuable?  In the novel regime, the availability of 
using industry knowledge does not necessarily exist in the co-inventing firm; instead, it 
sometimes comes from spill-ins. In contrast, in the incremental regime, the pre-existing 
distribution of business assets predicts outcomes. The findings are consistent with this 
prediction about the sharp differences in the business correlates of each regime. 

This study has several motivations and contributions. One is an analysis of how 
significant changes in capabilities enable large but heterogeneous changes in co-invention 
(Bresnahan and Trajtenberg, 1995; Bresnahan and Greenstein, 2001).  Many advances in 
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ICT, not just CCTs, have substantial changes in capabilities.  Examples include Artificial 
Intelligence Technologies, Cloud computing, the PC, client-server approaches, and many 
others.  Each of these GPT advances led to heterogeneous changes as firms had different 
co-invention opportunities and margins of investment, leading to differences in value 
distributions across industries and geography. The setting also illustrates that the 
ubiquitous use of CCTs is not the same as deep and transformative use. A pattern of 
widespread adoption, accompanied by incremental co-invention and narrow, yet 
successful, novel co-invention, has emerged in many recent ICT waves. Early commercial 
Internet use included firm “participation” via services like email and browsing for 
employees, while also involving narrower but deeper reorganization of firms and supply 
chains (Forman, Goldfarb, and Greenstein 2005, 2012). Artificial intelligence (AI) 
technologies are the poster child for narrow but deep applications, running production 
processes in a few firms that generate hundreds of billions of dollars in sales (McElheran et 
al., 2024; Bresnahan, 2023), while also seeing wide but shallow applications in marketing 
chatbots and employee experiments with large language models (LLMs).  

One of the other reasons that recent ICT waves have enabled more than one margin 
of co-invention is their low costs on one side of a platform, while high on another. That is 
visible in the experience around CCTs, and it generalizes. Smartphones are inexpensive 
compared to previous generations of ICTs, and the marginal cost of using an application is 
also low (Goldfarb and Tucker, 2019).  Similarly, browser access is inexpensive for 
computer users.  Second, CCTs, like many new waves of ICTs, have strong 
complementarity relationships with existing ICTs.  These two features inevitably enable 
incremental co-invention (through the low costs) and novel co-invention (through the 
possibility of leveraging the whole stack in new directions).  These features, too, are 
characteristic of many waves, not just CCTs. 

This study highlights a common misconception arising from the rapid diffusion of 
smartphones among consumers. It has become a widely accepted fact in 
macroeconomics that “diffusion is speeding up” (Jones, 2016; Aghion, 2024). As a 
historical fact, it is correct that consumer-oriented smartphones diffused more quickly 
than PCs and mainframes. However, as an argument about the speed of economic growth, 
it overlooks the complementary bottleneck of co-invention in value creation.  

There are two gaps between the rapid diffusion of a component and value creation.  
First is the platform economics.  The rapid diffusion of smartphones, like the widespread 
diffusion of Web 2.0 and broadband, enabled but did not compel the rapid and widespread 
diffusion of high-value applications using those platforms.  Widespread use of CCTs and 
the co-invention of CCT-based applications are complements, so the slower-diffusing one 
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limits the rate of value creation and, thus, economic growth.  Second, CCTs enable both 
high-value and low-value applications, but value is only generated by delivering services in 
the market to users. Nothing guarantees that high-value co-invention will become 
prevalent or arrive quickly. Therefore, the relationship of “diffusion is speeding up” to 
economic growth is attenuated by two different elements: platform economics and 
heterogeneity in the invention of business applications.  

We organize the paper's architecture around these large economic ideas. Section 2 
first discusses a simple economic model of the two regimes. Section 3 uses it to examine 
long first differences between the pre-Internet experience of local radio and newspapers 
and their online experience. Section 4 develops additional data to explore the model's 
implications for comparing regimes across industries and locations. Sections 5 and 6 then 
undertake the relevant data work to test the two-regimes model and develop implications 
for the value distribution. Section 7 further investigates the determinants of two regimes 
across classes of products and geographic locations. Section 8 discusses the 
implications.  

 

2. The setting: CCTs 

a. Technological Opportunity  
CCTs comprise two distinct ecosystems: web and mobile, each with several 

components. By the time of our data collection, in 2013, consumer web usage had 
become widely diffused, and the younger mobile ecosystem had also diffused widely, 
continuing to expand rapidly. Improvements to the quality of web and mobile connections, 
such as broadband web connections and mobile data connectivity via “3G” and “4G LTE” 
networks, were also diffusing rapidly. Total consumer mobile use, measured by minutes 
spent using the phone, had just surpassed total consumer web use.3 Total custom and 
own-account software, a significant fraction of which is devoted to building software for 
these technologies, amounts to hundreds of billions of dollars.4  

These platform advances not only served consumers but also offered opportunities 
for consumer-facing firms. At a minimum, they enabled simple applications using the new 
platforms to connect to customers. They also enabled such firms to offer new high-quality 

 
3  At the time of our data collection, 70% of US adults had broadband at home, and this figure was gradually 
increasing. See https://www.pewresearch.org/internet/fact-sheet/internet-broadband/. 
4 For example, the cost of own account software in 2013 was $ 45 B. This refers to software developed in-
house by a company’s IT staff and does not count expenditure for contracting to create software built by 
others. https://fred.stlouisfed.org/series/Y005RC1A027NBEA  

https://www.pewresearch.org/internet/fact-sheet/internet-broadband/
https://fred.stlouisfed.org/series/Y005RC1A027NBEA
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communications channels. Simply and directly taking advantage of this opportunity might 
involve shifting an existing service previously provided over the telephone to a CCT – e.g., 
making a reservation at a restaurant with an online tool instead of phoning.  

Other features of the new CCTs enabled more complex new applications.  The user 
device in both ecosystems was a computer.  A firm building a new application for its 
consumers could write software running on that computer (an “app” in mobile parlance) or 
in a browser.  Complementary server-side technological improvements meant that these 
could be distributed applications running on computers owned by the customers and the 
business.   Emerging, as do many GPT improvements, in response to the needs of using 
firms, these advances were generally referred to as “Web 2.0.” 5   

b. The CCT co-invention opportunity  
The invention of CCTs and their widespread adoption by US consumers presented 

an opportunity for firms with consumer-facing businesses in the US to develop new 
products, such as web pages and smartphone applications. The opportunity had several 
specific features that enabled co-invention.  Economic forces in an adopting firm’s 
businesses determined which enabled opportunities were taken up and the extent of their 
success.   

These platform advances and the uncertainties involved in more complex 
applications were widely discussed in the business community.6  Leading examples of 
distributed application co-invention suggested a few critical features that these more 
complex applications could take on.  Personalization is when a firm makes different 
recommendations or offers to various customers.  By 2013, Amazon had developed highly 
successful systems for personalizing sales offers, which were almost two decades old and 
widely admired by businesspeople.  Another dimension related to consumer engagement 
is that a firm offers features that increase the time a customer spends connected to its 
services.  By 2013, many media properties and even individual artists had built systems 

 
5 Publishers John Battelle and Tim O’Reilly held conferences (https://www.oreilly.com/tim/p2p/) that 
popularized this phrase. It refers to a suite of complementary upgrades to the World Wide Web embedded in 
browsers and web servers. This improved server security, information display, and transaction support speed 
and volume. An array of analytics and targeting tools complemented these improvements, enabling suppliers 
to forecast and precisely address the needs of potential buyers and readers.  
6 Web 2.0 technologies helped develop podcasting, blogging, social networking, social media, wikis, and 
advanced rating sites, among many other applications. These received (breathless!) attention in the 
contemporary business press, as did challenges. Here is a sampling: Business Insider. (2013, January). Retail 
stores will completely die, says tech investor Marc Andreessen, Business Today. (2015). Shop on the Go; The 
Wall Street Journal. (2013). Rampant returns plague e-retailers; The Wall Street Journal. (2015). Wal-Mart 
builds supply chain to meet e-commerce demands; The Wall Street Journal. (2016). Target says online sales 
surge tied to store inventories; The Wall Street Journal. (2018). Why Walmart shoppers find more items ‘out of 
stock’; Ellet, J. (2018).  

https://www.oreilly.com/tim/p2p/
https://www.businessinsider.com/retail-stores-will-die-says-marc-andreessen-2013-1#:%7E:text=He%20told%20her%20traditional%20retail,physical%20travel%20agencies%20are%20scarce.
https://www.businessinsider.com/retail-stores-will-die-says-marc-andreessen-2013-1#:%7E:text=He%20told%20her%20traditional%20retail,physical%20travel%20agencies%20are%20scarce.
https://www.businesstoday.in/magazine/lbs-case-study/%20case-study-tesco-virtually-created-new-market-based-on-country-lifestyle/story/214998.%20html.
https://www.wsj.com/articles/%20rampant-returns-plague-eretailers-1387752786.
https://www.wsj.com/articles/wal-mart-builds-supply-chain-to-meet-e-commercedemands-1431016708.
https://www.wsj.com/articles/wal-mart-builds-supply-chain-to-meet-e-commercedemands-1431016708.
https://www.wsj.com/articles/target-says-online-sales-surge-tied-to-store-inventories1456348233.
https://www.wsj.com/articles/target-says-online-sales-surge-tied-to-store-inventories1456348233.
https://www.wsj.com/articles/why-walmart-shoppers-are-finding-more-items-outof-stock-1535716801.
https://www.wsj.com/articles/why-walmart-shoppers-are-finding-more-items-outof-stock-1535716801.
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that increased customer engagement beyond the limits of the artistic experience itself.  A 
third widely discussed area was data creation and data capture.  By 2013, Google’s 
success in using multiple products to create and exploit enormous datasets about its 
customers was widely discussed by businesspeople. Personalization, engagement, and 
data capture were widely recognized advantages for consumer-facing businesses 
employing digital technology (Goldfarb and Tucker, 2019). 

An individual consumer-facing firm would need to develop a new distributed 
application to reap the benefits of connecting with its customers through CCTs. For 
existing firms, this typically involves defining new products, establishing new organizations 
to deliver these products, and creating new business processes within these 
organizations. It also involves the narrow technical development of new applications 
running on CCTs. 

Changes to technology and operations were crucial to the successful 
implementation of co-invention investment. For example, ordering a prescription refill at a 
pharmacy necessitated a complex co-invention effort involving modifications to an 
operating model. The advantages stemmed from automating reminders for prescription 
refills, which included automatic checking for insurance coverage and inventory. This 
required changing the workflows of pharmacists and pharmacy clerks to accommodate 
changed patient behavior (See Appendix B).  

Complex changes to operating models may involve different knowledge and other 
assets. Consider a service like Netflix, which had settled on the basic elements of its 
operating model for streaming by 2013. It visibly changed the subscription options menu 
and offered them through a streaming service, and by then, it had begun developing its 
own content. It less visibly used the entire Internet ecosystem GPT as an input, such as 
broadband lines and Content Delivery Networks (CDNs), first renting such services from 
Akamai and then building its own.  The user engages with the service and often receives 
streaming data from a local CDN that stores popular requests. How did Netflix know to 
store the data nearby? It gained that knowledge from its recommender and tracking 
systems, which were built to monitor the user experience and engage new users with 
satisfying options. The new entertainment operating model is mainly software-based, but it 
is also a dramatic change from traditional television. This illustrates how novel co-
invention is typically different in terms of product, organization, and technology from what 
came before it.  
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3. A Model of Investment in Co-Invention 
Advances in a general-purpose technology enable many firms to make 

complementary inventions.  These co-inventions can vary even though the underlying GPT 
is the same.  Consider a model in which firms choose between two regimes of co-
invention.  Novel co-inventors introduce new products or services, while incremental co-
inventors do not.  While this distinction is general, it yields specific implications for each 
regime in the case of CCTs.7   

This section presents a simple formal model of the choices enabled by the CCT 
opportunity. Each established firm faces at least one incremental and one novel co-
invention opportunity. Incremental and novel projects involve different costs and potential 
benefits, as well as distinct determinants, although they are based on the same 
technology. The distribution of value arises from three elements: the opportunities enabled 
within these two regimes, firms’ choices of regime, and ideas for novel co-invention.  

a. Incremental co-invention opportunities.  
Incremental co-invention is an activity where a firm invests in CCTs to reach existing 

customers. For example, the first illustration in Section 4 involves local radio stations 
opening web pages to deliver approximately the same programming to the same audience 
as before. Whether in a big city or a town with a small population, the web page creates 
additional reach for existing content, which translates into a few more advertising dollars. 
Thus, it yields a low benefit, proportional to existing revenue. This is a low-cost co-
invention, as supporting the web page becomes a part-time task for an existing employee, 
leading to no other operational or organizational changes at the station.  

In this model, the financial returns are small but uncertain, while costs are small 
and known in advance. Let Rij be the mean of the expected returns to an incremental 
project for firm j.  We write:  

Rij  = rij*V(customers)j , where  

rrij is the increase in value of serving the customers and  

V(customers)j  is the value to firm j of its customers before CCTs. 

Assume that rij varies across industries and that the uncertainty at the firm level and 
the variation across firms are small within the industry. Still, we expect 0 < rrij  << 1 for all 
firms j, assuming the firm has a high-quality estimate (small standard deviation) forecast of 
Rij.   In other words, since financial returns arise through service to existing customers, they 

 
7  Some GPTs may offer a more complex variety of opportunities in application sectors. Obvious examples 
include integrated circuits and electricity.    
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are a small fraction of the existing value. Furthermore, we expect the variance in Rij across 
a population of firms to be large, reflecting the distribution of sizes of existing firms. When 
comparing all firms, this model forecasts that the (small) returns (for each firm) will appear 
approximately proportional to proxies for existing customer demand. That is a useful 
benchmark for empirical analysis.  

The costs of an incremental co-invention opportunity, Cij, have two elements. One 
is found within the firm, i.e., the costs of understanding alternative channel possibilities. 
The other is the cost of using CCT technology, which may vary with location, as not all 
locations have thick labor markets for technical personnel fluent in the newest 
technologies. It may also depend on assets already found within the firm (e.g., 
understanding of alternative channel possibilities). Hence, the model forecasts links 
between incremental co-investment, existing business assets, and possibly local 
technical labor markets.  

b. Novel co-invention efforts have several common features.    
In novel co-invention, the firm invests in CCTs to engage existing customers and 

expand its attractiveness to new customers. The services offered on the CCTs are novel 
because they were not provided in pre-existing communications and distribution channels. 
Developing these services typically involves building new operational capabilities to realize 
them and altering the organization's existing operational model.  

The novelty means that financial returns to co-invention are uncertain and could be 
small, high, or very high. The returns will vary with the quality of the co-invention idea, the 
industry, the implementation, and many other factors. Let Rnj be the mean of the expected 
returns to a novel project for firm j.  The distribution of returns around this mean is wide, as 
there is a substantial chance of not realizing high or very high returns. The variance on 
novel returns exceeds the variance for incremental returns by an order of magnitude. 

The costs of novel co-invention, Cnj, are certain and high. These include the 
technical costs of installing CCT systems and linking them to existing systems, the costs of 
designing and implementing a new service, and the adjustment costs of changing the 
firm’s operations to deliver the new service. One might expect these costs to be lowered if 
there is a thick labor market for technical personnel at the firm’s location. More generally, 
the quality of a novel co-invention idea and a firm’s ability to implement it depend on the 
firm’s idea environment.  

The costs of novel innovation also include the costs of adjusting operations. Every 
existing firm started with refined business processes delivering value in specific ways to 
specific customer segments before deploying CCTs. While adopting CCTs and co-
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inventing new services might enhance operations, they also risk hurting the delivery of 
valuable existing services. In this model, Cij << Cnj, i.e., a firm will incur significantly higher 
costs for novel innovations. In sum, such high costs and variance in returns will create 
opportunities for novel co-invention that an established firm will perceive as an investment 
to “bet the company.” 

Each established firm chooses from a maximum of three mutually exclusive 
options. This business decision is more straightforward for an entrepreneurial firm 
founded to take advantage of the CCT opportunity. Such a firm has no incremental option 
and, thus, has only two options. Should it undertake any, the returns to an entrepreneur’s 
novel co-invention share an established firm's uncertainty and dependence on 
environmental factors. These options are represented by Figures 1a and 1b. 

 

Figure 1a. Representation of Model

 

Figure 1b. Options 

Returns Established Firm Possible Action Entrepreneur Possible Action  
0 No Co-invention No Co-Invention 
Rij - Cij  Incremental Co-invention Not available 
Rnj - Cnj Novel Co-invention Novel Co-Invention 
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c. Empirical Implications 
This model’s structure is static and straightforward, reducing firm choices to three 

options. However, it possesses one key strength: it has empirical implications that we 
utilize in various testing and measurement contexts in Sections 4, 5, 6, and 7.  

Classification and measurement of success.   We classify products into those 
involving incremental and novel co-invention.  Then the model implies a set of hypotheses 
about many features of observed returns.  The model suggests that innovations affiliated 
with co-invention not only can be cataloged and categorized into two co-invention regimes 
but should be. The difference should be evidenced in vastly different distributions of 
outcomes.  

Because the determinants of outcomes vary by environment, this model also 
implies categorizing innovators by industry and location (with local labor markets and 
spillouts).  However, industry classifications, which reflect historical practices, can easily 
become outdated. That implies that a new classification scheme should be used to 
compare novel co-inventions and services.  

Because reach and engagement are partially observable in a specific channel, this 
model also implies a measurement strategy: the success of the innovation is measured by 
the amount of consumer attention the innovative product receives through CCTs.  The 
success measures determine inclusion in our data, so our sample is truncated.  However, 
as will be discussed in Section 5, the inclusion thresholds are low, so the data covers most 
value creation.  

Before and after co-invention:  To examine the hypothesis that returns to the 
incremental invention are proportional to existing customers, we use data on customers 
from before the arrival of CCTs.  The model predicts a proportional relationship for CCT 
benefits if co-invention is incremental.  This is tested in Section 4, where we look at local 
radio, which saw incremental co-invention, and local newspapers, many with novel co-
invention.  Does listenership from before the introduction of CCTs predict a radio station’s 
co-invention success 20 years later? A second illustration is the (very different) 
relationship between local newspapers’ readership before CCTs and their co-invention 
success 20 years later.   

Distribution of returns. The model implies that the distribution of returns differs 
between incremental and novel regimes, overall and within the industry. While incremental 
co-invention exhibits proportionality, returns from novel co-invention will not be 
proportional. Success from investment in novel co-invention is rare, challenging, and 
valuable. For every novel success, there will be many failures. That implies returns from 
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incremental co-invention should be as common as potential adopters. In contrast, novel 
co-invention is expected to be more skewed, likely making value more concentrated within 
an industry. Sections 5 and 6 address this implication.  

Geographic distribution. The model forecasts that the commercial environment 
will shape investment in novel co-invention. Examining the hypothesis that novel co-
invention involves geographically localized spillovers, which a co-inventing firm 
experiences as a spill-in, requires analyzing the geographic cluster of novel co-inventions. 
Because co-invention requires technical and domain knowledge to tailor a GPT to a 
valuable novel service, the model forecasts clusters around pre-existing knowledge bases.  
Implementing the co-invention of either regime may require technical personnel available 
in the local labor market.  Sections 6 and 7 address these questions (See also Appendices 
B, D, and G.) 

Many of these inquiries build upon one another, especially in understanding the 
data and its structure. This determines the ordering of the sections that follow. 

 

4. Incremental co-invention and proportional returns 
Many local media firms chose incremental co-invention, reacting to the diffusion of 

CCTs by adopting basic Internet technology and building something incremental for the 
Web and/or mobile. The new product took the firm’s content, typically a local newspaper, 
radio, or television station, and distributed it through CCTs (e.g., Peitz and Resinger, 2015; 
Waldfogel, 2017).  The assets here are knowledge about the specific media business, the 
local media market, the GPT, and locally created content.  There may be spill-ins of 
knowledge about what a media product looks like online or on a smartphone, either 
through the firm (chain firms own many local media products) or the industry.  Other local 
media firms undertook novel co-invention.  

Section 4a first considers local radio broadcasting, where firms overwhelmingly 
undertook incremental co-invention, delivering the same programming to approximately 
the same audience. The model predicts that the value created by a firm co-inventing 
incrementally using CCTs is roughly proportional to the number of prior customers. The 
model also predicts a contrast between incremental investments by radio stations in the 
music category and firms that had not previously been radio broadcasters, which 
undertook novel co-inventions in the music category.  

Section 4b considers newspapers.  Some but not all investments in co-invention 
were incremental.  A subset of US newspapers undertook novel efforts to offer new online 
products for a national audience.  These papers had some national distribution before 
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CCTs, typically using multiple printing plants to make the distribution of a physical paper in 
one day possible.  Their online products and advertisements were more customized to 
individual readers.  Some of them even separated the online business from the print 
newspaper.  Smaller newspapers also used the personalization features of CCTs to gain 
engagement, sometimes with a regional version of the national papers’ strategies.  
Readers could choose, and advertisers could target, according to their interests and their 
location.  We hypothesize that newspapers will fail the proportionality test, and the value 
created using CCTs will increase more than proportionally with pre-CCT circulation.   

a. Local Radio 
Local radio stations were well-positioned to be aware of CCTs and what CCTs 

would enable. They were already in the targeted advertising business, differentiating the 
audiences sold to advertisers by location, time of day, and demographics (through offering 
distinct formats).  They were acutely aware of the constraints of their transmitters’ 
geographical reach and, in many cases, sought to relax them by using “repeaters.”  
Broader distribution offered through CCTs led many radio stations to undertake 
incremental co-invention.  Simultaneously, some competitors who broadcast music, 
news, and other content took advantage of CCTs' better personalization features in novel 
ways.   

In the foregoing analysis, “existing customers” refer to the 1993 listeners, and 
“return on investment” represents the 2013 online audience. The 20-year lag ensures that 
this measure is exogenous to existing customers. In 1993, the Internet had not yet been 
commercialized (Greenstein, 2016), and managers had not positioned their stations in 
anticipation of the arrival of CCTs. Berry and Waldfogel (1999) provide the station data, 
which, when gathered by Arbitron, originally served to inform advertisers of local audience 
size. Details of our data processing are provided in Appendix A. This discussion covers only 
the main points. 

Sampling Local Radio from Before CCTs: Radio station audience sizes depended 
on factors such as frequency (AM or FM), transmission power, the popularity of the format 
with the local audience, local geography, and competitive conditions within and between 
formats (Berry and Waldfogel, 1999; Anderson and Waldfogel, 2015). Some stations used 
repeater transmitters to reach more local markets.   

The summary of the data is presented in Table 1, which is at the product level. 
Stations vary observably by band (AM/FM), format, and location.  Berry-Waldfogel (1999) 
contains 5476 stations/cities, but many must be excluded. Some have zero listeners in all 
markets (five of these). In addition, two classes of stations generate poor measures of 
website usage.  For example, some stations share a callsign with a television station, and a 
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close inspection (of the Internet Archive) suggests that the bulk of the online material for 
them is TV rather than radio.  Second, some stations are part of a chain that puts 
members’ websites in a common domain, such as www.cbslocal.com, obscuring the 
individual station's usage.  These types of concerns limit the sample size to 2111 stations. 
See Appendix A for details. 

Measuring Online Radio: Quantcast and Alexa's top 1 million websites provide the 
measure of CCT-using outcomes. These are ranked by usage. Though based on underlying 
usage, both only publish the rank.  We follow the literature by assuming that log(usage) is 
approximately inversely proportional to log(rank).  An obvious advantage of these sources 
is that they cover far more of the online world and thus will catch many local radio stations.  
See Appendix A for a discussion of their other strengths and weaknesses and some 
verification of the usage/rank relationship.  

The local radio business is volatile, so variables are added to measure this volatility 
over the 1993 to 2013 period.  By 2013, many radio stations had experienced financial 
turmoil, ownership changes, format alterations, or other restructuring for numerous 
reasons.  A station could go out of business or change call signs (often following an 
ownership change).  While the original compiler of the data (Duncan, 1993) sought to 
predict these changes to advise advertisers to lower demand for specific stations, this is 
not systematic.   

Appropriately measuring the variability requires a time series within the broadcast 
radio business. First, we search for a match for each station in the 2013 Wikipedia entries.  
Wikipedia contributors tracked down approximately an order of magnitude more stations 
than in our sample, thereby including many less prominent stations and, we assume, our 
1993 stations if they are still around when Wikipedia gains prominence in the first decade 
of the millennium.  That search generates information about format, frequency, band, and 
location for 1993 and 2013.  Details are in Appendix A. If a 1993 station does not have a 
match on band, location, and name in 2013, this is interpreted as a symptom of significant 
turmoil, tantamount to exit.  Such stations are excluded from the analysis.  

Format matches between 1993 and 2013 are more complicated. The 1993 stations 
come from Duncan (1993), who has a disciplined set of 21 formats, while the 2013 data 
have long, discursive format descriptions and hundreds of different formats. Some formats 
have obvious boundaries, e.g., Country Music. Still, others are more ambiguous, notably 
many pop music categories, such as rock, contemporary, and alternative, which come in 
pop/soft/hard/adult flavors.  Also, audiences grow older with their stations, so that the 
same audience may want a different format two decades later.  We introduce a four-part 
format matching scale.  Table 1 contains two specifications that capture the extremes. 
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One specification keeps all the format match classes and thus has a good measure of 
turmoil, though extreme turmoil may be tantamount to exit. The other specification 
excludes stations that either clearly or likely changed format. This leaves some variation 
and introduces a variable for didn’t change format (the omitted category is didn’t change 
format) to measure turmoil.   

We searched the Internet Archive’s Wayback Machine for a station’s website in 
2013. This process is challenging and requires extensive double-checking (Details are in 
Appendix A). All websites in the dataset were available on the Internet Archive in 2013 and 
are linked to the corresponding station.8  This yields a website for just over half of the 
stations. The rate of nonmatches reflects the number of exits, the lack of a website, and 
any gaps in our search. We are confident that we have no false positive matches and only a 
few false negative nonmatches. 

Results: Since the results using Alexa and Quantcast are similar and Quantcast is 
more US-focused, Tables 1 and 2 present only Quantcast's results. Others are in Appendix 
A. We find that 27% of the radio stations have a ranking in the Quantcast top million 
rankings. The average listener size for these stations was 57 thousand in 1993.   

 

Table 1: Variables for Radio Analysis 

Variable Mean  Std.Dev.  
QC  Rank observed 0.217  0.413  
ln(QC Rank | obs) 13.476  0.828  
LnListeners93 3.306  1.231  
Format Same 0.411  0.492  
Format Nearly Same 0.024  0.154  
Format Different 0.522  0.500  
D_AM (Band) 0.317  0.466  
D_Music (Format) 0.645  0.479  

 

The frame of our model is an upper-constrained Tobit, with  

ln(Rank2013)=α + βln(listeners1993)+γ’X+ δ’Z, 

where Rank2013 is 1,000,000 if the station does not appear in the top million, listeners1993 is 
1993 broadcast listeners, X are measures of turmoil, and Z are product type dummies. All 

 
8 Some stations have more than one website for simulcast or two formats; one typically has a much larger 
audience. The results below show the ranking for the more dominant website. There is a ranking for the less 
dominant website in a small number of cases. Tests for adding these do not change the results.  
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the regressors come from the broadcast radio business, while the dependent variable 
comes from the using-CCTs business.   

Our preferred specification drops all stations that appear to have exited the radio 
business by 2013 and those that have clearly or likely changed format. This means that X 
and listeners were observed circa 1993, but inclusion in the sample and Z depended on 
broadcast radio events after 1993.   

This estimation model is a practical exploration of long first differences between 
1993 and 2013. The ideal analysis would examine ln(Usage2013) = α + βln(listeners1993), but 
we cannot do this because we do not directly measure usage in 2013 for all products. 
However, it is possible to derive a relationship from Rank in 2013 to usage in 2013, as other 
sources provide estimates of ln(usage2013) = a + b*ln(rank2013) for some products.9  For 
websites in the relevant range, b = -1.22, indicating that a 22% increase in usage results 
from a proportionate change in rank. The implication for our investigation is that, under the 
null hypothesis that proportionality holds for incremental investments in radio, a 1% 
increase in the size of historical circulation should result in a 0.22 decrease in ln(rank), 
yielding a null of β = -0.78. 

 

Table 2. Upper-Constrained Tobit ln(Rank) in 2013 

X Coefficient S.E. Coeff/S.E. Coeff S.E. Coeff/S.E. 

LnListeners93 -0.780 0.071 -10.990 -0.755 0.062 -12.130 
Format Same -0.101 0.341 -0.300 0.264 0.312 0.850 
Format Nearly Same  0.583 0.503 1.160 
Format Different   1.425 0.317 4.500 
D_Music 
(Format) 0.099 0.187 0.530 0.145 0.168 0.860 

D_AM (Band) -0.468 0.218 -2.150 -0.379 0.180 -2.100 
C 17.694 0.489 36.200 17.408 0.431 40.350 

 

  
The first specification includes 1,072 stations, of which 351 have websites with observed rankings in 
Quantcast. The second specification has 2,111 stations, of which 459 have observed website rankings. The 
omitted category is formatted nearly the same in the first specification, while it is formatted differently in the 
second. 

 

The Tobit results tell a coherent story about the local radio experience between 
1993 and 2013, as shown in Table 2. First, the estimates are consistent with 

 
9 This is for ComScore rank and usage of websites in 2013. See Appendix J.   
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proportionality. In our preferred specification, the coefficient of 0.78 takes on the 
anticipated sign and magnitude, with larger audiences in 1993 predicting lower rankings in 
2013. The second specification, with more stations (and more stations exiting, most likely), 
yields a coefficient of approximately -0.76.   

Overall, the size of the local market niche it filled, which shaped the historical size 
of the firm, is the most crucial determinant of its value. Furthermore, it is a proportional 
determinant. These are the outcomes one would expect to see if most stations treated the 
new media as just another version of existing media and distributed, broadly speaking, 
roughly the same content as before.  

Second, the second specification clearly shows the turmoil in radio. Stations that 
have survived but changed format are far less successful using CCTs. Our preferred 
specification shows a much smaller and less precisely estimated version of this effect.   

Third, broadcast product type is a far less critical predictor of co-invention success 
than either turmoil or audience size.  Music stations, the most common kind, fare slightly 
worse than other kinds online (though the effect cannot be estimated precisely).  AM band 
stations fare better than FM and dual-band stations.  Of course, interpreting these results 
depends conditionally on noting that they are holding listenership constant.  It does not 
mean that different formats and bands are the same. Instead, accounting for the 
proportional effect of broadcast audience size explains much and leaves little to explain.  

The evolution of local radio occurred in the presence of considerable restructuring 
of media, particularly music and news (Peitz and Resinger, 2015).  It appears that local 
media looked at their version of Figure 1and found the incremental approach more 
profitable. In this era, when a local radio station co-invented a new distribution channel, 
most stations did so with incremental aspirations and results.   

Incremental and Novel Efforts in Music: Some entities tried novel innovations in 
competition with local media by 2013.  Some came from within the radio industry to act 
with national implications. Some actors consolidated content, such as Clear Channel, 
Cumulus, and CBS. Others sought to extend distribution from local to national audiences, 
branding their efforts as iHeart or Entercom (later Audacy).  Some of these involved efforts 
to use social media structures for music recommendation. Others were involved in efforts 
to improve advertising targeting.  In short, there were efforts to merge existing local 
connections to listeners, sometimes aggregated to a national level by merger, with the 
most successful ideas in media and advertising online. Although it is challenging to 
precisely measure their success due to numerous reasons, many sources suggest that 
none of these efforts were particularly successful.  
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However, music distribution is a partial exception. We can measure whether 
incremental and novel success distributions are similar or different. This is because many 
efforts in online music resembled novel efforts by former music radio stations, and their 
success can be measured. There were also considerable novel co-inventions in 
competition with radio, which came from new firms rather than existing broadcasters. Still, 
we cannot explain why many efforts failed in the face of Pandora, Apple, and Spotify. 

Figure 2: Means and Variance of Novel Compared to Incremental 

 

Notes.  Red dots are novel Music websites (not mobile apps).  These are 8tracks.com,  Bandcamp  ,  
Billboard, Idle Media, Digitally Imported, Down Interactive LLC, Excape Media Group , hiphopearly.com , 
hotnewhiphop.com , Hypster ,iHeart, Listen On Repeat , livemixtapes.com , Musixmatch , 
mymusiccloud.com, Nexus Radio , rapgenius.com , Rhapsody International , and  Slacker. 
 

Figure 2 shows the usage of music-format radio station websites (blue dots) and 
novel music websites, as measured by ComScore (where the units are time spent at the 
website, which will be defined in the next section). The entire category of novel entrants 
displays a higher variance than the whole category of established firms, as a model of 
novel and incremental co-invention would predict.  The variance in usage distribution for 
music from former radio stations lies well above that of the novel websites, which do not 
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draw on existing music broadcast capabilities.10  Mobile music products, including Apple 
iTunes (Mobile App), Spotify, SoundCloud, and Pandora mobile apps, are more heavily 
used.  

Summary. This section provides evidence that incremental co-invention success is 
proportional to existing business size, underscoring a key point of our approach. The 
decision to undertake novel co-invention is complex at the firm level, as it depends not 
only on the capability of the GPT and its suitability for an industry, but also on the individual 
firm's risks, costs, and prospects. Examining GPT alone would yield misleading inferences 
about the underlying determinants of value creation.  

b. The contrasting story of local newspapers 
Editor and Publisher published a yearbook (1994) that includes the circulation of 

the largest 100 newspapers in the US in 1993. It is possible to proceed in parallel with the 
analysis of local radio, estimating long first differences between 2013 web usage and 1993 
circulation.  The sample size reduces the scope for measuring turmoil.  We expect that 
departures from proportionality will occur, if they occur, at the top of the distribution of 
newspaper size, well within the top 100.   

A list of defunct newspapers, along with their exit dates, is available. Only one of the 
100 largest newspapers in 1993 had exited by 2013. Several other measurement issues 
reduce the dataset to 87 observations.11 Figure 3 displays the results for both Alexa and 
Quantcast.  

 

Figure 3: Rank in 2013 compared to Circulation in 1993 

 Alexa      Quantcast 

 

 
10  One exception is iHeart.com, which is about as large as the largest music radio station in usage.  However, 
iHeart’s use of radio station assets did not give it any great advantage.  The total 1993 listenership of iHeart 
stations is far above that of any other radio station. 
11 We lose observations due to exit (2), site aggregation (4), and a lack of match with ranking data (7).  
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The figures show the relationship between the ln of circulation in 1993 and the ln of 
rank in 2013. As shown in Figure 3, the slope follows the expected direction. However, a 
regression analysis reveals some nuances.  

 

Table 3: The 1993 listeners and the 2013 Online audience.  

Variable ln(Alexa Rank) ln(Quantcast Rank) 
Ln(Circulation) -1.86 

 

-1.282 

 
F-test of ln(Circ) 

 
91.17 

 

7.47 

 
Constant 32.4 

 

23.471 

 
N obs 87 87 
R-sq 0.36 0.76 

 

The estimates reject the hypothesis that all newspapers had incremental co-
invention returns. Newspapers with large circulation receive additional boosts in their 
rankings, and this pattern holds throughout.12 In other words, newspapers from smaller 
cities shrink more comparatively. That motivates asking whether one newspaper benefited 
at the expense of the other. There is not enough evidence to distinguish between a firm-
centric explanation and a competitive one, nor to determine whether newspapers drew 
online audiences from each other or an unobserved suburban newspaper.  

Summary.  The experience of local radio and newspapers shows how to use the 
incremental co-invention model to benchmark whether a firm gets proportional returns 
from its investments, even over long periods. As local radio illustrates, returns are 
proportional to existing business after incremental co-invention. Novel co-invention can 
yield super-proportionality as illustrated by newspapers.  Firms initially larger have more 
assets to use in their CCT applications. 

These examples also develop several themes that later sections will return to. For 
example, investments in incremental co-invention were widespread in radio, seemingly as 
widespread as the adopting organizations themselves. Additionally, the brief review of the 
experience in online music, where it is possible to separate novel and incremental 
organizations from one another, showed evidence of higher variance in returns for 
businesses built around novel co-invention. The difference in outcomes between local 
radio and newspapers suggests that economic decisions determine the take-up of the 
opportunity enabled by a GPT. 

 
12 The results are qualitatively unchanged without top national papers like the New York Times, Washington 
Post, and Wall Street Journal.  
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5. Data for Broader Cross-Sectional Analysis 
We next examine all US firms’ co-inventions using CCTs.  

This part of the analysis begins with two datasets on US consumer usage of CCT-
based products: one for the web and the other for mobile apps. Both have data from 2013. 
Unlike local radio and newspapers, obtaining statistical information about the baseline 
audience for established firms investing in co-invention is nearly impossible. However, it is 
possible to collect statistical information about many correlates of the distribution of value 
from investment in co-invention and use it to test for implications of the model. This 
section outlines our procedures for adding data from different sources to compare across 
many industries in one year, again, 2013. The section describes how we select the sample, 
divide web and app usage into the same units, and add data from other sources. 
Completing these procedures results in a unified dataset of firm and product information, 
including location, usage, industry, and co-invention regime.    

a. Sources 
App usage. The usage data for smartphone apps is at the app level but is based on 

two large consumer samples. Every month, an app is reported if used by .001 of users in 
the iPhone or Android phone sample. Usage is aggregated across the available months 
(January to June 2013) and the two smartphone platforms at the app level.13  As with web 
usage on laptops, this measures usage at an annual rate based on the predicted number of 
millions of hours the app is open over the course of a year. An app name identifies each 
product.  

Web usage. Household web browsing data for 2013 were collected by ComScore 
and measured on the primary desktop or laptop in each household.14  The data include the 
top 2,500 products, based on estimated annual usage in millions of minutes, for all U.S. 
households.15  A URL identifies each product.  

 
13 These data have been used in several previous studies and correspond closely to other data sources 
(Bresnahan et al., 2015; Yin et al., 2014). In earlier work, we verified these projections against the in-house 
usage data of several firms, a validation that suggested the data are reliable. 
14 This data has been widely used in various studies about home surfing (e.g., Boik et al., 2019; George and 
Hogendorn, 2021). 
15  We follow sample procedures similar to prior research to estimate each website’s total US household 
usage (Goldfarb and Prince, 2008; Hitt and Tambe, 2007; Boik et al., 2019), then generalize from the sample 
to estimate use for the entire country.  Both these procedures are described in Appendix C. Earlier work 
checked these usage data against broad demographic patterns and suggested the data were consistent with 
other analyses of web browsing. 
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Table 4: Descriptive Statistics 

Variable  Obs Mean S. Dev. Min Max 
Usage in millions of minutes per year 

  
2426 275.75 25194.

 
0.033 822761 

Dummy for Web (vs. App) Product  2426 0.535 0.499 0 1 
Firm Founded before 1994  2426 0.383 0.486 0 1 
Firm in CSA  2426 0.929 0.257 0 1 
Firm in MSA (but not CSA)  2426 0.068 0.252 0 1 
Firms in Rural or Micropolitan Areas   2426 0.003 0.057 0 1 
Firm in SFBA  2426 0.245 0.430 0 1 
Product is Local Media  2426 0.060 0.238 0 1 
Product is non-local Media  2426 0.127 0.333 0 1 
Product is a Game  2426 0.144 0.351 0 1 
Co-Invention Regime is Novel 2426 0.680 0.467 0 1 

Source: Authors’ calculations.  Observations are products.  Sample and data series are defined in 
Appendices C, D, E, F, and G. “SFBA” is the San Jose-San Francisco-Oakland, CA CSA.  The “firm” in 
local media does not need to be the parent firm; for example, every local paper, broadcast radio, or 
TV station is a firm in this row.   
 

The Identity of Co-inventing Firms. The two datasets cover products, not the firms 
that co-invented them.  Each product is matched to its sponsoring firm. Appendices E and 
F provide details of the search for the parent firm’s identity and founding date.  

Five sources contribute to the forensic activities that helped compile the dataset: 1) 
A subset of websites and apps have a “preferred firm name” assigned by ComScore.  2) 
Some websites contain commercializer information; similarly, iTunes and Google Play 
sometimes list an app’s commercializer information and sometimes list the “developer’s 
website.” 3) Many young firms can be found in CrunchBase by searching for them using the 
name of the website or app.  4) Some can be found through employees’ or contractors’ 
posts on LinkedIn.  5) When all those failed, we did a broad web search.  These five steps 
meant we found firms for over 99.9% of products.  A handful of firms do not want to be 
found by us or their customers.  Appendix C discusses our searches and why some 
commercializers do not wish to be known.  

Two conceptual issues affect the search for the co-inventing firm. To define the co-
invention regime, we need to examine the firm before the product was launched, which 
can be between 1994 and 2013 (web) or between 2007 and 2013 (app). If there was a 
merger before 2013, and the co-invention pre-dates the merger, we assign the pre-merger 
firm identity if possible.  A second identity problem is that the co-inventing firm may 
contract for programming services to write an app or website. Our identity data sources 
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sometimes give a lead to the contract programmers. Where possible, we assign the 
commercializing firm, not the contractor.  Additional details can be found in Appendices D 
and E.16   

This effort had one primary goal: to link firm data to product data, which is crucial 
for economic analyses of co-invention. This is the first empirical effort to make these 
connections, going beyond, for example, efforts using the US Census, which connected 
new technologies to productivity (McElheran et al., 2024). 

Sample and Exclusions: Some products appear in the raw data but must be excluded. 
First, illegitimate websites and apps are removed. The definition of “illegitimate” is close to 
products that could not be advertised in Google Search or would be banned from the Apple 
App Store.17  Second, we exclude non-US-based co-inventors since we measure use by US 
consumers.  The costs of this omission were comparatively small due to the small aggregate 
usage of their co-invented products (Spotify is the largest omitted co-inventor).  Third, a few 
URLs are not products (e.g., the URL is an IP address of a household router), or the co-inventing 
firm cannot be found.  Appendix C includes details of the few critical excluded products.  

Those procedures result in 2426 products of CCTs and US co-inventors, of which 
53.5% are websites. The range is vast, from the most popular websites and apps in the US 
to many obscure businesses.   

b. Regime Classification 
Empirical Definitions of Novel and Incremental. Each product is classified into 

one of two mutually exclusive innovation regimes.  Conceptually, a product is in the novel 
regime if it offers a service unavailable from the co-inventing firm before it used CCTs, and 
the firm must either change its operating model or build an entirely new one to support the 
novel service. If these conditions are not met, it is in the incremental regime.18  Reflecting 

 
16 Many courageous research assistants faced these unexpectedly complicated tasks, and we are grateful for 
their efforts. Ultimately, the authors handled all the non-straightforward cases.   
17 Much of the illicit sector in our data focused on music and video piracy, illegal trade in contraband and 
pornography, spyware, and digital currencies to facilitate gambling, money laundering, tax evasion, and 
financial manipulation in speculative trading.   
18 Our two regimes are only distantly related to the traditional distinction between incremental and “radical” 
innovation. At least since Mansfield (1968), incremental innovation has been a part of economic analysis. 
However, the idea of “radical” innovation, which we do not use, has been seen as the opposite of 
incremental innovation (Nelson and Winter, 1982) and has been problematized as inadequately well-
structured (Henderson and Clark, 1990). Our “novel” regime complements a particular kind of incremental 
innovation we study and includes many heterogeneous innovative forms.  
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on the role of CCTs in applications, this definition of 'novel' builds on prior research into 
the reach, engagement, and personalization of these technologies.19  

All products of young firms that used CCTs from the time they were founded are 
classified in the novel regime. For firms founded before 1994, regime classification 
involves both fact-gathering and judgment, comparing the services offered through the 
CCTs to those provided by the same firm before their introduction.   

Lack of ambiguity. A product is classified as novel if it has made a novel step by 
2013. This definition runs the risk of missing “nearly novel” changes. Co-invention, where 
the GPT is information technology, generally proceeds in a series of steps, some novel, 
some incremental. We were sensitive about this question, and classification was easier 
than expected because the regimes are far apart. So, it becomes easy to recognize 
incremental from the novel co-invention.  

For example, a radio station that sends the same audio through an app is an 
incremental service, as already discussed. A bank that moves existing ATM services 
(except cash back) to a website is also an incremental service. There are many examples of 
new but incremental services utilizing CCTs at established firms. In contrast, novel 
services emerged notably at Disney, which leveraged the reach and engagement of CCTs 
(see Appendix B). For instance, it created services that integrated online and entertainment 
experiences. New services also emerged from retailers that used the mobile internet to 
enable customers to personalize the management of their purchases. For example, CVS 
and Walgreens co-invented automated personalized order fulfillment that raised customer 
engagement. This included automated notifications, reminders, and notices with links to 
medical prescriptions (see Appendix B). These were novel due to the retraining required of 
pharmacists and the extensive changes needed in the flow of their daily routines.   

Those examples illustrate that the regime definition is based on co-invention, not 
technical IT invention alone. Both incremental and novel co-inventions drew on IT-
intensive components, such as databases of past consumer interactions with the firm. 
Both regimes may also call for complex technical inventions, such as ensuring the security 
of a new customer-connection channel. Still, novel co-invention draws on more, such as 
domain knowledge, user feedback about the quality of services, and the type of knowledge 
about business processes that enables an organization to alter routine procedures to 
support a new service.  

 
19  Boik et al., 2019; Bresnahan, Davis, and Yin, 2015; Goldfarb, 2013; Goldfarb and Prince, 2008; Goldfarb 
and Tucker, 2011; Ghose et al., 2014; Hitt and Tambe, 2007.      
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Robustness of Definitions. The examples also illustrate that judgment is present in 
our empirical regime definition. We have two strategies for checking our judgment.  

First, Appendix C examines the results of an alternative, more stringent definition of 
“novel” co-invention, which requires the new service to significantly change the scale or 
scope of the firm. For example, Verizon Wireless has the V Cast Music app (developed by 
Microsoft), which is novel in our base definition but used by only a trivial portion of Verizon 
phone customers. Under our more stringent definition, it is incremental. These alternative 
definitions led to minor changes in statistical results.  

Appendix L also considers the possibility of random classification error on our part. 
We use the misclassification model of Aigner (1973) to address this concern.  We increase 
the assumed misclassification rate until this section's qualitative results no longer appear.  
This exercise shows that the classification error rates must be unrealistically high for the 
paper’s inferences to be wrong.   

c. A new Industrial Classification for products 
Technical progress often creates new classes of products that relate awkwardly to 

existing industry classification schemes, such as NAICS.  That was the case in products 
built on top of CCTs.  A remarkable proportion of firms classified themselves into the same 
part of the NAICS, “Information Services and Data Processing.”  Using NAICS as our 
industrial classification would, at a minimum, make all tables by industry relatively 
uninformative in this paper.  

We defined a new industrial classification with this paper’s purpose in mind: putting 
together products that faced similar innovation opportunities. Appendices H and I provide 
details and a cross-tab between our novel product categories and firms’ self-assessed 
NAICS codes. This section provides a brief overview of our 2.5-digit classification.   

This new classification first started with the common classes of products discussed 
by market participants.  These include games, digital media (digital products in the form of 
traditional media), and targeted advertising (based on new modes of attracting 
consumers).  Digital media like YouTube may also offer targeted advertising services that 
are attracted by their content.   This leaves a residual category of Other Information 
Products, such as portals.   

Second, this new classification corrects for categories whose NAICS two-digit title 
is undescriptive of the products in the data.  An example arises in health care, where the 
largest products, such as Calorie Counter & Diet Tracker by MyFitnessPal and WebMD, are 
not health care suppliers.  Here, we define new categories, in this case, “health and 
wellness information services,” as distinct from “healthcare and health finance” (e.g., 
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Westchester Health).   Another example is online travel agents (not part of a transportation 
company), buried in “Administrative Services.”   

Third, this classification is at the product level, not the firm level. For example, 
Apple classifies itself as a manufacturing firm. We use this classification for Apple.com, 
which predominantly sells Apple's physical products. However, we classify the iTunes 
store as a retail trade business, as it primarily sells software and media products from 
other firms. Multiproduct firms are listed in Appendix H. 

The rest of this new product classification follows the existing industry 
classification at the 2-digit NAICS level.  A list of classes with the largest (by usage) product 
in each class is in Appendix I. The sampling frequency of products is shown in Table 5 In 
declining order of frequency.   

 

Table 5. Sampling Frequency of Products.  

Product Classification  Freq. (Continued) Freq. 
Information Products (Media) 553   
Information Products (Other) 535 Manufacturing 22 
Information Products (Games) 355 Transportation and Warehousing 22 
Retail Trade 231 Arts, Entertainment, and Recreation 17 
Targeted Advertising 230 Accommodation and Food Services 16 
Educational Services 117 Other Services (except Public Adminis. 9 
Finance and Insurance 94 Health Care and Health Finance 8 
Public Administration 57 Wholesale Trade 7 
Health Care and Wellness Information 50 Travel Agents Removed: rest of Admini. 6 
Professional, Scientific, and Technic. 36 Utilities and Construction 3 
Real Estate and Rental and Leasing 29   
Travel Sales (not by travel companies) 29 Total 2,426 

 

Table 5 Illustrates a fact about the narrowness of the application. Five types of 
products contain over 200 products: Media, Consumer Information Products, Games, 
Retail Trade, and Targeted Advertising. Educational Services is the only type with fewer 
than 200 and over 100, and 14 contain fewer.  Many NAIC codes are missing because no 
products in them are in the data.   
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Figure 4: Distribution of Usage across Product Types 

 

Figure 4 shows the sample weighted by app usage, again illustrating its narrowness. The 
top product category accounts for more than half of the usage, and the top five categories have 
the majority of the usage.   

 

d. Other Variables. 
Appendix F discusses a number of attributes of the firm that co-invented each product. 

Founding dates follow from a firm search.  Most for-profit firm founding dates were 
found in CapIQ for established firms or Crunchbase for young ones. For “firms" such as 
governments or educational institutions, founding dates were sourced from historical 
records. Most products in the sample (61.7%) originated from a firm founded in 1994 or 
later. The establishment of the World Wide Web Consortium in 1994 highlights the 
distinction between firms established before and during the CCT era.    

Appendix F discusses our firm age data and provides information on the age 
distribution of our sample firms. They are quite young, which is not surprising given the 
prevalence of entrepreneurial firms among the novel co-inventors.   

Location. Each product is assigned to the location of its co-inventor’s 
headquarters.  “Location” is one of the 558 statistical areas of the United States.  Each 
statistical area is a Consolidated Statistical Area (CSA), an MSA, or a Micropolitan area.  A 
few firms in the sample fall outside these areas, and their counties are added to the list of 
regions for some analyses.20  The literature on entrepreneurial invention and practitioners 

 
20 This is preferable to the alternative – i.e., including the approximately 1,700 rural counties without 
organizations that provide websites or apps. Doing so provides no additional statistical insight.  
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treats “consolidated” statistical areas as one economic unit. Accordingly, all CSAs are treated as 
a single “location” and do not split out their component areas.  

Locations vary in the assets available to support co-invention.  The local labor market 
may offer people or founders who have acquired technical, operational, and commercial 
knowledge through experience with local firms.  Local technical expertise is measured by 
the percentage of local employees in “computer” occupations.  The operational and 
commercial knowledge can vary by industry, so measures of industry composition are also 
included.  Spill-ins can lead to clustering, so measures of other firms’ co-invention are 
used as a proxy for the possibility.  

Table 5 presents descriptive statistics for CSA, MSA, and smaller location dummies. 
Approximately 93% of products originate from firms in CSAs. The remaining products are 
primarily from firms in MSAs that have not been consolidated into CSAs. A tiny fraction of 
products comes from firms in micropolitan areas or outside the 588 statistical regions. 
Appendix G discusses each of these.   

Table 5: Descriptive Statistics 

Variable  Obs Mean S. Dev. 
Usage.  2426 275.75 25194.3 
Dummy: Web (vs. 

  
2426 0.535 0.499 

Firm Founded 
   

2426 0.383 0.486 
Firm in CSA  2426 0.929 0.257 
Firm in MSA (but 

   
2426 0.068 0.252 

Rural or 
   

2426 0.003 0.057 
Firm in SFBA  2426 0.245 0.430 
Co-Invention 

   
2426 0.680 0.467 

Notes:  Usage is measured in millions of minutes per year in the US.  

Section 4’s close study of radio and newspapers suggests that the location 
population size directly affects investment returns in incremental co-invention. Does 
proportionality arise in a cross-section of location services? Appendix K shows that it does 
for local media in this usage data.  

 

6. Analysis of Concentration 

a. Returns are concentrated by product, firm, industry, and location 
Usage is concentrated. Table 6 shows concentration ratios for products by usage: 

C1 represents the share of all users for the most-used product, C5 for the top 5 products 
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ranked by usage, and so on. The top 10 products account for over 57% of usage. The Gini 
coefficient is .92, which is a strikingly high concentration.21   

 

Table 6: Shares of top products in usage and Gini Coefficient 

Share of  Share 
Top Product (C1) .149 
Top 5 Products (C5) .445 
Top 10 Products (C10) 0.572 

Gini Coefficient 0.91590 
Source: Author’s Calculations.   

 

Concentration in Geography. What is the concentration of activity in geographic 
regions? Appendix G lists the distribution by region. Co-inventing firms are found in 130 
areas. Only four regions have more than 100 products: the unsurprising tech centers of the 
San Francisco Bay Area and Seattle, and the perhaps more surprising media and 
entertainment centers of New York and Los Angeles.  

 

Figure 5: Geographical Distribution of Co-invention Success 

 

 

 
21 Concentration across firms, where usage is the sum over all of a firm’s products, is even higher.  This is 
partly by construction, as we have 1315 single-product firms.  Yet, the concentration of the top 1, 5, and 10 
firms is influenced by multiple widely used products supplied by the same firm.  
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Figure 5 shows the concentration of co-invention success geographically by the 
shares of total usage by region. The legend highlights the top four regions. The largest, the 
SFBA, is over three-quarters. The traditional tech centers of SFBA and Seattle are first and 
third, while the traditional media and entertainment centers of NT and LA are second and 
fourth. The next two regions, Boston and Washington, DC, are small slices. After the top 
four areas, the distribution looks like the typical power law seen in many cross-sectional 
studies of cities. This power law is illustrated in Figure 6.  

Figure 6 shows the log of nationwide usage of products commercialized from 
different regions, ordered by use.  The slope of the figure is approximately constant from 
Washington, DC (6th) to Little Rock (60th), indicating a power law relationship. However, the 
figure is steeper for the six largest regions. The shape of Figure 6 reflects the role of the San 
Francisco Bay Area, the most significant and largest region, in aggregate co-invention 
success. Even outside the top 6 regions, co-invention success (as measured by usage) 
appears to be more concentrated than other economic activities, such as employment or 
the employment of computer programmers. Section 7 will test this intuition when 
examining statistical correlations between the geographic features of the area and their 
prevalence in producing novel co-inventions. 

 

Figure 6: Log of total usage ranked across regions 

 

Notes: Author’s calculations. Measured in ln(minutes).   
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It is tempting to hypothesize that some aggregate measure of economic activity, 
such as population size or employment, explains the ranking. While region size is an 
important predictor of incremental-regime co-invention success, no more general 
relationships hold. No one-to-one correspondence exists between population size and 
ranking, even when the San Francisco CSA is excluded. For example, Washington and 
Boston are just slightly behind in population count, but it is helpful to recall that both 
regions are much larger than Seattle. Given its size, Seattle also performs impressively 
compared to New York and Los Angeles.22 See Appendix F for details. 

Two of the top four places have very familiar explanations.  The San Francisco and 
Seattle areas are home to clusters of innovative firms in technology and closely related 
areas.  The other two, New York and Los Angeles, are more surprising and align with 
different explanations. 

Why NYC and LA? New York and Los Angeles are the country's largest media and 
entertainment centers.  The technological opportunity enabled new co-inventions in a 
cluster of industries, including media, entertainment, games, and advertising.  Many of the 
existing industries in that part of the economy have a loose attachment of highly skilled 
employees to specific firms.  Instead, each of the two largest cities has a thick and liquid 
labor market in people experienced in the “old” entertainment industries.   

Startups in the arts and media drew on varied technical and commercial knowledge 
to engineer businesses with a distinct appeal to different combinations of users in mass 
markets. For example, Microblogging began in this era, with Tumblr taking a prominent 
role. The founders, David Karp and Marco Arment, had a technical education and some 
experience in New York’s media-oriented entrepreneurial communities. The former had 
worked in IT at an animation television production studio in New York.23  Another example 
is Fanfiction.net, which was founded by UCLA students. A programmer, Xing Li, took 
primary operational responsibilities.24 The site was interested in The X-Files, books, 
movies, TV shows, Anime/Manga, etc. One distinctive feature of the site is its handling of 
copyright. It takes down the work if the original authors object. As a third example, Scott 
Jarkoff, Matt Stephens, and Angelo Sotira launched DeviantArt in Hollywood, CA. The three 
founders combined technical and commercial skills, with Sotira having experience in 

 
22 In the 2010 census, the New York CSA had 22.3 million, and Los Angeles CSA had 17.9 million, compared 
with Seattle’s 4.3 million population. Despite being a quarter the size of Los Angeles, Seattle has half as 
many organizations using CCTs. Seattle and New York are proportionately closer. 
23 See e.g., https://archive.nytimes.com/gadgetwise.blogs.nytimes.com/2009/03/13/tumblr-makes-
blogging-blissfully-easy/ , accessed July, 2023. 
24 See e.g., https://fanlore.org/wiki/Xing_Li, accessed July, 2023. 

https://archive.nytimes.com/gadgetwise.blogs.nytimes.com/2009/03/13/tumblr-makes-blogging-blissfully-easy/
https://archive.nytimes.com/gadgetwise.blogs.nytimes.com/2009/03/13/tumblr-makes-blogging-blissfully-easy/
https://fanlore.org/wiki/Xing_Li


33 
 

marketing after selling his music-sharing startup to Michael Ovitz.25 It initially used 
message boards, personal pages, forums, and contests to encourage artists of drawings, 
paintings, and sketches, and grew into a host of an enormous range. There were many 
more examples, varying in aspirations, target market, and entrepreneurial and commercial 
backgrounds. 

From an entrepreneur’s perspective, media and entertainment commercialization 
skills were valuable, and the thick labor markets made them available.  Similarly, existing 
firms (e.g., Disney) had a significant commercialization asset in existing people.  These 
cities also had a substantial body of IT-technical personnel, supporting a thick labor 
market in the media and entertainment industries, especially in other sectors.  Yet, many 
cities (such as Boston and Chicago) have very robust technical personnel labor markets, 
but that alone was insufficient. It appears that the labor market in commercializers, rather 
than technical people, was crucial in supporting the new co-invention.   More broadly, the 
“second two” cities appear to represent a combination of old-industry and new-economy 
skills, though typically not in existing old-industry firms.  This finding suggests that 
proximity to existing leading commercial firms is crucial in commercializing CCTs.   

b. Incremental Co-Invention Broadens Geography 
Do different regimes influence the geographic distribution of the uptake of the 

related economic opportunities? We define a firm's location as the region that serves as 
the headquarters for creating and coordinating commercialization activities and co-
invention investments. Our region definition is the Consolidated Statistical Area (CSA) if 
one exists, or the Metropolitan or Micropolitan Statistical Area (MSA) if it does not.  

The correspondence between novel co-invention and product usage has a critical 
geographic dimension. Table 7 Part A shows the usage breakdown by the commercialized 
region and co-invention regimes. The top 5 areas generate novel co-inventions, while other 
regions get almost a third of their usage from incremental innovations.  

 

Table 7: Usage By Regime, Regional Specialization 

  
Part A: Regional Usage and 
Co-invention Regime 

Part B: Co-invention Regime,  
Weighted by Usage 

Dummy for Top 5 Regions  Incremental Novel Total Incremental Novel Total 

 Top 5 Regions 0.03709 0.9629 1 .5996 .9489 .9289 

 Other Regions 0.3234 0.6766 1 .4004 .05108 .07115 

 Total 0.05746 0.9425 1 1 1 1 

 
25 See, e.g., https://redefinemag.net/2005/angelo-sotira-interview-deviant-art-founder/, accessed July, 2023. 

https://redefinemag.net/2005/angelo-sotira-interview-deviant-art-founder/
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That finding also raises a question. How do the value distributions for incremental 
and novel regimes move together, or are these entirely independent due to their 
association with different assets? The discussion in Section 2 suggests that various types 
of assets and local externalities may play crucial yet different roles in novel and 
incremental co-invention within and outside geographic clusters.  

Table 7 Part B delivers a related message. It shows that novel co-inventions, 
weighted by usage, are far more likely to come from the Top 5 regions than Incremental 
ones.  In other words, novel co-invention is more likely to emerge from the clusters formed 
in the San Francisco Bay Area, Seattle, New York, and Los Angeles. But this co-movement 
only pertains to novel products.  There is no similar co-movement of incremental products 
across market segments and regions. Still, the widespread investment in incremental co-
invention for CCTs across industries reflects the invention of comparatively simple 
customer-connection systems without other changes by mass-market firms.   

c. No “Death of Distance” Broadens Geography 
One forecast for the economic impact of CCTs was the “Death of Distance,” which 

would enable producers to locate anywhere and ship their products from that location. In 
the previous subsection, we saw that many existing producers sought to broaden the 
geographical reach and engagement of their products. There is very limited evidence that 
these technologies actually permitted producers to locate anywhere.   

In Appendix G, we discuss all 12 products located outside a CSA or MSA.  The fact 
that there are so few indicates that there are minimal examples of firms undertaking value 
creation in low-density or rural locations.  Nine of these twelve products involve 
geographically diverse production: there are very large school districts and vacation-
district firms offering services to customers when not on vacation, etc.   

Three products in low-density places serve nationwide audiences.  In each case, 
there is a historical accident that located the firm’s technical or commercial basis in a 
rural area. 

Why no Death of Distance?  Two factors appeared to matter in such situations. 
First, the extent of the local market limits the scale of successful engagement for local 
services. Furthermore, reaching users outside local areas requires different 
commercialization and technical skills for non-local services. These are costly to obtain 
outside of a few major urban areas.   
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d. The regimes are far apart 
The data indicate that the two regimes differ significantly in the distribution of co-

invention outcomes. The first evidence of this separation is in Table 8, which provides 
summary statistics of product usage in both the novel and incremental regimes. The 
distribution of product usage in the incremental regime has both a mean and standard 
deviation of usage that are significantly smaller than those in the novel regime. This is 
consistent with the model, in which investment in incremental co-invention leads to 
widespread but small returns in many established firms. In contrast, investment in novel 
co-invention leads to a few significant successes and many failures. 

 

Table 8 Usage Statistics Conditional on Regime 

 Mean Product Usage SD of Product Usage Count 
Incremental Regime 

 
408.81 1546.79 776 

Novel Regime  3153.78 30494.63 1650 

Source: Author’s Calculations. 

 

The difference in usage distributions across the two regimes primarily arises at the 
top. Figure 7 shows a histogram of the product usage distribution in each co-invention 
regime. The highest-usage products are all in the novel regime. Figure 8 The histogram 
shows the same data on a log scale for usage. The density function for the usage 
distribution is generally higher for larger usage outcomes. The novel regime's larger 
aggregate contribution arises from the top of the distribution.26  

Appendix D posts the quantiles of the usage distribution by regime and a list of the 
most used products (all novel). The 90th, 95th, and 99th percentiles of the distribution of 
Novel usage are far higher than for incremental usage, reflecting both the opportunity for 
very substantial gains associated with the novel use of CCTs and the successful 
exploitation of that opportunity by a modest number of firms. The conclusion: the total 
usage of the incremental changes was comparatively small next to the value created by 
novel co-invention, which comprised most of the overall total.  

 

 

 
26  The distribution of the incremental co-invention regime’s usage is bimodal, with one mode corresponding 
to the mode of the novel regime.  The distribution of the novel regime is skewed to the right relative to a log 
normal.   These facts appear in the underlying data and are not induced by our processing. 
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Figure 7: Usage Kernel by Regime 

  

 

Figure 8 Usage Kernel (log scale) by Regime 

 

e. Incremental Co-Invention Broadens across product classes 
While incremental co-invention leads to only a tiny total usage, 6% of the total, it 

does play a more prominent role in some product classes. Moreover, incremental co-
invention explains the breadth of the application of CCTs across industries. 

Table 9 shows the percentage of each product class’s usage from incremental co-
invention and the total in the class. It is sorted by total usage (decreasing). Product classes 
where incremental co-invention accounts for more than a quarter of use have been 
highlighted.    

Novel co-inventors dominate the distribution of success as measured by usage, 
with 94.25%.  Novel co-inventors dominate similarly in the top 5 product classes. In many 
other product classes, however, incremental co-invention plays a significant role.  The 
easiest to understand is Public Administration.  Many public agencies were already 
involved in providing information to the public. When Web 2.0 appeared, many moved that 
information to the web or an app.  More generally, there were several sectors where moving 
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existing services to CCTs provided value, including Manufacturing Arts, Entertainment, and 
Recreation, 27and, to a lesser degree, five other sectors, marked as red in the table.   

 

Table 9: Percent Incremental Usage and Total Usage by Product Classification 

Product Classification 
% 
Incremental Total Usage 

  Targeted Advertising                                                                                    0.00 2.76E+06 
  Information Products (Media)                                                                            0.09 998223.8 
  Information Products (Other)                                                                            0.15 681526.2 
  Retail Trade                                                                                            0.06 579521.6 
  Information Products (Games)                                                                            0.12 315417.2 
  Finance and Insurance                                                                                   0.27 44310.9 
  Educational Services                                                                                    0.20 41667.95 
  Health Care and Wellness Information                                                                    0.19 15980.46 
  Professional, Scientific, and Technical Services (less 
Advertising)                                     0.13 14561 
  Public Administration                                                                                   0.81 14393.48 
  Manufacturing                                                                                           0.76 11567.21 
  Real Estate and Rental and Leasing                                                                      0.16 10349.49 
  Travel Sales (not by travel companies)                                                                  0.02 7608.2 
  Accommodation and Food Services                                                                         0.44 5520.73 
  Transportation and Warehousing                                                                          0.18 5369.08 
  Arts, Entertainment, and Recreation                                                                     0.54 4142.77 
  Other Services (except Public Administration)                                                           0.16 3662.15 
  Travel Agents Removed: rest of Administrative and 
Support and Waste Management and Remediation 
Service  0.05 3525.92 
  Wholesale Trade                                                                                         0.31 1910.38 
  Health Care and Health Finance                                                                          0.39 1198.17 
  Utilities and Construction                                                                              0.41 386.4 
  Total                                                                                                   0.06 5.52E+06 

 

Why is the top of the usage distribution so much higher in the novel co-invention 
regime? Part of the explanation is in an overlap, in only a few product categories, of 
disruptive opportunities at a large scale.  Those categories appear at the top of Table 10: 
Targeted Advertising, media, retail trade, and several kinds of information products.  In the 
rest of the economy, this form had fewer opportunities.  In healthcare, for example, at an 

 
27  This category contains many professional sports leagues. StubHub and “Miss Literati.” 
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early stage, there are only modest advances in CCT usage by healthcare providers.  It is 
only later that many providers would have, for example, MyChart-based systems.  The 
larger health-oriented websites and apps are “wellness” rather than healthcare providers.   

 

Table 10 Statistics of Usage by Product Class and Co-invention Regime 

 Incremental Novel 
 Product Classification    N   Mean   SD   N   Mean   SD 

Accommodation and Food Services                                                                    12 203.99 157.37 4 768.21 1183.73 
Arts, Entertainment, and Recreation                                                                     6 370.70 264.73 11 174.42 80.76 
Educational Services                                                                                    36 235.11 224.57 81 409.93 548.25 
Finance and Insurance                                                                                   54 220.36 186.19 40 810.28 1243.31 
Health Care and Health Finance                                                                          4 115.86 67.28 4 183.68 63.99 
Health Care and Wellness Information                                                                    2 1554.30 1930.3

 
48 268.16 788.28 

Information Products (Games) 78 474.60 957.53 277 1005.05 4037.10 
Information Products (Media) 297 285.98 669.22 256 3567.54 29300.5

  Information Products (Other)*                           90 1138.28 4121.7
 

445 1301.31 7771.19 
Manufacturing                                                                                           11 799.54 1806.4

 
11 252.03 340.13 

Other Services (except Public 
Administration) 4 150.35 75.56 5 612.15 982.34 
Professional, Scientific, and Technical 
Services (less Advertising) 9 210.61 198.19 27 469.09 812.25 
Public Administration                                                                                   50 232.68 181.35 7 394.20 192.08 
Real Estate and Rental and Leasing                                                                      12 141.05 96.44 17 509.23 449.44 
Retail Trade                                                                                            96 391.07 573.42 135 4014.66 24127.4

 Targeted Advertising                                                                3 7.21 8.33 227 12159.0
 

72300.0
 Transportation and Warehousing                                                                          7 137.06 61.05 15 293.98 239.51 

Travel Agents Removed: rest of 
Administrative and Support and Waste 
Management and Remediation Service  

1 176.50 . 5 669.88 934.90 

 Travel Sales (not by travel companies) 1 162.65 . 28 265.91 235.49 
 

The distribution of usage within product classes and co-invention regimes is shown 
in Table 10. In the product classes where the sample size is sufficient to determine, the 
novel regime has a higher mean and standard deviation within the industry of usage than 
the incremental regime.  It is rare for the average incremental product to produce usage 
that exceeds that of a novel product – only in utilities and construction. 
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Figure 9: Usage distribution across industries, novel innovations 

 

Figure 10: Usage distribution across industries, incremental innovations. 

   

 

Figure 4 showed that all usage is concentrated in a few product categories. Now, 
consider the same figure separately for the usage of novel and incremental co-inventions. 
Figure 9, which shows that the distribution of novel usage closely resembles Figure 4, the 
overall total. Figure 10, on the other hand, shows that the distribution for incremental co-
invention is quite different. The usage of incremental co-invention is far less concentrated 
across industries, and the ordering of the top industries is very different. This is because, 
as earlier noted, incremental co-invention spreads out more broadly across the economy, 
while novel co-invention tends to concentrate. 
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7. Determinants of co-invention.  
This section examines the determinants of co-invention, addressing two questions: 

What factors make some cities more likely to be the home of incremental and novel 
products, and what factors are associated with incremental or novel products that make 
them more valuable?   

Explaining Differences Between Locations. Table 11 contains descriptive 
statistics and Table 12 variable definitions.  

 

Table 11 Summary statistics for geographic variables.  

Var N obs Mean S.D. Min Max 
Endogenous      

Has any product in the region 588 .209 .407 0 1 

Any Novel product in the region 588 .165 .371 0 1 

Exogenous      

Ln (employment) 588 10.65 1.52 7.56 16.01 

Large Est Employment 588 .431 .107 0 .780 

Mass Market Share 588 .382 .071 .157 .684 

Old Industry Share 588 .388 .093 .048 .643 

Computer Occ Share 260 .019 .012 0 .064 

 
Table 12 Variable Definitions 

Var Definition Source and Sample Notes 
City A CSA, MSA, CBSA, or Micropolitan 

Statistical Region 
The OMB’s 588 statistical regions of 
the USA. 

Any product in the 
city 

The city has at least one firm co-
inventing, whether incremental or novel.  

Authors calculations.   

Any novel product 
in the city 

The city has at least one firm making a 
novel product 

Authors Calculations. 

Ln (employment) Log of employment in the city Statistics of US Business (SUSB) for 
2012, Census. 

Large Est 
Employment 

Share of employment from large firms 
(Large = 500+ employees) 

SUSB 

Mass Market Share Share of industry in mass market firms 
defined as NAICS 221, 44451, 521, 531, 
561, 711, or 721.  

SUSB  

Old Industry Share Share of industry in old industry firms 
defined as NAICS 111, 211, 231, 31331, 
421, 541, 551, 4849, 611 or 811 

SUSB 

Computer Occ 
Share 

Employment share in the region of 
computer-related occupations 

BLS Occupational Employment 
Statistics. Only available for 260 areas. 
Lose observations from areas other 
than these 260.  
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The unit of observation is a “city,” one of 588 US statistical regions. The endogenous 
variables are co-invention outcomes in those regions.  Did any firm co-invent?  Did any firm 
make a novel co-invention?  These are related to city characteristics, such as its 
employment size and the composition of industry.  

Table 13 reports the estimates for specifications of probits predicting the presence 
of a product in a city.  These show how variance in co-invention costs and benefits across 
cities relates to the prevalence of co-invented products across cities. Columns 1 through 3 
investigate whether a region has any product, incremental, or novel. Columns 4 through 7 
explore different predictors for whether an area has any novel products.  

Column 1 of Table 13 provides a baseline. Its single regressor indicates that larger 
cities (measured by employment) were more likely to have any product, incremental, or 
novel.28  To get the quantitative interpretation, we note that only 21% of the 588 cities have 
a product.  At the mean of the employment data, the predicted probability of finding any 
product is 0.092.29  Only large places have a high predicted probability of having a product. 
A one standard deviation increase above the mean in log employment, which is 12.13, for a 
city about the size of Minneapolis-St. Paul increases that probability to only 0.575.  

While it is not contained in a probit, the tendency of smaller places not to have any 
products in the sample is even stronger outside the 588 regions. The tens of thousands of 
small towns or rural counties outside the regions contain only eight products in the 
sample. We list and discuss these in Appendix G.  

Column 2 examines additional factors, such as the prevalence of employment at 
large firms. This has a small negative effect. At mean values for the exogenous variables, 
the one-standard-deviation decline in large firm employment increases the probability of 
finding a product by 1%.30 Industry composition has no effect (column 3).  

The following three columns (4-6) have the same specifications but with the 
presence of a novel product as the dependent variable. Compared to the “any product” 
columns, there are similar findings on the importance of the role of city size, measured by 
employment. The main result here is that the co-invention of any type occurs in places with 
more employment. 

 
28 Nearly identical results arise from using the log of population (not shown in the table), but it does not fit the 
data quite as well, so we work with employment henceforth.   
29 F(-11.45 + 0.95 * 10.65) = F(-1.33) = 0.092 where F() is the cumulative normal.  
30 Pr(-2.3) = 0.011 to Pr(-2.3 + 0.107*2.26) = 0.02.  
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Table 13 The appearance of a product in a city 

 Probit Probit Probit Probit Probit Probit Probit 
Variable Any 

product 
Any 
product 

Any 
product 

Any 
novel 
product 

Any 
novel 
product 

Any 
novel 
product 

Any 
novel 
product 

Ln 
(employment) 

0.95*** 
(.078) 

1.05*** 
(.096) 

0.94*** 
(.082) 

1.20*** 
(.12) 

1.18*** 
(.13) 

1.23*** 
(.12) 

0.97*** 
(.14) 

Large Est 
Employment 

 -2.26** 
(1.10) 

  0.69 
(1.79) 

  

Mass Market 
Share 

  1.71 
(1.72) 

  -2.46 
(2.21) 

 

Old Industry 
Share 

  0.36 
(1.60) 

  -1.19 
(1.96) 

 

Computer Occ 
Share 

      34.73*** 
(10.29) 

Constant -11.45*** 
(.895) 

-11.54*** 
(.919) 

-12.20*** 
(1.334) 

-14.76*** 
(1.37) 

-14.84*** 
(1.388) 

-13.72*** 
(1.673) 

-12.67*** 
(1.58) 

N obs 588 588 588 588 588 588 260 
Pseudo R-sq 0.512 0.519 0.514 0.613 0.613 0.615 0.456 

Sources and definitions: see Table 11. 

Looking further, the employment shares in large firms and the industrial mix have 
somewhat different impacts on novel products, although these effects are not precisely 
estimated.  Does the local computer occupation share predict the presence of products?  
The BLS does not report this variable for many smaller regions, so the sample size falls by 
more than half.  (It is correct to infer that there are not many computer occupation 
employees in the other half of the sample, given BLS reporting practices.)  Column 7 
suggests that a thicker market in computer personnel does predict more co-invention.  
This has a moderate effect, with a one-standard-deviation increase in the probability of 
finding a novel product, raising it by 5.7% at the mean values.31  

Explaining Differences Between Products. This section examines determinants of 
value for incremental and novel co-invented products. The product is the unit of 
observation —whether the product results from novel or incremental co-invention, 
whether the chosen web page or App is used, and how extensive the usage is. The 
predictors are features of the co-invention location from which the web page or app came.  

 

 

 
31 This is the difference of Pr(12.67 + 10.65*.97 + .019*34.73 + 0.012*34.73) = 0.103 and Pr(12.67 + 10.65*.97 
+ .019*34.73) = 0.046.  
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Table 14 Summary statistics for Product variables. 

Var N obs Mean S.D Min Max 
Endogenous      
Product novel 2410 0.68 0.47 0 1 
Ln(Usage of novel 
product) 

1646 5.41 1.98 -3.42 13.62 

Ln(Usage of inc product) 777 4.70 1.83 -2.55 10.56 
Web (vs. Mobile App) 2410 0.53 0.49 0 1 
Exogenous (All)       
Ln(Other Novel Usage)  2,270 11.73 2.67 3.31 15.27 
Ln(employment) 2410 14.84 1.00 10.33 16.01 
Ln(Usage of firm’s other 
products)  

1737 .002 10.12- -22.85  14.16 

Computer Occ Share 2410 .040 .015 .007 .064 
Exogenous (Novel)       
Ln(Other Novel Usage)  1646 11.85 3.2168 0 15.27 
Ln(employment) 1646 14.91 0.95 9.17 16.01 
Computer Occ Share 1646 0.042 0.015 0.009 0.064 
Exogenous (Incremental)      
Ln(Other Novel Usage)  777 9.15 4.41 0 15.27 
Ln(employment)  777 14.63 1.20 10.73 16.01 
Computer Occ Share  777 0.035 0.013 0.007 0.064 

For Ln (Other Novel Usage), Ln(Usage of firm’s other products), and Ln(Other Inc Usage), reported statistics 
are over non-zero observations.  For them, the number of observations in column (2) reflects that.  
Employment is total employment in the region where the product was commercialized and is always positive.  
Share of employment in computer occupations is also defined at the regional level.  
 

Descriptive statistics are in Table 14, and definitions are in Table 15.  There are three 
samples.  The first sample is all products. It has 2410 observations (out of 2426 products) 
because a) 12 products were outside the 588 statistical regions and b) we lost 12 cities 
containing 14 products due to missing values in some exogenous variables, typically 
Computer Occupations Share. 32   The other two samples include novel products (1646 
products, 1636 observations) and incremental ones (777 products, 773 observations) with 
losses to the same causes. For econometric reasons, seven observations are lost in one 
minor activity category when estimating the prevalence of the web instead of apps.33  

The change in the unit of observation (from regions in Tables 11, 12, and 13 to 
products in Tables 14, 15, and 16) matters for the distribution of the regressors.  First, the 
city-level regressors are now weighted by product count, not the city.   For example, the 
mean value for Employment and Computer Occ Share in Table 10 exceeds that in Table 13. 

 
32 The number of observations is 2410, not 2426. Computing occupation shares are missing for Bradford, PA; 
Carbondale-Marion, IL (2); Caribou, ME; Cookeville, TN; Edwards-Glenwood-Springs, CO (2); Fort Madison-
Keokuk, IA-IL; Grand Saline, TX; Houghton, MI; Monett, MO; Mount Shasta, CA; Norfolk, NE; Pullman-
Moscow, WA-ID; Sidney, NE; W Jefferson, NC.   
33 One industry dummy is a perfect predictor and is dropped. There are seven observations in this industry.   
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Second, this change also explains why fewer observations were lost to the missing 
Computer Occupation Share.  

 

Table 15 Variable Definitions 

Var Definition Sources.  
Sample Products A few small locations are missing some of 

the exogenous variables. 
Product novel Is this product incremental (0) or 

novel (1)?  
Authors calculation. 

Ln(Usage of novel 
product) 

Log of the usage of this novel 
product 

Authors calculation. Comes directly from 
raw data on product usage.  

Ln(Usage of 
incremental 
product) 

Log of the usage of this 
incremental product 

Authors calculation. Comes directly from 
raw data on product usage.  

Web (vs. mobile 
App) 

Is this product based on the web 
on a desktop or laptop (1) or a 
phone app (0)?  

Authors Calculation. 34   

Ln(Other Novel 
Usage) 

Log of the total of all other novel 
usages in the region for the focal 
product 

Author’s calculation. Not all products are 
co-located with another novel product.  We 
insert 0 for this variable and include a 
dummy for the event. 

Ln(Usage of other 
products within the 
firm) 

Log of the usage of products within 
this firm other than the focal 
product. Zero otherwise.  

Authors calculation. Comes directly from 
raw data on product usage. 

Dummy (no product 
within the firm) 

The firm supports only one 
product.  

Authors calculation.  

Employment Employment in region  SUSB from Census 
Computer Occ 
Share 

Share of occupations in the region 
that are computer-related  

BLS Occupational Employment Statistics. 
Only available for 260 areas. Lose obs from 
areas other than these 260.  

 

Table 16 estimates two probits and three OLS regressions where the observation is 
a product.  The regressors are features of the region except for product-class dummies, 
which are included in all specifications.   The first two and fifth columns have all products, 
with sample sizes as explained above.  The remaining columns look at only novel- or only 
incremental-regime products and have correspondingly smaller sample sizes.  

The first column examines whether a product is novel or incremental. At mean 
values, a one standard deviation increase in Other Novel Usage increases the probability 

 
34 These are loyalty programs and other arrangements. These seven variables are not used in the estimates of 
the different coefficients.   
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that a product is novel by 0.11, a moderate amount.35  The coefficient on employment 
indicates that products from firms in larger regions are less likely to be novel than 
incremental. Still, the impact of a one standard deviation increase is -0.12%, which is a tiny 
economic effect.36 However, this effect is not robust to specification changes [from 
employment] to population levels.37 The coefficient on the share of computing 
occupations is positive but not significantly different from zero. Other features of the 
region where a product originated do not matter. In sum, there is only one robust finding: 
novel products are more likely when their co-inventors are located near other novel co-
inventors. We are careful not to interpret the effect as causal at the firm or product level. 
Still, the results are consistent with an agglomeration explanation for novel co-invention.  

 

Table 16 Determinants of novel or incremental products 

 Probit Probit OLS OLS OLS 
Variable Product 

novel 
Web (not 
App) 

Ln(usage 
of novel 
product) 

Ln(usage 
of inc 
product) 

Ln(usage of 
product) 

Ln(Other Novel 
Usage) 

0.14*** 
(0.021) 

 .069** 
(0.034) 

-0.014 
(0.048) 

 

Ln(Other product 
within the firm) 

    0.034*** 
(0.0047) 

Ln(Employment) -0.28*** 
(0.053) 

0.0 
(0.0) 

-0.072 
(0.094) 

0.43*** 
(0.11) 

0.15*** 
(0.040) 

Computer Occ Share 3.73 
(2.87) 

-11.91*** 
(1.99) 

0.903 
(5.27) 

10.81** 
(5.54) 

8.93*** 
(2.77) 

Dummy (no neighbor) -0.20 
(0.20) 

 0.67 
(0.45) 

0.42 
(0.37) 

 

Dummy(No product 
within the firm) 

    -0.16* 
(0.087) 

Constant 1.78*** 
(0.80) 

0.39 
(0.34) 

6.50 
(1.67) 

-1.95 
(1.47) 

2.57*** 
(0.76) 

Prd class effects? Yes Yes Yes Yes Yes 
N obs 2410 2403 1636 773 2410 
(Pseudo) R-sq 0.21 0.113 0.049 0.19 .0885 

Sources and definitions: see Table 15. 

The second column examines whether the product is web-based instead of an app. 
The only predictor that matters is the computer occupational share, which correlates with 

 
35 At mean values for all variables, with the categories being Arts and Entertainment, this is equivalent to a 
2.68 increase. This leads to an 11.1% increase in probability. The change in probabilities is the difference of 
Pr(0.59 + 2.68*0.14) = 0.833 and Pr(0.59) = 0.722.  
36 At mean values for all variables and with the categories being Arts and Entertainment, a 1.5 increase in log 
population leads to a decrease in the probability of being novel by 12.2%. That is the differences of Pr(0.59 + 
(1.5)*0.28 = 0.844 and Pr(0.59) = 0.722. 
37 In that case, the effect is not statistically significant. 
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a higher (lower) probability of being an app (web). The effect is moderate. At mean values, a 
one-standard-deviation increase in occupation share leads to a 5.7% rise in the probability 
of being an app.38 Our interpretation is that there is a tendency, whether due to capability, 
developer preference, or strategic direction, for products utilizing newer technology (such 
as mobile) to be supplied by firms in markets with more technically skilled workers.  

The following column predicts usage for novel products. The total of all other novel 
uses in the region has a positive and statistically significant effect, with an elasticity of 
6.9%. A one-standard-deviation increase in the other novel uses leads to a 0.22 increase in 
the usage of the focal product, which is just under half of one standard deviation of the 
endogenous variable. This is a significant effect. It reflects the clustering of successful 
novel products around one another, while column 1 shows only a modest tendency for all 
novel products to cluster. This effect is identified from the largest clusters in the data – San 
Francisco, Los Angeles, New York, and Seattle - and contrasts with the absence of clusters 
in many other regions. Furthermore, employment does not matter for novel products or the 
share of computing occupations. We also checked for other robustness and found no 
qualitative difference.39   

The fourth column examines incremental product usage and contains a story 
different from that of column 3 for novel product usage. The total of all other novel uses in 
the region does not predict the value of incremental products. However, two factors that 
did not shape novel products shape incremental ones. Incremental products are 
increasing in the region’s employment and computing occupation share. The magnitudes 
are large. The elasticity for the population is 0.43, a comparatively large effect consistent 
with the intuition that the size of the existing market is a crucial cause of (and limitation on) 
co-invention value. Computing Occupations Share also has a small effect. A one standard 
deviation addition leads to an increase of 0.14 in the endogenous variable, which is only 
10% of one standard deviation of the endogenous variable, a comparatively small effect. 
We tested for robustness and found no qualitative change. 

The fifth column examines whether product usage benefits from the presence of 
another product within the same firm. Economies of scope in distribution could produce a 
positive coefficient. A zero or negative estimate would reject that hypothesis. The 
estimates indicate that a product from multiproduct firms gains 16% more usage than a 
product from single-product firms. That could arise from unobservable assets contributing 
to the appeal of both products within a firm, such as an unobservable managerial talent at 

 
38 At mean values, and presuming the category is Arts and Entertainment, this number arises from the 
difference between Pr(-0.08) = .468 and pr(-0.08 – 0.015*11.91) = 0.401.  
39 For example, the inference is not sensitive to specifying other neighbors in log form.  
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large firms, and, as such, does not definitively show the presence of economies of scope. 
The coefficient on other products in the firm estimates a point elasticity of 3.4%, a small 
effect. In other words, this is consistent with scope economies, but only the largest firms 
with many successful products gain, and they gain little. The coefficients on employment 
and computer occupational share decline but remain statistically significant. This latter 
result may arise because multiproduct firms are located in regions with high employment 
and computer occupational share. Still, it does not turn the coefficients in either of those 
two to zero, indicating that all the factors matter.  

Summary. The co-invention regimes for incremental and novel products differ. 
Products with novel and incremental co-invention have different relationships with 
business assets available locally. Local external effects among commercializers are 
critical for novel co-invention, while existing firm assets are often deployed in incremental 
co-invention.  In other words, the two innovation regimes differ not only in the sources of 
innovation benefits but also in the sources of low innovation costs.  The best predictor of 
novel activity is a cluster of other firms doing novel activity. That is observably the same as 
a big city with lots of skilled labor. Hence, those statements are about the equilibrium, not 
the unique cause. 

 

8. Conclusion 
This study uncovers a previously unknown economic structure underlying the 

distribution of returns to a new, successful, widely used general-purpose technology. Co-
inventing firms vary in their aspiration for co-invention after adopting technology, with 
some merely putting existing services in a new delivery vehicle, yielding incremental value. 
In contrast, others build some of our era's most valuable new businesses. Novel and 
incremental co-inventions involve distinct investment margins, yielding different 
distributions of private value. The existence of these two regimes and the limitations of 
each do much to explain the overall, sectoral, and geographical distribution of private 
returns to innovation.  

The primary feature of the model is that the two co-invention regimes are different.  
This study shows that holds for CCTs as shown by ample evidence.  Incremental regime 
co-invention returns are broader and shallower.  They cover a wider swath of industries 
and places with smaller returns than novel regime returns.  Notably, they lack the upper 
tail of returns to novel co-invention.  In contrast, the novel regime returns have a narrow 
but deep distribution, with extraordinary returns in a few firms, industries, and locations. 
"The two regimes differ in outcomes because they differ in their underlying economics. 
Deep dives into the experiences of local radio and newspapers revealed that the private 
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returns on incremental change were associated with the value of existing assets, the size 
of the city served, and the managerial decisions required to address a challenging market 
environment. Analyses of various industries and firms showed that the investment in 
incremental co-invention followed the distribution of pre-existing economic activity and 
was insensitive to the presence or amount of novel co-invention in a large city. Hence, 
investment in incremental co-invention looks the same in San Francisco and Des Moines 
as in Minneapolis and Atlanta.  

In contrast, the novel regime has significantly higher returns and adjustment costs 
for an existing firm seeking to take advantage of CCTs. The most significant economic 
gains also come from the most challenging activities; from most firms’ perspectives, these 
challenges act as a deterrent. This rationalizes existing firms' tendency toward incremental 
co-invention. As a result, high returns to novel CCT use, far from leveraging pre-existing 
firm assets, are confined mainly to new enterprises. 

Investment in novel co-invention could be traced to a narrower facet of pre-existing 
economic activity, principally technical and domain knowledge residing in existing firms 
and related labor markets. Much of that knowledge did not lead to success except in a few 
atypical firms that understood how to implement novel co-invention. The evidence points 
to access to labor markets in a few geographic regions – San Francisco, Seattle, Los 
Angeles, and New York City. Such concentration could be a symptom of social-scale 
economies, resulting from shared knowledge, while indicating that the gains do not spread 
widely across the US economy.  

The observation has two crucial implications: knowing a lot about a business brings 
high adjustment costs to serving it in a new way. At the firm level, it means the most 
knowledgeable firms often bow out of attempting novel change. At the economy-wide 
level, it limits the successful exploitation of the new opportunity to a few industries or parts 
of industries where outsiders can thrive without deep domain knowledge. The outsider 
opportunity also takes on different roles in media, entertainment, advertising, and retail 
than in other mass-market industries, such as healthcare or transportation. Those 
economic forces create narrow opportunities in each industry and limit potential spillovers 
from the co-invention experience in one industry into another. The stark industrial 
narrowness of novel CCT-based innovation followed. 

Much of the novel co-inventions came from just a few industries. There are entry 
paths for small businesses in media, entertainment, retail, and advertising, whether they 
are startups or new companies inside existing firms. Many of the novel innovators in our 
dataset started with a small, highly digital operating structure and found ways to grow it. 
Indeed, all of the most significant novel innovators followed that path.  Not every mass 
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market industry has such a path. For example, in healthcare, the most important novel 
innovators are outside the existing healthcare provider and healthcare finance segments 
and have little prospect of entering them. The lack of a path is characteristic of most mass-
market businesses. 

This points to a more general lesson about when to introduce new classifications 
into economic analysis, like our new product classification. NAICS codes are more helpful 
for measuring gains within established product markets, not when economic activity seeks 
to create value by upsetting the status quo. We see this dichotomy with CCTs precisely 
because of the two regimes. Novel co-invention generates the most private value by 
upsetting the status quo, whereas incremental co-invention does not. It follows that NAICS 
should work well in measuring incremental co-invention and not as well in measuring 
novel. This is, indeed, what the evidence illustrates. More broadly, this result suggests that 
introducing novel categorizations more frequently in research about high-value novel co-
invention may be beneficial. 

The model of two regimes has further implications for the distribution of gains from 
technology adoption across economic geography. When looking for new geographical 
centers above and beyond greater Seattle and the SFBA, we see the emergence of New 
York and Los Angeles as new centers of co-invention.  Co-invention relies on domain 
knowledge, and those two cities have many potential entrepreneurs or founders of new 
businesses inside a firm with media and entertainment knowledge.  There is some 
broadening to more than four cities, to be sure. However, this further geographical 
broadening consists mainly of incremental innovation that creates incremental value. 

That points to a general lesson about the death of distance (Cairncross, 1997), a 
phrase that encapsulates a larger research agenda investigating the consequences of 
deploying the internet geographically ubiquitously. It could have meant “produce anything 
anywhere” or “producers anywhere can reach anyone.” The analysis showed that a 
producer who wants to “broaden the geographical reach and engagement of their product” 
is not the same as “A producer could produce that product from anywhere.” Skilled labor 
markets for technical and domain knowledge limit production.  In other words, novel co-
inventions around CCTs do not appear attractive as an investment outside of a few 
significant clusters (e.g., SFBA, NYC, LA, Seattle).  

Our finding of narrowness contrasts with the common view in Growth 
Macroeconomics that “diffusion is speeding up” (Jones, 2016; Aghion, 2024). A commonly 
cited example is the smartphone, which diffused more rapidly than PCs in an earlier 
generation. “Diffusion is speeding up” is only correct if the adoption of any use defines 
adoption, and economic growth arises from the initial consumer surplus generated by 
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adoption. The more informative question for GDP, however, is whether any other firms 
gained from the diffusion of smartphones in addition to the smartphone suppliers. The 
crucial question becomes: Was co-invention speeding up or slowing down while the 
technology diffused? The growth and diffusion of co-invention, especially novel co-
invention, created most of the value and economic growth. In the present study, the 
diffusion of novel co-invention is the gating factor for growth. We suspect that the Growth 
Macroeconomists did not mean to de-link diffusion from aggregate economic 
development when they said it was speeding up.  While we do not focus on policy, the 
Growth Macroeconomists are; their mistake about what is going on gives the wrong metric 
for policy formation or analysis.  

More broadly, we are led to reconsider existing intellectual structures for studying 
innovation. Co-invention is understudied because it does not appear in conventional 
innovation measurement, and a routine form for measuring its economic contribution does 
not yet exist in the traditional measurement of GDP. Yet, it is a form of investment linked to 
productivity advancement and economic growth. It is also common, as firms often choose 
to co-invent when they invest in complementary processes while adopting new IT. At the 
same time, it is easily misclassified because it involves an adopter building their software, 
procuring custom software, and inventing new business processes. It is also not 
straightforward to characterize because ambitious co-invention – and creating a new 
business process or attribute in a service – invariably consists of more than cost reduction 
and additional numbers in an income statement. These transactions escape the attention 
of the conventional metrics for assessing inventive investments. They may not necessarily 
be classified as conventional R&D or instruments for capturing value from innovation, such 
as patents. Initiatives require using skilled labor, and the skills are not solely technical. 
Domain knowledge is also crucial, particularly for developing new services.   Yet their costs 
and success are a very significant bottleneck for aggregate growth. 

The themes that arise with CCTs continue observations about other significant 
GPTs, such as the productivity gains and displacements wrought by the diffusion of 
electrical power (DuBoff, 1979; David, 1990; David and Wright, 2003). Every significant 
inventive episode in information technology has given rise to a sizeable amount of co-
inventing activity and variance in returns. For example, two regimes arose in the earlier use 
of the Internet (Forman et al., 2005), where most firms participated with email and 
browsing, while only some invested in enhancing their business processes. This is also 
evident in the latest round of frontier-stretching IT invention, Artificial Intelligence, which 
has a few dramatic uses, successful applications in a small subset of firms (McElheran et 
al., 2024; Bresnahan, 2024), and a long tail of thus far incremental applications of large 
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language models. We look forward to co-invention analysis taking a more central role in 
analyzing the economic returns from technologically inventive episodes.  
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