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ABSTRACT

This paper examines how AI tools that excel at interpolating existing knowledge affect scientific 
research directions. Using a model where AI assists both scientists (S-AI) and decision-makers 
(DM-AI), it is shown that AI’s impact on research novelty is non-monotonic and depends critically 
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regime, scientists “work to the AI,” constraining novelty to match AI’s operational range. Only 
with sufficiently advanced DM-AI do scientists unambiguously pursue more novel research. The 
strong complementarity between AI capabilities and knowledge gaps means that moderate AI may 
reduce research ambition. These findings challenge the conventional wisdom that interpolative AI 
uniformly pushes science toward consolidation, revealing a nuanced relationship between AI 
capabilities and scientific progress instead.
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1 Introduction

The rapid development of artificial intelligence (AI) is fundamentally reshaping the

landscape of scientific discovery and innovation. A key feature of current AI sys-

tems, particularly large language models (LLMs), is their ability to synthesise and

recombine existing knowledge to provide precise answers to queries. These models are

trained on vast corpora and effectively distil patterns from their data, functioning as

massive, implicit knowledge bases. Empirical studies have demonstrated that LLMs

can recall and integrate factual knowledge to answer queries, at times outperform-

ing human specialists by identifying latent patterns in the literature (Ludwig and

Mullainathan (2024)).

Notably, these AI tools do not generate fundamentally new knowledge outside

existing domains; rather, they excel at high-dimensional interpolation, minimising

uncertainty within the boundaries of established data while frequently failing at ex-

trapolation.1 This limitation suggests that what often appears as creativity—such

as solving International Mathematical Olympiad problems—is more accurately de-

scribed as an efficient search through a manifold of known techniques, rather than

the invention of new conceptual tools (Gowers, 2025; Buzzard, 2024). Empirical

evidence from 2025 reinforces this distinction: independent evaluations found au-

tonomous agents often misclassify well-established techniques as “novel” due to a

lack of semantic understanding (Beel et al., 2025). Even recent high-profile experi-

ments intended to demonstrate scientific acceleration often underscore this reliance

on existing knowledge boundaries (Bubeck et al., 2025). For instance, Bubeck et

al. (2025) describe a case where GPT-5 generated a proof for clique-avoiding codes

that the authors initially believed was a novel breakthrough, only to later discover

the model had reproduced a result published nearly three years prior by Noga Alon;

a striking instance of deep retrieval masquerading as invention. Similarly, in theo-

retical physics experiments regarding black hole symmetries, the model failed when

prompted “cold” and only succeeded when “warmed up” with a simplified, flat-space

analogue, suggesting it was mapping a known solution template rather than deriv-

1Critics like Bender et al. (2021) describe them as “stochastic parrots” that reassemble linguis-
tic fragments without true comprehension, while Marcus (2020) calls them “pastiche machines.”
Although some argue that these models can yield seemingly novel connections Doshi and Hauser
(2024), the prevailing view remains that their creative output emerges primarily from interpolating
extant data.
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ing new physical principles de novo (Bubeck et al., 2025). Even the purported “new”

proofs in combinatorial mathematics were achieved only through sophisticated expert

scaffolding, where the AI’s role was effectively confined to executing complex stability

arguments and algebraic identities within a search space strictly defined by human

experts (Bubeck et al., 2025). Furthermore, in the applied sciences, this interpolative

nature leads to a “structural homogenisation,” where generative models prioritise

safe, mode-seeking outputs over the risky, tail-distribution discoveries required for

genuine breakthroughs.2 Thus, while mathematicians like Tao (2025) note that AI

acts as a “force multiplier,” the prevailing consensus remains that these systems pro-

vide statistical synthesis rather than the explanatory why, leaving the essential task

of conceptual extrapolation to human scientists.

This paper examines this issue using an economic model that takes seriously the

notion that AI operates predominantly within established knowledge domains. The

research question examines the impact of the availability of such interpolative AI tools

on the nature of knowledge created through research and science. The novelty is to

consider AI tools not simply as an input into the scientist’s knowledge production

function, but to examine how those tools, utilised by downstream decision-makers,

impact scientists’ choices regarding novel research. A standard intuition suggests

that if AI tools only interpolate existing points, scientists will be pushed toward

consolidation rather than expansion.3 However, this intuition neglects the use of such

knowledge that itself is impacted by AI.4

Our analysis extends the framework of Carnehl and Schneider (2025) (hereafter

CS), who treat scientific knowledge as discovered question–answer pairs and model re-

search as a costly search process, with rewards tied to decision-making improvements.5

2For instance, a 2025 review of AI-generated drug candidates found that over 58% of molecules
exhibited high structural similarity (Tc > 0.4) to existing training data, leading to a pipeline of
derivative “me-too” drugs rather than novel therapeutic classes (Xie et al., 2025). Similarly, “ad-
versarial” tests on DeepMind’s AlphaFold 3 revealed that when key binding residues were computa-
tionally mutated to physically block a ligand, the model often ignored the new physical constraints
and “hallucinated” the ligand into the known binding pocket anyway, effectively interpolating the
answer from its training memory rather than simulating the underlying physics (Analytics, 2025).

3The economics literature has explored AI’s role in scientific research efficiency. Cockburn et
al. (2019) and Agrawal et al. (2019) emphasise AI as a general-purpose technology that reduces
uncertainty and facilitates recombinant innovation. Aghion et al. (2019) suggested AI might catalyse
new knowledge accumulation analogous to historical industrial revolutions.

4This relates to literature on the direction of scientific innovation (Acemoglu (2011), Bryan and
Lemus (2017), Hopenhayn and Squintani (2021)) and how AI may alter it (Gans, 2025b), including
concerns about AI training data (Gans, 2024).

5This framework adapts Callander (2011)’s model of trial-and-error innovation using Brownian
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Traditionally, scientists balance novelty with reliability, and CS explore when novel

research is socially underprovided.

We introduce an AI tool employed by decision-makers and identify conditions

under which AI fundamentally alters scientists’ incentives. AI affects research through

a strong complementarity between scientific novelty and decision-making precision:

when discoveries combined with AI can markedly enhance decision accuracy, scientists

strategically target domains that maximise AI-enabled improvements. The model

predicts a non-monotonic response to AI capability. With limited AI range, scientists

ignore AI; in a moderate regime, they “work to the AI,” matching its range; and only

with sufficiently advanced AI do they pursue more novel research. Thus, AI’s impact

depends critically on capability thresholds rather than being uniformly positive or

negative.

The remainder of this paper is organised as follows. Section 2 presents the model

framework, building on CS, introducing the knowledge structure based on Brownian

motion, decision-makers’ use of knowledge, and scientists’ research choices. Section

3 analyses the impact of Scientist AI (S-AI) alone, confirming that cost reductions

for deepening knowledge lead to more consolidation. Section 4 examines Decision-

Maker AI (DM-AI) in isolation, revealing the non-monotonic relationship between AI

capabilities and research novelty, including the “work to the AI” phenomenon. Section

5 combines both AI tools, showing how S-AI and DM-AI interact as substitutes or

complements depending on their relative capabilities. Section 6 considers a number

of extensions, while Section 7 employs empirical implications. Section 8 concludes

with discussions of welfare implications.

2 Model

This section develops the environment used to study the interplay between scientific

discovery and artificial intelligence (AI). In CS, knowledge is represented as a con-

tinuous process over a one-dimensional domain, and discoveries are drawn from a

Brownian motion. That model provides a systematic way of considering how existing

knowledge points are used both by decision-makers in applying knowledge to inform

their actions and how those knowledge points impact the costs of discovery by scien-

motion, where greater “distance” from known designs entails higher uncertainty but also higher
potential reward.
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tists in generating new knowledge points. As such, it represents a suitable approach

for considering how AI tools, that themselves utilise existing knowledge, will impact

the choices of new knowledge points.

2.1 Knowledge and Questions

The foundation of the model is questions asked of (or by) decision-makers and the

existence of answers to particular questions. Questions are indexed by the real line R.
Each question x ∈ R has a unique answer y(x) ∈ R. Following CS, we model answers

as sample paths of a standard Brownian motion {Y (x) : x ≥ 0} with Y (0) = 0. This

approach, employed originally by Callander (2011), captures the idea that nearby

questions tend to have similar answers and that uncertainty grows with distance.

Formally, for 0 ≤ s < s′, the increment Y (s′) − Y (s) is normally distributed with

mean 0 and variance s′ − s, and sample paths are continuous almost surely. The

finite set of known question–answer pairs at time t is denoted Ft = {(xi, y(xi))}kti=1,

ordered so that x1 < · · · < xkt . These points summarise past discoveries and form the

basis for beliefs about unknown questions. We set Ft = F , representing the existing

knowledge state, in what follows, as our primary focus is on static impacts.

Conditional on existing knowledge F , the answer to an unknown question x is

normally distributed

Y (x | F) ∼ N
(
µx(F), σ2

x(Ft)
)
, (1)

where µx(F) and σ2
x(F) are the posterior mean and variance implied by Brownian

motion. If xi and xi+1 are adjacent known points, the variance of the conjecture at a

point x ∈ [xi, xi+1] depends only on the distance d = x− xi from the nearest known

point and the gap length X = xi+1 − xi:

σ2(d;X) =
d (X − d)

X
. (2)

Variances are smallest near known points and largest at the midpoint of the interval.

2.2 Decision–Makers and the Value of Knowledge

A representative decision–maker (DM) uses available knowledge to choose actions.

For each question x, the DM either acts (choosing a(x) ∈ R) or abstains (a(x) = ∅).
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Actions yield payoffs according to a quadratic loss function:

u(a(x), x) =


0, if a(x) = ∅

1− (a(x)− y(x))2

q
, if a(x) ∈ R,

where q > 0 measures the importance of precision. A larger q makes precision less

critical: the DM is willing to act under higher posterior variance, and errors are

penalised less severely. The expected quadratic loss is minimised by choosing the

posterior mean, so the DM acts with a∗(x | F) = µx(F) whenever uncertainty is suf-

ficiently low; otherwise the DM abstains. In particular, the DM acts only if σ2
x(F) ≤ q,

in which case the expected payoff from using knowledge at x is

1− σ2
x(F)

q
. (3)

Integrating over all questions yields the total value of knowledge

v(F) :=

∫ ∞

−∞
max

(
1− σ2

x(F)
q

, 0
)
dx, (4)

and the marginal value of adding a new point x is V (x;F) := v
(
Ft ∪ {(x, y(x))}

)
−

v(F). When the gap between adjacent knowledge points has length X, the maximum

posterior variance within that interval is X/4, achieved at the midpoint. Thus, the

DM acts everywhere in that interval if and only if X ≤ 4q.6

2.3 Scientist Choices

Scientists contribute new knowledge by selecting questions to investigate. We assume

that each research project succeeds with probability one, so there is no choice over

search intensity.7 Let the gap containing the candidate question have length X,

and let d ∈ [0, X/2] denote the distance from the nearest known point. Novelty is

valuable because discoveries far from existing knowledge reduce uncertainty over a

6The online appendix provides more details of the CS approach.
7CS allow scientists to choose both the research location and the probability of success ρ ∈ [0, 1].

We simplify by setting ρ = 1 for all projects. Scientists, therefore, decide only where to conduct
research. This eliminates effort as a decision variable and focuses on the spatial trade–off between
exploring novel areas and deepening existing ones.
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larger region, but the cost of such discoveries increases with variance. We follow CS

and model the cost of conducting research at distance d in a gap of length X as

c(d;X) = η σ2(d;X), (5)

where η ∈ (0, 1] is a cost parameter.8 Since success is guaranteed, the scientist’s

payoff from discovering an answer at distance d is

U(d;X) = V (d;X)− η σ2(d;X). (6)

Scientists choose the gap X (i.e., which interval to fill) and the position d within that

gap to maximise U(d;X). Larger gaps offer greater scope for reducing uncertainty

but also involve higher costs, and the benefit function V (d;X) is concave in d for a

fixed X.

2.4 Choices without AI

Before considering AI, it is useful to summarise the research patterns that arise when

only human scientists produce new knowledge. Following CS, there are two basic

modes of discovery:

• Deepening knowledge occurs when scientists investigate questions that lie

between two existing knowledge points (xi, y(xi)) and (xi+1, y(xi+1)). Filling in

these gaps increases the density of knowledge within an established domain.

• Expanding knowledge, by contrast, involves exploring questions beyond the

current frontiers. This pushes the boundaries of knowledge outward into previ-

ously unexplored territory.

8In their Online Appendix, CS provide a microfounded sketch that justifies this specification of
research costs. A scientist chooses measurement precision (e.g., number of observations) so that the
posterior variance falls below a certification threshold v̄. With Gaussian interpolation the posterior
variance after n independent observations scales as σ2(d;X)/n, so meeting v̄ requires n = σ2(d;X)/v̄
and a resource cost c0 n. Imposing our maintained assumption of guaranteed success (ρ ≡ 1) collapses
the success margin and yields the reduced–form cost used in the text,

c(d;X) = η σ2(d;X), η :=
c0
v̄
,

where η collects the unit cost of precision (c0) and the accuracy standard (v̄). This linear–in–variance
form is the envelope of the CS primitives once the success margin is fixed; see Carnehl and Schneider
(2025), Online Appendix, for details.
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These strategies trade off novelty against precision; the dimension of interest in our

exploration of the impact of AI. When scientists expand knowledge by discovering at

a distance d beyond the current frontier, the gross value of the new knowledge bridge

simplifies to

V (d;∞) = d− d2

6q
, (7)

for d ≤ 3q.9 This benefit increases with distance up to d = 3q and then decreases,

reflecting diminishing returns to pushing further into unknown territory. When deep-

ening knowledge within a gap of length X, the incremental value is

V (d;X) =
d (X − d)

3q
, (8)

which is maximised at the midpoint d = X/2.10

Our focus here is on the scientists’ choice of project location. Consider first a

choice of expanding knowledge. The private payoff from an expansion step is U0
E(d) =

V (d;∞)− ηd = d(1− η)− d2/(6q), maximised at d⋆0 = 3q(1− η) with payoff:

U0,⋆
E =

3q

2
(1− η)2. (9)

Hence, expansion steps shorten with a higher research cost η < 1, vanishing as η →
1.11

By contrast, deepening, such as placing a point inside a gap of length X, yields

the private payoff U0
D(d;X) = V (d;X) − η d(X − d)/X. The term d(X − d)/X is

maximised at d = X/2, so the unique optimal placement is the midpoint whenever

deepening is worthwhile. The maximal payoff is

U0,⋆
D (X) =

X2

12q
− ηX

4
, (10)

9This expression represents the gross value of the new knowledge bridge. Consistent with the
model’s structure, we assume the scientist captures the surplus generated by the new bridge, while
the DM retains the value of the pre-existing frontier activity.

10Both expressions follow from integrating max{1−σ2(d;X)/q, 0} over the affected interval, using
σ2(d;X) = d(X − d)/X for x ∈ [xi, xi+1] and σ2(d;∞) = d beyond the frontier.

11Concavity is immediate; ∂UE/∂d = 1 − η − d/(3q) vanishes at d⋆0 = 3q(1 − η) and the second
derivative equals −1/(3q).
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and deepening is chosen only if X > 3qη.12

Comparing (9)–(10) delivers a unique threshold X̃ at which a scientist is indifferent

between deepening the midpoint and taking the optimal expansion step:

X̃ =
3q

2

[
η +

√
η2 + 8(1− η)2

]
∈

[
3q, 3

√
8

2
q
]
. (11)

For X < X̃ expansion is preferred; for X > X̃ deepening is preferred.13

2.5 Capabilities of the AI Tools

We now introduce two interpolation–style AI tools that operate on different margins.

Decision–maker AI (DM–AI) improves how existing knowledge is used; Scientist

AI (S–AI) reduces the cost of creating new knowledge within established domains.

Each tool is described by a quality parameter (how strong the assistance is) and an

operational range (how far that assistance extends).

DM–AI (benefit side). DM–AI is characterised by a pair of parameters: a quality

αD ∈ (0, 1] and a range RD > 0. If a point x lies in a gap of length X ≤ RD the

posterior variance used by the DM is multiplied by αD; outside this range there is no

help:

σ2
DM(x | F) =

αD σ2(x | F), X ≤ RD,

σ2(x | F), X > RD.

This variance scaling enlarges the set of questions on which the DM is willing to act.

For example, because the midpoint variance on a gap of length X is X/4, the DM

acts everywhere on that gap whenever X ≤ min{RD, 4q/αD}. Aggregating over x

yields a simple value expression for an interval of length X:

V (X;αD, RD) =


X − αDX

2

6q
, X ≤ RD

X − X2

6q
, X > RD.

(12)

12UD(d;X) = d(X−d)
X

(
X
3q − η

)
is strictly concave in d on [0, X/2], maximised at d = X/2. The

coefficient X
3q − η changes sign at X = 3qη.

13Set U0,⋆
D (X) = U0,⋆

E and solve the quadratic X2

12q − ηX
4 = 3q

2 (1 − η)2 for X, selecting the larger

(economically relevant) root. The stated range follows by varying η ∈ [0, 1].
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Hence, stronger DM–AI (smaller αD, larger RD) raises the marginal value of discov-

eries that keep induced gaps within range.14

S–AI (cost side). S–AI is characterised by a parameter pair: a quality αS ∈ (0, 1]

and a range RS > 0. As with DM-AI, S–AI assists only with interpolation; it reduces

the cost of deepening an existing gap of length X and does not assist expansion

beyond the frontier (which has only one anchor). With baseline cost parameter η > 0

and Brownian variance σ2(d;X) = d(X−d)/X, this changes scientist deepening costs

to:

cdeep(d;X) =

η αS σ
2(d;X), X ≤ RS,

η σ2(d;X), X > RS,
(13)

and leaves expansion costs unchanged: cexpand(d) = ηd. Thus, stronger S–AI (smaller

αS, larger RS) acts as a proportional discount on the deepening cost whenever the

operative gap is within its range.

3 Research Choice with S-AI

We begin with the impact of AI on the supply side of knowledge creation in a set-

ting where only S-AI, which reduces the cost of “deepening” projects within a fixed

distance RS but does nothing for forward “expansion” steps, exists.

Without any AI, expansion yields the familiar benchmark payoff U0,⋆
E = 3q

2
(1−η)2.

Deepening a gap incurs a cost proportional to the gap length; under S-AI, this cost

is scaled by αS < 1 whenever the entire gap lies within the tool’s range RS. Solving

for the optimal placement within a gap of length X gives a concave value function,

US,⋆
D (X) =

X2

12q
− ηeff(X)X

4
, ηeff(X) =

αSη, X ≤ RS,

η, X > RS.
(14)

Inside the tool’s range the discount rate η is replaced by a lower effective rate αSη,

reflecting S–AI’s cost reduction.

Scientists choose to deepen a gap whenever US,⋆
D (X) exceeds the expansion payoff.

14A more complex specification might involve αD being a function of L. However, the main
qualitative results do not change significantly as a result of this addition.
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Figure 1: Impact of S-AI

Equating (14) with U0,⋆
E and solving for the positive root yields a threshold

X̃S(η, αS) =
3q

2

[
αSη +

√
α2
Sη

2 + 8(1− η)2
]
. (15)

Differentiating (15) with respect to αS shows that ∂X̃S/∂αS > 0, so X̃S falls as S–AI

improves. In other words, improving the static AI encourages scientists to fill smaller

gaps that they would otherwise bypass in favour of expansion.

Two regimes arise depending on how X̃S compares to the tool’s range RS and the

benchmark deepening threshold X̃ (obtained from Section 2.4).

• If X̃S < RS < X̃, scientists use S-AI to deepen when X ≤ RS, they expand

when RS < X < X̃ (because the gap is too large for S–AI yet too small for

unassisted deepening), and they resume deepening for X ≥ X̃. See Figure 1.

Thus, S-AI increases the areas where deepening is chosen, but, interestingly,

not in a contiguous manner.

• If RS ≥ X̃, S–AI covers all gaps that would be deepened in the benchmark.

The effect of S–AI is then monotonic: better S–AI lowers X̃S and, therefore,

increases consolidation throughout.

This confirms the standard intuition that the interpolative nature of AI will push

research choices towards deepening over expansion with more novel points. Interest-

ingly, though it shows that, for intermediate values of RS, these changes may arise

within distinct “pockets” of existing knowledge.

The assumption that S–AI applies only within existing gaps is not essential. Al-

lowing the tool to extend slightly beyond gap boundaries reduces the cost of very small

expansion steps but leaves the deepening–versus–expansion comparison qualitatively

unchanged. If S–AI applied uniformly for all distances (i.e., RS = ∞), both expan-

sion and deepening costs would be scaled by αS and the threshold in (15) would

10



coincide with the benchmark threshold under a rescaled cost parameter η → αSη.

This exercise underscores a central point: the impact of S–AI stems not from cost

reduction per se, but from its differential effect on deepening versus expansion. Uni-

formly cheaper research would simply scale overall research intensity without altering

scientists’ directional choices.

4 Scientist Choice with DM-AI

While the application of S-AI tools confirms the standard intuition that AI will lead

to more consolidation in scientific choices, as pointed out in the introduction, AI is

also applied at the “use” level downstream of scientific research. DM-AI improves

decision-making outcomes but works like S-AI in that improvements only arise if it

can span existing knowledge points. Critically, however, the anticipation of using (or

activating) DM-AI will feed back to have an indirect impact on scientists choices as

they anticipate both DM-AI’s use as well as the fact that the creation of knowledge

points can activate such use. That said, as we will see in this section, where we focus

exclusively on the impact of DM-AI, these effects have an impact on both knowledge

deepening as well as expansion.

4.1 Expansion: Work to the AI

The first task is to examine the threshold of RD such that the scientist chooses to

“work to the AI” (that is, expects the DM to adopt AI and so chooses a new knowledge

point such that d ≤ RD. If it does this, the net value is V (d)− ηd, so the scientist’s

objective is

UD
E (d) = (1− η)d− αDd

2

6q
(d ≤ RD), (16)

strictly concave with unconstrained maximiser d⋆E = 3q(1−η)
αD

. For d > RD it reverts to

U0,∗
E (d). Given this, the level of RD, that we will term, R̃D, that leaves the scientist

indifferent between working to the AI or not equates UD,∗
E (d; R̃D;αD) and U0,∗

E (d):

(1− η)R̃D − αDR̃
2
D

6q
=

3q

2
(1− η)2 ⇔ R̃D =

3q(1− η)

αD

(
1−

√
1− αD

)
. (17)

R̃D drives expansion choices under DM-AI.
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Proposition 1. Consider the scientist’s choice to expand the frontier by a distance

d > 0. Then:

1. If RD < R̃D, the scientist ignores the DM–AI and chooses d = d0.

2. If RD ∈ [R̃D, d
∗
E), the scientist sets d = RD to ensure that the gap lies entirely

within the DM’s range. At RD = R̃D, novelty is below d0.

3. If RD ≥ d∗E, the scientist enlarges the step to d = d∗E > d0.

Proof. If the DM–AI can cover the entire new interval (d ≤ RD), the DM’s value is

V (d;αD, RD) = d− αDd2

6q
, and the scientist’s net payoff is, therefore,

UD
E (d;αD, RD) = V (d;αD, RD)− ηd = d(1− η)− αD

6q
d2. (18)

Differentiating, the first–order condition is 1− η − αD

3q
d = 0 (second–order condition

is −αD

3q
< 0), which gives d∗E = 3q(1−η)

αD
. This is valid only if d∗E ≤ RD; otherwise, the

payoff is increasing in d up to RD and maximised at the boundary d = RD.

If d > RD, the DM receives no interpolation benefit and the value is V (d; 1,∞) =

d− d2

6q
. The scientist’s payoff is U0,∗

E as it arose without AI. If RD < R̃D, the scientist

ignores the presence of AI and sets d = d0. This establishes part (i).

Next, suppose RD ∈ [R̃D, d
∗
E). For d ≤ RD, the scientist’s payoff is UD

E (d;αD, RD);

for d > RD, the payoff switches to U0,∗
E . We compare the payoffs at d = d0 and

d = RD. The difference is

RD(1− η)− αD

6q
R2

D −
[
d0(1− η)− d20

6q

]
.

Substituting d0 = 3q(1− η) and simplifying yields

RD(1− η)− αD

6q
R2

D − 3

2
q(1− η)2.

This is non-negative if and only ifRD ≥ R̃D. SinceRD < d∗E by hypothesis, the interior

maximiser d∗E lies outside the feasible region (d ≤ RD), so the scientist chooses the

boundary d = RD. This proves part (ii).

Finally, if RD ≥ d∗E, the interior maximiser d∗E is feasible. We compare UD,∗
E (d∗E) =

3q(1−η)2

2αD
to U0,∗

E = 3q(1−η)2

2
. Since αD ≤ 1, UD,∗

E (d∗E) ≥ U0
E, with strict inequality when

12



d0

RD
d∗ER̃D

Figure 2: Impact of DM-AI Capacity Improvement on Novelty Choice

αD < 1. Hence, the scientist chooses d = d∗E and novelty is strictly higher than d0.

This establishes part (iii) and completes the proof.

The “Work to the AI” regime can be understood as a voluntary “novelty tax” paid

by the scientist to secure an “AI subsidy.” In the sub-region where RD < d⋆0, the

scientist constrains their discovery to d = RD (below the natural optimum), accepting

a suboptimal location cost. In exchange, they unlock the subsidy αD, which lowers

the DM’s posterior variance and ensures adoption. The regime switch occurs exactly

when the value of the AI subsidy exceeds the cost of the novelty tax.

This result shows that there is a powerful countervailing force from the demand

side of knowledge production, whereby more powerful DM-AI (in terms of a higher

RD) drives the expansion choices of scientists. This yields, as depicted in Figure 2, a

non-monotonic response (with an interior minimum) of novelty to increases in RD or

improvements in αD. Specifically, as DM-AI improves, initially, it has no impact, and

scientists ignore its presence. After further improvement, the impact on knowledge

expansion will be to truncate it below the level chosen without AI.

4.2 Deepen: Prefer the Mid-Point

Turning to the impact of DM-AI on deepening, the interesting case is when the gap

X between the two known points is small enough that splitting it is worthwhile: if

the gap is large, the analysis is identical to knowledge expansion. Suppose a scien-

tist creates a new point at a distance d ∈ [0, X] from the left–hand anchor. The

13



informativeness of that choice depends on the DM–AI’s value from the two resulting

subintervals and on the cost of collecting a finer observation within the gap. Splitting

the gap at d yields

UD
D(d;X) =

[
V (d;αD, RD) + V (X − d;αD, RD)− V (X;αD, RD)

]
− η σ2(d;X), (19)

where σ2(d;X) = d(X − d)/X is the posterior variance from observing the gap at d.

Proposition 2 (Mid–point placement with DM–AI). Fix a legacy gap of length X > 0

between two known points. Then if X ≤ 2RD, d
D,⋆
D = X

2
; otherwise, dD,⋆

D = RD.

Proof. For a gap of length L within the DM–AI’s range, the value function satisfies

V (L) = L− αDL
2/(6q).

Splitting a gap of length X at d yields two subintervals of lengths d and X − d.

The DM’s incremental value from splitting is

∆V (d) = V (d;αD, RD) + V (X − d;αD, RD)− V (X;αD, RD).

Consider first the case where the gap is fully covered (X ≤ RD). Under this regime,

∆V (d) =
[
d− αDd2

6q

]
+
[
X − d− αD(X−d)2

6q

]
−
[
X − αDX2

6q

]
=

αD

6q

[
X2 − d2 − (X − d)2

]
,

which simplifies to ∆V (d) = αD

3q
d(X − d).

Consider next the range mismatch case (RD < X ≤ 2RD). Here, the baseline

unsplit gap exceeds the AI range, so V (X) = X−X2/(6q) (the no-AI value). However,

if the scientist splits near the midpoint, the resulting intervals d and X−d are within

range.

∆V (d) =
[
d− αDd2

6q

]
+
[
X − d− αD(X−d)2

6q

]
−
[
X − X2

6q

]
=

1

6q

[
X2(1− αD) + 2αDd(X − d)

]
.

In both cases, ∆V (d) depends on d only through the strictly concave term d(X − d),

which is maximised at d = X/2.

The scientist incurs a deepening cost of η σ2(d;X) with σ2(d;X) = d(X − d)/X.

Since both benefit and cost depend on d(X − d), the net payoff is maximised at

d = X/2.
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When X/2 > RD, one of the two subintervals would exceed the DM–AI range.

At d = RD, the shorter subinterval is RD and the longer subinterval is X − RD >

RD (uncovered). The DM’s value on the uncovered side becomes V (X − RD; 1,∞)

(coinciding with the no-AI value). A similar calculation shows the optimum is the

boundary d = RD.

In words, absent any S–AI, the scientist would split the gap at its midpoint to max-

imise the DM’s information gain, but if the midpoint lies beyond the DM–AI’s range,

the scientist works with the DM–AI by placing the new point exactly RD units from

the nearest anchor. When RD ≥ X/2, adopting the “mid-point rule” in effect dou-

bles the range over which DM–AI can draw inferences; when RD < X/2, the scientist

truncates the placement at d = RD.

Once again, this result illustrates how DM–AI is strongly complementary to the

gap between existing and new points. If both subintervals can be covered by DM–AI

(X ≤ 2RD), it is optimal to create a new point that splits the gap evenly. Compared

with knowledge expansion, a deepening point at the midpoint activates DM–AI over

the entire existing range X. For larger gaps (or small RD), the optimal placement is

at RD in order to exploit DM–AI on one side.

4.3 Bias toward expansion

The scientist’s choice between deepening an existing gap and expanding the frontier

is altered by DM–AI. Without AI, a gap of length X is split if and only if X ≥ X̃.

DM–AI modifies this benchmark in two ways. First, the tool has a finite range RD:

risk is reduced only on spans of length at most RD. Second, within its range, the

DM’s value function is flattened by a factor αD ∈ (0, 1]. Deepening and expansion,

therefore, depend not only on X but also on how much of the span is covered and by

how strongly DM–AI reduces curvature.

Deepening. When DM–AI covers the entire gap (X ≤ RD), splitting X into two

half–gaps saves curvature on both the unsplit and split spans; the incremental value

equals αDX
2/(12q), and the net benefit of deepening is αDX

2/(12q) − ηX/4.15. Be-

15For an interval of length L covered by DM–AI, the DM obtains V (L;αD) ≡ L − αDL
2/(6q).

With full coverage, both the original span and its halves are evaluated with parameter αD. Splitting
therefore yields 2V (X2 ;αD) − V (X;αD) = αDX

2/(12q), and subtracting sampling cost ηX/4 gives
the deepening payoff.
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cause a lower αD flattens the value function before and after splitting, DM–AI and

deepening are substitutes; the curvature saving falls with αD, and deepening becomes

less attractive as the tool improves.

If the gap is too long to be covered (RD < X ≤ 2RD), the unsplit span is eval-

uated as in the no–AI case, but each half lies within range. Splitting thus activates

DM–AI on both halves; the incremental value is (2−αD)X
2/(12q) and the deepening

increasing in the AI’s quality.16 In this activation region, the DM experiences a com-

plementarity: a smaller αD increases the activation gain 2−αD and makes deepening

more attractive.

For very long gaps (X > 2RD), the midpoint lies outside the AI’s range. However,

consistent with Proposition 2, the scientist may prefer to truncate the placement at

d = RD to secure AI benefits on one subinterval. In this regime, the payoff becomes

V (RD;αD)+V (X−RD; 1)−V (X; 1)−ησ2(RD;X), reflecting the partial AI activation.

Expansion. If, the length of the forward step, d ≤ RD the DM chooses the interior

optimum d⋆E = 3q(1 − η)/αD, which delivers payoff UD,⋆
E = 3q(1−η)2

2αD
and is increasing

in the AI’s quality17. If this interior optimum exceeds RD the step is truncated at

d = RD and the payoff becomes UD,tr
E ≡ RD(1− η)− αDR

2
D/(6q).

Threshold comparison. Write X̃D(αD, RD) for the unique gap length at which

the scientist is indifferent between deepening and expanding. This compares with X̃

as follows:

(a) Full coverage (X ≤ RD). Assuming the interior expansion optimum is feasible

(d⋆E ≤ RD), the expansion payoff is UD,⋆
E , while deepening payoff is αDX

2/(12q)−
ηX/4. Equating the two yields X̃D,full(αD) = X̃/αD. Since αD ≤ 1, the thresh-

old is weakly higher than X̃.

(b) Range mismatch (RD < X ≤ 2RD). Deepening yields (2−αD)X
2/(12q)−ηX/4,

while expansion yields UD⋆
E if d⋆E ≤ RD and UD,tr

E otherwise. When the interior

optimum is feasible, the indifference condition defines a continuous function

X̃D,int(αD) with X̃D,int(1) = X̃ and limαD→0 X̃D,int(αD) = ∞. For intermediate

16The payoff RD < X ≤ 2RD the unsplit span has curvature parameter 1 while the two halves
have parameter αD. Splitting produces 2V (X2 ;αD)− V (X; 1) = (2− αD)X

2/(12q).
17The payoff to a forward step of length d within range is d(1 − η) − αDd

2/(6q); differentiating
yields the interior optimum d⋆E = 3q(1− η)/αD with value U⋆

E .
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values of αD, the threshold may lie above or below X̃ depending on parameters:

modest reductions in αD increase the activation gain and lower the threshold,

whereas larger reductions raise the threshold by boosting the expansion payoff.

If d⋆E > RD the relevant expansion payoff is truncated at UD,tr
E . Equating this

to the deepening payoff defines X̃D,tr(αD, RD), which may lie above or below X̃

depending on RD and αD. In particular, if RD is small relative to 3q(1− η) and

αD is low, truncation makes expansion relatively unattractive, and deepening is

favoured for a wider range of X.

(c) Partial coverage (X > 2RD). Deepening occurs at the truncated location d =

RD. The payoff is slightly higher than the no-AI benchmark due to partial

activation, shifting the threshold X̃ slightly upward, though typically less than

in the full-coverage regime. Expansion is truncated if RD < d⋆E and interior

otherwise.

Bias toward expansion as αD → 0. The asymptotic behaviour of these thresholds

reveals a clear bias. For any fixed RD, sufficiently low αD renders the interior optimum

infeasible: d⋆E exceeds RD and expansion is truncated. In the full–coverage region, the

deepening payoff approaches −ηX/4, so expansion strictly dominates for all X ≤ RD.

In the mismatch region the deepening payoff converges to X2/(6q) − ηX/4, while

truncated expansion converges to RD(1 − η). There exists RD such that deepening

is ever chosen only if RD ≥ 3
2
q(1 − η/2); otherwise expansion dominates for all

X ≤ 2RD
18. For X > 2RD, the comparison is unchanged by DM–AI, but truncation

in the expansion payoff still tends to favour pushing forward when RD is not too small.

Finally, if the range is large relative to the interior optimum (RD ≥ d⋆E), expansion

strictly dominates for all X within the AI’s range (X ≤ 2RD).

Taken together, these results show that increasingly powerful DM–AI tends to tilt

the scientist toward exploring new territory. In full coverage gaps, curvature compres-

sion dampens the marginal benefit of narrowing existing gaps, shifting the threshold

upward. In range–mismatch gaps, splitting triggers an activation gain that may ini-

tially favour deepening, but as the AI becomes very strong, this gain is outweighed by

the rising expansion payoff. Only when the AI’s range is sufficiently large relative to

18Formally, as αD → 0 deepening is chosen in the mismatch region if X ≥ X̄mm(RD) :=
3qη+

√
9q2η2+96qRD(1−η)

4 , and such an X exists only when RD ≥ 3
2q(1−

η
2 ).
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the optimal step does deepening remain viable. In the limit as αD → 0, the expansion

generically dominates.

5 Scientist Choice with Both Tools

In this section, we bring together both S-AI and DM-AI. Under joint AI, the ex-

pand/deepen choice boils down to two primitives: the DM–effective expansion step

d⋆E(αD, RD), and a within–range deepening threshold X̃AI(η, αD, αS).

A scientist deepens a legacy gap of length X > 0 by splitting it into two subin-

tervals of length X/2. When both subintervals lie within the DM’s range and the

gap lies within the scientist’s range RS, the DM’s curvature loss is scaled by αD and

the scientist’s sampling cost by αS. Direct calculation shows that in this case the

maximal deepening payoff equals αDX
2/(12q)−αSηX/4. Equating this payoff to the

interior expansion payoff UD,∗
E yields a quadratic condition. The unique positive root

defines the within–range deepening threshold

X̃AI(η, αD, αS) =
3q

2αD

[
αSη +

√
α2
Sη

2 + 8(1− η)2
]
. (20)

Scientists deepen only if X ≥ X̃AI; otherwise they expand. (Note: In the Truncate

regime where expansion is constrained to RD, the relevant expansion payoff is lower

than UD,∗
E , implying the effective threshold is lower than X̃AI and depends on RD).

As in the S–AI only case, X̃AI is decreasing in αS (better S–AI favours consoli-

dation) and increasing in η (higher baseline cost discourages consolidation). Impor-

tantly, DM–AI scales the threshold by 1/αD: greater DM precision raises X̃AI and

makes deepening less attractive.

When X exceeds the DM’s coverage (X > 2RD), at most one-half of the split gap

benefits from DM–AI. In that regime, the deepening payoff is quadratic in X apart

from a residual term, and equating it to UD,∗
E defines a large-gap threshold that is

increasing in RD and αD and is decreasing in αS whenever the gap lies within the

scientist’s range.

The trade-off between novelty and consolidation can be summarised by comparing

X, d⋆E, R̃D(αD) (from Proposition 1) and the thresholds above. Three regimes emerge:

(i) Ignore. If RD < R̃D(αD) the DM tool does not affect the frontier and d⋆E =

3q(1− η). Deepening decisions depend only on S–AI; there is no interaction on
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the expansion margin.

(ii) Truncate. If R̃D(αD) ≤ RD < 3q(1 − η)/αD the scientist truncates expansion

at d⋆E = RD. In this regime improvements in S–AI (lower αS or larger RS)

reduce X̃AI and encourage consolidation; improvements in DM–AI (lower αD or

larger RD) increase d
⋆
E and raise X̃AI. The tools are substitutes : a better S tool

mitigates the novelty induced by moderate DM capability.

(iii) Enlarge. If RD ≥ 3q(1−η)/αD the expansion step is d⋆E = 3q(1−η)/αD. Substi-

tuting this into the within-range payoff shows that deepening never dominates

expansion: DM–AI overwhelms the S–AI pull. S–AI continues to determine

consolidation on legacy gaps, but has no effect on frontier novelty.

Note that:
∂2X̃AI

∂αD∂αS

= − 3q

2α2
D

[
η +

αSη
2√

α2
Sη

2 + 8(1− η)2

]
< 0 (21)

Thus, stronger DM-AI increases the marginal effect of improvements in S-AI, and

better S-AI dampens the push from DM-AI.

An interesting situation arises when RS and RD differ markedly. A scientist may

face a bridging choice: deepen a large legacy gap to exploit S–AI on one side or

expand to exploit DM–AI at the frontier on the other. To explore this, consider the

indifference locus F (RD, RS) := UAI
D (RS;RD) − UD

E (RD) = 0. For RS > 2RD and

R2
S > 3q αSη RD yields a well-defined marginal rate of substitution (MRS) between

the ranges of S-AI and DM-AI. For the ignore and enlarge regimes (where UD
E is

constant in RD), the MRS is

dRS

dRD

= −
RS

3q
− (1+αD)RD

3q
− αSη +

2αSη RD

RS

RD

3q
− αSη R

2
D

R2
S

,

while in the truncate regime, it is

dRS

dRD

= −
RS−RD

3q
− αSη +

2αSη RD

RS
− 1 + η

RD

3q
− αSη R

2
D

R2
S

.

Because the denominator is positive under the mild condition R2
S > 3q αSη RD, the

MRS is non-positive whenever the numerator, the difference between ∂UAI
D /∂RD and

∂UD
E /∂RD, is non-negative. In the ignore and enlarge regimes this difference simplifies
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to RS

3q
− (1+αD)RD

3q
− αSη + 2αSη RD

RS
, so improvements in DM capability (larger RD or

smaller αD) or a larger gap length RS make the numerator larger and the indifference

locus steeper. In the truncate regime, the difference is RS−RD

3q
−αSη+

2αSη RD

RS
−1+η;

because the αD terms in the respective derivatives cancel out, the slope depends only

on RD, RS, η and αS. Lower αS increases ∂UAI
D /∂RS and enlarges the denominator,

thereby reducing the absolute value of the MRS. Thus, under bridging, the MRS is

strictly negative for a wide range of parameters: to maintain indifference, an increase

in the DM’s range RD must be offset by a reduction in the scientist’s range RS, and

the magnitude of this trade-off is shaped by the AI capabilities of both channels.

6 Extensions

The baseline analysis treats scientific discovery and AI as complements: the scientist

provides the “anchor” points, and the decision-maker uses AI to interpolate between

them. This assumes the scientist captures the full social value of the new anchor.

However, as AI tools become more capable, they may act as strategic substitutes for

scientific effort. If an AI can predict outcomes with high confidence using existing

knowledge, the marginal value of a scientific study that merely confirms these predic-

tions is low. To sell their findings, scientists may need to “beat the AI” by exploring

areas where AI hallucinations or error rates are high, effectively changing the incentive

structure from maximising total value to maximising the surplus over AI autarky.

6.1 Strategic Substitutability and the “Kill Zone”

Consider the expansion problem where a scientist contemplates a step of size d from

the frontier. In the baseline model, the scientist maximises U(d) = V (d;F∪{d})−ηd.

Suppose instead that the scientist is rewarded only for the incremental precision they

add relative to what the DM could achieve using AI on the existing frontier alone.

To formalise this, we contrast the geometry of uncertainty. Scientific discovery

builds a bridge: by placing a new anchor at d, the scientist creates a Brownian bridge

where variance scales with the parabola x(d−x)/d. In contrast, relying on AI without

a new anchor represents a cantilever : the DM extrapolates from the existing frontier

(x = 0) with variance growing linearly in x. Consistent with the premise that AI is

purely interpolative, we assume AI reduces variance only for bridges (within range
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RD), not for cantilevers.

Let VAI(d) denote the value the DM extracts over [0, d] using only the existing

anchor. This represents the AI Autarky value (Cantilever).

VAI(d) =

∫ d

0

max

(
1− x

q
, 0

)
dx ≈ d− d2

2q
. (22)

The scientist’s surplus objective becomes:

US(d) = [V (d;αD, RD)]︸ ︷︷ ︸
Value of Science (Bridge)

− [VAI(d)]︸ ︷︷ ︸
Value of Autarky (Cantilever)

−ηd. (23)

If the scientist chooses a step d ≤ RD (the “work to the AI” regime), they place a

new anchor at d. This creates a high-precision bridge with variance scaled by αD.

The surplus is the “Rescue Dividend” minus research costs:

US(d) ≈
(
d− αDd

2

6q

)
−
(
d− d2

2q

)
− ηd = d2

(
3− αD

6q

)
− ηd. (24)

Crucially, for small d, this payoff is negative whenever η > 0. The first-order cost of

research (ηd) dominates the second-order rescue dividend.

This creates a scientific kill zone. If AI is sufficiently capable but has a limited

range RD, the scientist cannot generate enough surplus by working within the AI’s

range. The “work to the AI” strategy (setting d = RD) becomes viable only if the

AI is paradoxically bad enough (high αD) that scientific verification adds substantial

value relative to the cantilever.

Consequently, the requirement to “beat the AI” forces a bifurcation in research

choices. Scientists will either: (i) Exit and conduct no research if costs η are high, or

(ii) leapfrog by choosing d > RD, effectively ignoring the AI-covered zone to provide

value in the “wild” territory where AI cannot extrapolate.

6.2 S-AI Generalisation and Research Direction

The baseline model assumes a stark dichotomy for Scientist AI (S–AI): it reduces

costs within established domains but offers no assistance beyond the frontier. In

reality, AI systems trained on existing data can often extrapolate to out-of-domain

tasks, albeit with lower fidelity than interpolation tasks.
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We can capture this by allowing S–AI to assist with expansion, but at a reduced

rate. Let αS ∈ (0, 1] remain the cost discount for interpolation (deepening), and

introduce αgen ∈ [αS, 1] as the cost discount for extrapolation (expansion). The ratio

γ ≡ αS/αgen ∈ (0, 1] serves as a measure of the AI’s generalisation capability. A value

of γ = 1 implies perfect generalisation (the AI is equally helpful everywhere), while

γ = αS (where αgen = 1) recovers the baseline model where AI fails completely at the

frontier.

Under this specification, the cost of expanding the frontier by distance d becomes

cexpand(d) = ηαgend. The scientist’s optimal expansion step becomes d⋆gen = 3q(1 −
ηαgen), yielding a payoff of:

Ugen
E =

3q

2
(1− ηαgen)

2. (25)

Comparing this to the deepening payoff US,⋆
D (X) (which uses the stronger discount

αS), we can characterise the indifference threshold X̃gen.

This formulation reveals that the impact of S–AI on scientific novelty is determined

by the AI’s generalisation capability γ.

1. Low Generalisation (Stochastic Parrots): When αgen is close to 1 (and

γ is low), the baseline results hold. The AI makes safe, consolidative work

significantly cheaper while providing negligible aid for novel exploration. This

creates a strong bias toward consolidation.

2. High Generalisation (Reasoning Engines): As αgen approaches αS (and

γ → 1), the effect reverses. Uniformly reducing research costs (effectively low-

ering η) increases the optimal expansion step d⋆ and raises the threshold X̃

required to justify deepening.

Thus, interpolative AI promotes consolidation not merely because it reduces costs,

but specifically because of the gap between its interpolation and extrapolation per-

formance. If future AI tools achieve high generalisation, they will unambiguously

encourage broader scientific expansion rather than narrow deepening.

6.3 AI Hallucination and False Precision

A defining characteristic of generative AI is the potential for “hallucination”—generating

plausible but factually incorrect answers with high confidence. This creates a di-
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vergence between the perceived precision of the AI (which determines whether the

decision-maker acts) and the actual precision (which determines the realised social

value).

We model this by distinguishing between two variance reduction parameters. Let

αreal ∈ (0, 1] denote the true quality of the AI, and let αperc ∈ (0, αreal] denote the

quality perceived by the decision-maker. The condition αperc ≤ αreal captures false

precision (though the results hold for αperc = αreal as well).

The scientist, anticipating the DM’s usage, chooses research questions to maximise

the true expected surplus. The DM acts on a question x if the perceived variance is

sufficiently low, specifically if αpercσ
2(x) ≤ q. The scientist’s objective function for a

gap of length X, however, accounts for the real outcome:

V (X) =

∫ X

0

I
[
αperc σ

2(s;X)

q
≤ 1

]
·
(
1− αreal σ

2(s;X)

q

)
ds. (26)

The scientist effectively faces a trade-off: the DM is easily “lured” into action by the

low αperc, but the value generated is dragged down by the higher αreal.

6.3.1 Expansion: Protective Contraction

Consider the choice to expand the frontier by distance d. The scientist maximises

UE(d) = V (d) − ηd. Because αperc < αreal, the DM is always willing to act on any

interval that is efficient under the true parameter αreal. Consequently, the scientist is

not constrained by the DM’s willingness to participate; rather, the scientist acts as a

gatekeeper, limiting the domain to ensure positive social value.

Proposition 3 (Protective Contraction). Suppose the DM utilizes a hallucinating AI

with αperc < αreal ≤ 1.

1. The scientist chooses an expansion step d⋆halluc =
3q(1−η)
αreal

, which depends only on

the AI’s true quality.

2. This step is strictly smaller than the step expected by a näıve DM (d⋆perc =
3q(1−η)
αperc

).

3. The step remains larger than the No-AI benchmark (d0 = 3q(1 − η)), provided

the AI offers any real assistance (αreal < 1).
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Proof. Assume the DM acts over the entire interval [0, d]. The total value is V (d) =

d− αreal

6q
d2. The scientist maximises d− αreal

6q
d2 − ηd. The first-order condition yields

d⋆ = 3q(1− η)/αreal.

We must verify that the DM acts over this interval. The maximum variance for

a bridge of length d occurs at the midpoint (d/2) and equals d/4. The DM acts if

αperc(d
⋆/4) ≤ q, or d⋆ ≤ 4q/αperc. Substituting d⋆:

αperc

αreal

3(1− η)

4
≤ 1.

Since αperc ≤ αreal and η ≥ 0, this condition holds (note that the ratio αperc/αreal ≤ 1

relaxes the constraint relative to the faithful AI case).

Comparing the optima: d⋆halluc is inversely proportional to αreal. Since αreal > αperc,

it follows that d⋆halluc < d⋆perc. Finally, since αreal ≤ 1, the denominator is smaller than

in the No-AI case (where α = 1), so d⋆halluc ≥ d0.

The intuition here is one of paternalistic restraint. A scientist maximising social sur-

plus effectively ignores the DM’s overconfidence (the perceived alpha) and optimises

for the real alpha. While the DM is eager to apply AI to vast new domains (up to

d⋆perc), the scientist knows that beyond d⋆halluc, the AI’s errors outweigh the benefits of

interpolation. The scientist, therefore “protects” the DM by producing less novelty

than the DM desires, though still more than would be produced in a world without

AI.

6.3.2 Deepening: The Flight to Rigour

While the scientist passively restricts expansion to mitigate hallucination risk, they

can actively mitigate it through consolidation (deepening). Deepening a gap serves a

dual purpose: it provides the standard refinement of knowledge, and it replaces the

AI’s noisy interpolation with a hard anchor, effectively “overwriting” the hallucina-

tion.

Proposition 4 (The Flight to Rigour). Let X̃(αreal) denote the gap size threshold

above which a scientist chooses to deepen rather than expand. As the AI’s hallu-

cination problem worsens (higher αreal for a fixed αperc), this threshold falls. That

is, scientists become more likely to choose deepening over expansion compared to a

faithful AI scenario.
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Proof. The payoff from deepening a gap of length X is the reduction in curvature

costs. With real parameter αreal, the benefit of splitting X into two halves is:

UD(X) =
αrealX

2

12q
− ηX

4
.

The payoff from optimal expansion is:

U⋆
E =

3q(1− η)2

2αreal

.

The threshold X̃ is the value where UD(X̃) = U⋆
E. Note that as αreal increases (worse

AI): 1. UD(X) increases. The “Rescue Dividend” of replacing a noisy AI with a fact

grows. 2. U⋆
E decreases. The value of pushing the frontier drops because the AI is

poor at interpolating the new territory.

Since the benefit of deepening rises and the opportunity cost (expansion) falls, the

indifference point X̃ must shift downward. Thus, consolidation becomes attractive

for a wider range of gap sizes.

This result characterises what might be called a “Flight to Rigour.” In a regime of

faithful, high-quality AI (low αreal), scientists are liberated to explore the frontier

(UE is high), trusting the AI to fill in the gaps (UD is low). However, in a regime of

hallucinating AI (high αreal), this logic reverses. The marginal value of new frontiers

diminishes because they become zones of high-confidence error for decision-makers.

Conversely, the value of revisiting established domains increases as scientific verifica-

tion becomes essential to sanitise the errors introduced by the AI. Thus, the prevalence

of false precision drives science toward verification and away from speculation.

6.4 Endogenous Training Data and Knowledge Stagnation

The baseline analysis treats the AI’s capabilities, specifically its operational range

RD, as exogenous. However, the capabilities of data-driven systems depend critically

on the training data generated by scientific activity (Gans, 2024). If research outputs

are used to train future iterations of the AI, the scientists’ static choice to “work to

the AI” creates a dynamic feedback loop. This creates the potential for what the

computer science literature terms “model collapse” (Shumailov et al., 2024), where

the consolidation of research within an AI’s existing range fails to generate the out-

25



of-distribution data required to expand the model’s capabilities.

To formalise this, consider a dynamic setting where the AI’s range in period t+1

depends on the novelty of the discoveries made in period t. Let the law of motion for

the AI’s range be:

RD,t+1 = (1− δ)RD,t + γmax{0, dt −RD,t}, (27)

where δ ∈ [0, 1) represents the obsolescence of training data (or the drift of the

knowledge frontier) and γ > 0 represents the learning rate from novel discovery. This

specification captures the intuition that AI capabilities expand primarily when trained

on data that lies beyond its current predictive distribution (dt > RD,t). Research that

merely interpolates within the AI’s existing capabilities (dt ≤ RD,t) reinforces current

parameters but does not extend the tool’s effective range.

Recall from Proposition 1 that in the static equilibrium, the scientist’s expansion

choice d⋆ exhibits a non-monotonic response to the AI’s range. This implies three

dynamic regimes:

1. Stagnation Regime (Truncate): If the initial range RD,0 lies in the interval

[R̃D, d
⋆
E), scientists choose to match the AI’s range, setting dt = RD,t. Substitut-

ing this into (27), the learning term vanishes (γ ·0), yielding RD,t+1 = (1−δ)RD,t.

2. Mature Regime (Enlarge): If RD,0 is sufficiently large such that the scientist

chooses dt = d⋆E, the optimal step is within range (d⋆E ≤ RD,t), so no training

signal is generated (dt − RD,t ≤ 0). The range remains stationary (assuming

δ = 0).

3. Growth Regime (Low-Capability): If RD,0 is small (RD,0 < R̃D), scientists

ignore the AI and choose the baseline novelty d0 = 3q(1 − η). If d0 > RD,0,

this choice provides a positive training signal (d0 −RD,t > 0), and the AI range

grows. This growth continues until RD,t reaches the Stagnation Regime.

The following proposition characterises the stability of the Stagnation Regime.

Proposition 5 (Dynamic Stagnation). Assume δ = 0 and γ > 0. If the economy

begins with an AI range RD,0 such that the scientist chooses the truncation strategy

(d⋆t=0 = RD,0), then the knowledge frontier and the AI’s capability remain stationary

for all t ≥ 0.
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Proof. The proof proceeds by induction.

Base Case (t = 0): By hypothesis, RD,0 ∈ [R̃D, d
⋆
E). From Proposition 1, the

scientist’s optimal choice is to truncate novelty at the edge of the AI’s range: d⋆0 =

RD,0. Substituting this into the law of motion (27) with δ = 0:

RD,1 = RD,0 + γmax{0, RD,0 −RD,0} = RD,0.

Thus, the AI’s range remains unchanged in the next period.

Inductive Step: Assume RD,t = RD,0. Since the range is unchanged, the condi-

tion for the truncation regime RD,t ∈ [R̃D, d
⋆
E) continues to hold. Consequently, the

scientist in period t chooses d⋆t = RD,t. The law of motion implies:

RD,t+1 = RD,t + γmax{0, d⋆t −RD,t} = RD,t + 0 = RD,0.

By induction, RD,t = RD,0 and d⋆t = RD,0 for all t.

This result suggests a dynamic coordination failure: while individual scientists max-

imise private returns by ensuring their discoveries are immediately applicable via AI,

this collective behaviour ensures that the AI effectively starves itself of the edge-case

data required for improvement.

6.5 Competitive Scientific Polarisation

The baseline model assumes a representative scientist acting in isolation. In practice,

scientific discovery is a competitive endeavour where priority is paramount. Intro-

ducing competition reveals how AI can bifurcate the research landscape into distinct

clusters of “safe” (AI-compliant) and “wild” (AI-independent) science, hollowing out

the middle ground.

Consider two scientists, i ∈ {1, 2}, who simultaneously choose a novelty level di

to expand the frontier. If they choose distinct locations, they each capture the full

social value of their contribution (assuming differentiation allows them to coexist).

However, if they choose the same location (or cluster too closely), they effectively

duplicate effort, splitting the prize.19

19Formally, if d1 = d2 = d, each receives 1
2U(d). If d1 ̸= d2, scientist i receives U(di). This

reduced-form payoff captures the essence of a winner-takes-all race or Bertrand competition at a
specific location.
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In the “Truncate” regime identified in Proposition 1, the single-scientist payoff

U(d) is strictly increasing up to the AI’s range limit d = RD, reaching a global

maximum at RD. Beyond this point, the scientist loses the benefit of the DM-AI, and

the payoff drops to the lower no-AI trajectory, denoted U0(d).

In a competitive setting, the global maximum at RD becomes a focal point for

congestion. If Scientist 1 secures the “safe” position d1 = RD, Scientist 2 faces a

choice: replicate this strategy and share the returns, or differentiate by seeking the

best available alternative. Sharing yields 1
2
U(RD). Deviating requires moving to the

unassisted domain d > RD, where the optimal choice is the benchmark expansion

step d⋆0 = 3q(1− η).

This creates a condition for polarisation. If the unassisted “wild” option yields

more than half the congested “safe” option, the equilibrium involves differentiation.

Proposition 6 (Competitive Polarisation). Assume the economy is in the Truncate

regime where a single scientist would choose d⋆ = RD. If RD < 3q(1 − η) and

U0(d⋆0) >
1
2
UD(RD), there exists a polarised equilibrium where:

1. One scientist chooses the “Safe” strategy: dsafe = RD.

2. The other scientist chooses the “Wild” strategy: dwild = 3q(1− η) > RD.

No research is conducted in the interval (RD, dwild).

Proof. Let UD(d) denote the payoff with DM-AI and U0(d) denote the payoff without.

In the Truncate regime, UD(d) is strictly increasing on [0, RD], so RD is the unique

best response on that interval. Ideally, both scientists would prefer d = RD. However,

if Scientist 1 selects RD, Scientist 2’s payoff from matching is 1
2
UD(RD).

If Scientist 2 deviates to d ̸= RD, they must choose d > RD to avoid the dominated

region below RD. For d > RD, the payoff is U0(d), which is maximised at d⋆0 =

3q(1 − η). By the assumption RD < d⋆0, this optimum is feasible. By hypothesis,

U0(d⋆0) >
1
2
UD(RD), so deviation to the “wild” frontier is profitable.

To confirm this is an equilibrium, consider Scientist 1. Given Scientist 2 is at

dwild, Scientist 1 earns UD(RD). Deviating to match Scientist 2 yields 1
2
U0(d⋆0).

Since UD(RD) > U0(d⋆0) (implied by the Truncate regime condition), it follows that

UD(RD) >
1
2
U0(d⋆0), so deviation is not profitable. Thus, the strategy pair (RD, d

⋆
0) is

a Nash equilibrium.
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This result highlights a “hollowing out” effect driven by AI. The presence of the tool

creates a sharp discontinuity in the marginal value of research at RD. Competition

forces scientists to either conform strictly to the AI’s limits to maximise adoption

probability or to abandon AI assistance entirely and push for radical novelty. The

intermediate research—moderately novel work that slightly exceeds the current ca-

pabilities of AI—becomes economically non-viable, as it incurs the penalty of being

“out of distribution” for the AI without offering the high returns of radical discovery.

7 Empirical Directions

The theoretical framework developed above yields sharp predictions regarding the

non-monotonic relationship between AI capabilities and the direction of scientific

research. Testing these predictions requires moving beyond aggregate measures of

research productivity (e.g., patent counts or publication volumes) to measures that

capture the spatial structure of knowledge—specifically, the distinction between deep-

ening existing gaps and expanding the frontier. This section outlines how empirical

researchers might map the model’s primitives to observable data and leverage recent

advances in high-dimensional text analysis to test the “work to the AI” and “flight

to rigour” hypotheses.

7.1 Measuring the Knowledge Space

In the model, knowledge is represented on a one-dimensional line where distance cor-

responds to uncertainty. Empirically, the “distance” d between a new scientific con-

tribution and the existing knowledge stock F can be proxied using semantic distance

in high-dimensional vector spaces. Recent methodological advances in economics and

innovation studies allow for the vectorisation of scientific text, where papers or patents

are embedded in a space such that geometric proximity reflects semantic similarity

(Kelly et al., 2019; Kozlowski et al., 2019).

Under this approach, the novelty of a contribution—our variable d—can be mea-

sured as the cosine distance between a new paper’s vector embedding and the centroid

of the pre-existing literature or its nearest neighbours (anchors).

• Deepening (Interpolation): Research that exhibits low semantic distance

to multiple existing clusters of knowledge, effectively bridging concepts. In the
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language of Uzzi et al. (2013), this corresponds to high conventionality; in the

disruption indices of Wu et al. (2019), this corresponds to a negative or low CD

index, indicating the work consolidates the status quo.

• Expansion (Extrapolation): Research that exhibits high semantic distance

from the nearest existing cluster. This maps to high “destabilisation” or “dis-

ruption” scores, where the new work renders prior knowledge less predictive of

future citations (Park et al., 2023).

The model predicts that as DM–AI capabilities (RD) improve, the distribution of these

semantic distances should not merely compress, but become bimodal. We should

observe a cluster of papers efficiently verifying results at the AI’s edge (d ≈ RD) and

a separate cluster of “wild” papers far beyond it (d ≫ RD), with a “hollow middle”

where traditional incremental research used to sit.

7.2 Identifying the AI Regime

A central challenge is distinguishing between S–AI (cost reduction) and DM–AI (value

enhancement).

• S–AI Shocks: These can be identified through the rollout of domain-specific

coding assistants (e.g., GitHub Copilot) or laboratory automation tools (e.g.,

cloud laboratories). The model predicts that pure S–AI shocks (αS ↓) should

increase the frequency of deepening (filling small gaps) without necessarily trun-

cating the frontier, as shown in Section 3.

• DM–AI Shocks: These are best identified in domains where AI is used to val-

idate or deploy scientific findings. For example, in drug discovery, the introduc-

tion of AlphaFold represents a DM–AI shock: it allows decision-makers (phar-

maceutical firms) to interpolate protein structures with high precision (Jumper

et al., 2021).

The “work to the AI” hypothesis (Proposition 1) suggests a specific falsifiable pattern

in domains like drug discovery. In the “truncate” regime, we expect new molecule

candidates to cluster in chemical spaces where the AI’s predictive confidence is high,

even if those spaces are not historically the most scientifically fertile. Researchers

could test this by correlating the novelty of new candidates with the uncertainty
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estimates (e.g., predicted local distance difference test scores) of the prevailing AI

models.

7.3 Testing Strategic Substitutability

The “scientific kill zone” discussed in the extensions implies that high-quality in-

terpolative AI may crowd out human research in easy-to-predict domains. Arts et

al. (2018) provide a method to measure the similarity of new patents to the existing

stock. An empirical test of the kill zone would involve defining a “predictability score”

for different research questions based on training data density. The model predicts a

negative correlation between this predictability score and human research effort: sci-

entists should flee from questions where αD is low (high AI accuracy) toward “wild”

problems where the AI hallucinates (high αreal).

Finally, the “flight to rigour” (Proposition 4) suggests that in eras of high AI

hallucination, the relative citation premium for empirical verification (deepening)

should rise relative to theoretical speculation (expansion). Tracking the evolution of

citation premiums for replication studies or purely empirical benchmarks versus novel

theoretical proposals could validate whether the market for science is indeed pricing

in the “rescue dividend” of human verification.

8 Conclusion

This paper has deliberately focused on positive characterisation rather than norma-

tive evaluation. Intertemporal welfare assessment would require an explicit planner’s

problem that balances the dynamic trade–off between exploration and consolidation

and accounts for cross–field spillovers. Carnehl and Schneider (2025) explores this

type of framework, and Gans (2025a) provides a general equilibrium growth model

to analyse some welfare impacts from AI adoption by decision-makers. This remains

an important avenue for future work.

Finally, the results suggest a potential welfare trap. In the “Truncate” regime,

scientists locally maximise adoption probability by matching the AI’s range (Propo-

sition 1). However, as shown in the extension on endogenous training data, this

behaviour may lead to dynamic stagnation (Proposition 5), where the lack of “out-of-

distribution” discovery prevents the AI’s capabilities from expanding over time. This
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contrast between the static optimum and the dynamic social optimum highlights the

policy risks of “user-friendly” AI.

The framework also highlights empirical challenges. AI’s influence extends far

beyond the specific tools directly utilised by scientists; it shapes funding priorities,

collaboration networks, and access to intermediate data. As a result, studies seeking

to estimate the causal impact of AI on research must employ instruments capturing

exogenous variation in AI exposure more broadly—such as differential access to com-

putational resources or policy–induced changes in AI readiness—rather than relying

solely on observed uptake of particular software or platforms. Credible identification

along these lines will be essential for testing the mechanisms described here and for

informing policy.
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Overview of Carnehl and Schneider (2025) “A Quest

for Knowledge” (Online Only)

This appendix summarises the key results from Carnehl and Schneider (2025) that

underpin the analysis in the main text. We focus on their baseline model without

artificial intelligence and adapt the discussion to our assumption that research projects

succeed with certainty. In particular, we set the success probability ρ equal to one

throughout, so that scientists choose only where to discover new knowledge. This

simplification sharpens the spatial trade–offs that drive their results and allows us to

streamline the exposition.

The Benefits of Discovery

The benefits of a discovery depend on its location relative to existing knowledge.

Carnehl and Schneider (2025) derive a general benefit function V (d;X) capturing

how a new discovery improves decision–making when made at distance d in a region

of length X. While the full expression includes terms that account for whether the

decision–maker would act before or after the discovery, the intuition is straightfor-

ward: a discovery reduces uncertainty in its immediate neighbourhood and may also

bring previously untrusted regions within the decision–maker’s action threshold.

To illustrate the main trade–offs, it is helpful to distinguish between two settings:

deepening knowledge within an existing interval of lengthX and expanding knowledge

beyond the current frontier (where X is effectively unbounded). When deepening

knowledge, adding a new point x splits an existing gap [xi, xi+1] of length X into

two shorter gaps. The net benefit from locating the discovery at distance d from the

nearest known point is

V (d;X) =
d (X − d)

3q
. (28)

This expression is maximised at the midpoint d = X/2, indicating that splitting a

gap evenly yields the largest improvement in precision. The dependence on q reflects

the decision–maker’s tolerance for uncertainty: larger values of q make precision less

important and therefore diminish the returns to discovery.

When expanding knowledge, there is no upper bound on X. In this case the
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x1 x2 x3
xdeep
new

xexpand
new

≤ RD ≤ RD

Deepening Expanding

Knowledge

Figure 3: Illustration of deepening versus expanding knowledge. Notes: Blue
indicates deepening knowledge by discovering xdeep

new between existing points x2 and
x3. Green indicates expanding knowledge by discovering xexpand

new beyond the frontier
point x3. The brackets depict the AI’s operational range RD from each knowledge
point.

benefit function simplifies to

V (d;∞) = d− d2

6q
, (29)

for d ≤ 3q. The benefit increases with distance d up to d = 3q and then declines,

reflecting diminishing returns to pushing ever further from existing knowledge. At

d = 3q the marginal benefit of expanding vanishes, so no researcher would choose a

larger distance under positive costs.

Optimal Scientist Choices

With success guaranteed (ρ = 1), the scientist’s objective simplifies to maximising

the net payoff

U(d;X) = V (d;X)− η σ2(d;X), (30)

where η > 0 measures research costs and σ2(d;X) is the posterior variance associated

with a candidate discovery. For expanding knowledge (X = ∞), σ2(d;∞) = d,

while for deepening knowledge within a finite interval X, σ2(d;X) = d(X−d)
X

. This

specification captures the idea that discovering more distant or more novel answers

requires exploring a broader range of possible outcomes, increasing research effort.

Figure 3 illustrates these different types.
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Optimal distance for expanding knowledge

Consider first the expansion case. Substituting (29) and σ2(d;∞) = d into the payoff

yields

U(d;∞) =

(
d− d2

6q

)
− ηd = d (1− η)− d2

6q
. (31)

Taking the derivative with respect to d gives

∂U(d;∞)

∂d
= 1− η − d

3q
. (32)

The derivative is positive for d < 3q(1− η) and negative for d > 3q(1− η). Hence the

optimal expansion distance is

d∗(∞) = 3q (1− η), (33)

provided that 0 < η < 1. When η ≥ 1 the marginal cost of distance exceeds the

marginal benefit even at d = 0, so a risk–neutral scientist would not undertake further

exploration. Under our maintained assumption that research costs are moderate

(η < 1), the optimal distance lies in (0, 3q] and decreases with higher costs: when

η = 0 we recover CS’s benchmark d∗(∞) = 3q, whereas as η approaches one the

optimal distance shrinks to zero.

Optimal distance for deepening knowledge

When deepening knowledge within a gap of length X, the payoff takes the form

U(d;X) =
d (X − d)

3q
− η

d(X − d)

X
=

d(X − d)

X

(X
3q

− η
)
. (34)

The factor d(X−d)
X

is maximised at d = X/2, and the coefficient (X
3q

− η) determines

whether splitting the interval is worthwhile. IfX ≤ 3qη, the coefficient is non–positive

and the net payoff from any positive d is non–positive; in that case, the scientist would

not invest in deepening that gap. For X > 3qη, the coefficient is positive and the

optimal choice is d∗(X) = X/2, splitting the interval into two equal parts.

This analysis underscores how research costs interact with the size of existing

gaps. High cost environments (large η) discourage deepening unless the gap is very

large, as the marginal gain from precision must offset the effort required to sample
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broadly. In contrast, low cost environments favour the midpoint solution whenever

the gap exceeds the critical length 3qη.

Threshold for deepening versus expanding

To determine whether a scientist prefers to deepen knowledge within a gap of length

X or expand beyond the frontier, one compares the maximal payoffs from these two

strategies:

UD(X) = max{0, uR(X/2;X)} and UE = max{0, uR

(
d∗(∞);∞

)
}. (35)

Using the expressions above, the deepening payoff simplifies to

UD(X) =
(X/2)2

3q
− η

X

4
=

X2

12q
− ηX

4
, (36)

whenever X > 3qη; otherwise it is zero. The expansion payoff is

UE = d∗(∞)−
(
d∗(∞)

)2
6q

− ηd∗(∞) =

(
3q(1− η)

)2
6q

=
3q

2
(1− η)2, (37)

whenever η < 1; otherwise it is zero.

Equating UD(X) and UE yields a threshold X̃(η) such that scientists prefer ex-

panding when X < X̃(η) and deepening when X > X̃(η). Solving

X2

12q
− ηX

4
=

3q

2
(1− η)2 (38)

for X gives

X̃(η) =
3q

2

[
η +

√
9 η2 − 16 η + 8

]
.

This formula is obtained from the quadratic equation X2 − 3ηq X − 18q2(1− η)2 = 0

discussed above. It can be verified that X̃(η) lies strictly below the costless threshold

X0
c ≈ 4.338q for all η ∈ (0, 1) and ranges between 3q and 3

√
8

2
q.
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