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ABSTRACT

This paper investigates which attributes of a Carnegie PhD-level institution predict the share and 
number of its undergraduate humanities BA recipients that will go on to earn a humanities PhD. 
We use restricted-access individual-level Survey of Earned Doctorates data from the National 
Science Foundation (NSF) to determine both where and when PhD recipients received their BA. 
We use a truncation-correction methodology to account for problems inherent with studying PhD 
recipients, who often will receive their PhD after the data end. Using OLS, negative binomial 
regression, and an analysis similar to that of a prior, related paper, we find robust relationships 
between PhD production and student test scores, instructional expenditures per student, and the 
number of highly-ranked humanities PhD programs an institution has.
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1. Introduction 

While numerous studies have addressed the determinants of PhD students’ times to 

degree and completion rates, only a few of these have been directed towards the humanities.1  

Despite long reported poor job market prospects for new humanities PhDs, graduate programs in 

the humanities have continued, sometimes with smaller cohort sizes, to churn out PhD students 

in the humanities. These programs also educate undergraduate students and our focus in this 

paper is on whether the scope and quality of a doctoral institution’s PhD programs in the 

humanities influences the likelihood that humanities undergraduate students at the institution go 

on to receive PhDs in the humanities. Put another way, we are interested in the dual role that 

humanities departments at doctoral universities play in producing new PhDs and in generating 

undergraduate student interest in going on for doctoral degrees, typically at other institutions. 

 

Using restricted access data from the National Science Foundation’s Survey of Earned 

Doctorates (SED), we calculate that for students who received undergraduate degrees during the 

1980-91 period, the probability that an undergraduate humanities major at a Carnegie Category 

bachelor’s college went on to receive a PhD in the humanities is slightly higher than the 

probability that a undergraduate humanities major at a Carnegie Category doctoral university 

went on to receive a PhD in the humanities. However, because of the differences in the sizes of 

the two types of institutions, the ratio of those receiving PhDs in the humanities who were 

undergraduates at Carnegie Category doctoral universities as compared to those who received 

PhDs in the humanities and were undergraduates at Carnegie bachelor’s institutions was almost 

2.5. If one restricts the calculation to USNWR top 20 institutions in both categories, the ratio 

rises to almost 2.7.2 Therefore, knowledge of the characteristics of the doctoral institutions that 

                                                        
1 See, for example, Ronald G. Ehrenberg et al (2010), Ronald G. Ehrenberg et. al. (2007). Jeffrey Groen et al (2007), and Jeffrey 
Groen (2016). 
2 Because times to degree in PhD programs in the humanities can extend to over 20 years and the restricted access version of the 
SED to which we were granted access ends in 2011, we limit these calculations to the 1980-1991 period and use a maximum 
time-to-degree of 20 years to avoid issues of truncation (people who will eventually receive PhDs but are not yet observed in the 
data to have done so). In our empirical work, accounting for truncation is an important part of our analyses. These calculations 
were performed by dividing the number receiving humanities PhDs by the number of undergraduate humanities majors, meaning 
that some individuals from non-humanities majors entered into the numerator. We also only consider those institutions that 
produced at least one PhD during this time frame. 
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lead to more undergraduates going on to receive PhDs in the humanities is of importance in 

understanding the determinants of PhD production in the humanities. 

 

Lemke (2009) is among the first to examine the determinants of undergraduate (BA) 

institutions in “generating” PhD recipients. His study computed a PhD production (generation) 

rate by dividing publicly-available data on the number of PhDs in all fields earned by alumni of 

selective liberal arts colleges by the number of BAs earned by the students at these institutions. 

A shortcoming with his approach is that while it is known where a PhD recipient received her 

BA, it is not known when she received it. Lemke assumed a 6-year time-to-degree (TTD) 

window from BA to PhD, which is quite reasonable for many STEM fields. However, this 

assumption is not in line with the data from the SED on humanities doctorates times to degree – 

it is much too short. Figure 1 shows that there is a great deal of heterogeneity in TTD in the 

humanities. A rather large fraction of individuals earning humanities doctorates take 15 or more 

years to receive a PhD. 

 

Using restricted-access, individual-level Survey of Earned Doctorates data allows us to 

utilize the actual matches of where and when each individual graduated from her BA institution. 

As noted above, our focus is on PhD production in the humanities from Carnegie Category 

doctoral institutions. Over all the years our data cover, 58% of humanities PhDs come from 

students who received their bachelor’s degree from Carnegie PhD institutions. This number was 

steady over the 10-year period 2002-2011.3 

 

In the study of the PhD production rate, there is an inherent truncation problem where not 

all PhDs from a given BA cohort are observed because some individuals complete their PhD 

after the conclusion of the data. The truncation problem increases in severity for later cohorts. 

Using the SED data allows us to address this problem using truncation correction methodology 

                                                        
3 For the entire time frame, these numbers are 18% for Master’s institutions and 23% for BA institutions. For the 10-year 
window, these are 19% and 23%, respectively. These are computed after making the sample restrictions (other than on Carnegie 
classification) described in Section 3. 
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where early cohorts’ patterns of time-to-degree are used to predict the number of PhDs that later 

cohorts will produce. 

 

We use two main models to explore the relationship of numerous variables to PhD 

production, each model employing a different outcome variable. The first model uses the PhD 

production rate, the share of humanities bachelor’s graduates that a given doctoral university 

produced in a year that ultimately receive a PhD in the humanities. After correcting for 

truncation, we use OLS to examine which features of the doctoral university and it 

undergraduate student body predict the share of humanities graduates who ultimately receive 

PhDs in the humanities. The second model employs negative binomial count models and uses the 

number of humanities PhDs produced from undergraduate humanities degree recipients as the 

dependent variable. 

 

We present several different versions of each model. Across both main models, one of the 

variables that seems to matter in the production of PhDs is the number of humanities 

departments ranked in the top 10 of the National Research Council (NRC) 1995 rankings.4 Put 

simply, the number of high quality doctoral programs in the humanities at a doctoral university is 

an important predictor of whether humanities undergraduates at the institution go on for PhD 

study in the humanities.   

 

We find generally consistent results across our range of models, sample selections, and 

various versions of truncation-models. Key variables that are robustly associated with either a 

higher PhD production rate or higher PhD level (controlling for the number of humanities BAs) 

include incoming first-year students 75th percentile entrance test scores, instructional 

expenditures per student, and the number of humanities departments ranked in the top 10 in the 

1995 NRC rankings. 

 

                                                        
4  For comparison, in the appendix we also display results using an approach similar to that of Lemke. 
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 This paper proceeds as follows. We first discuss PhD production, then proceed to 

describe the data, present summary statistics, methodology, results, and conclude. 

 

2. PhD Production 

We follow Lemke (2009) in assuming that characteristics of the doctoral institution and 

its undergraduates produce (generate in his terminology) PhDs. Among the variables we include 

in our analyses are the following: First, we include the student-faculty ratio because greater 

student interaction with instructors may be tied to a greater propensity to pursue doctoral studies. 

Second, we include the institution’s 75th percentile test scores for first-year incoming students as 

a measure of its undergraduate students’ academic ability. We also include several measures of 

the size and composition of the student body: the total number of students (including graduate 

students), the percentage of the students that are undergraduates, the percentage of 

undergraduates that is female, and the percentage of undergraduates that come from 

underrepresented minority groups. Because the importance of the humanities on campus could 

also play a role in generating student interest in going on for PhD study in the humanities, we 

also include the percentage of bachelor’s degrees that were received in the humanities. 

 

Expenditures on instruction and research may be associated with producing PhDs, so we 

include instructional expenditures per student and research expenditures per full-time faculty 

member. If the extent to which doctoral university faculty interact with undergraduate students 

differ between private and public universities, whether the institution is public or private may 

influence the production of PhD students.  

 

Finally, we are in interested in whether having highly-ranked humanities doctoral  

programs is associated with having more humanities undergraduates who go on to earn a 

humanities PhD. Having more highly-ranked programs is presumably correlated with having 

more faculty at the cutting edge of their field, and, to the extent that these faculty interact with 

undergraduate students, this may influence students’ decisions to obtain a PhD in the humanities. 

Thus, we include a set of variable indicating the number of humanities’ doctoral programs a 

doctoral university has in each quality tier of programs (e.g. 1 to 10 and 11 to 25). 
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3. Data 

We make use of several datasets in our analysis. The primary dataset is the National 

Science Foundation Survey of Earned Doctorates (SED). The SED is a survey administered to 

recipients of doctoral degrees at the culmination of their studies. The response rate to the SED is 

very high, being over 90% in each year since it started.5 These data come at the individual-level 

and contain information on all PhD recipients whose bachelor’s degree (henceforth denoted by 

BA) was obtained between 1980 and 2005 and who received a PhD by 2011.6 Here, the year 

refers to the first year of the academic year; e.g., 1980-1981 is referred to as 1980.7 We construct 

TTD by computing the length of time between BA and PhD receipt. Our measure of TTD thus 

includes any time pursuing other degrees, working, etc. before completing the doctoral degree. 

 

As the focus is on humanities PhD recipients, we consider only the subset of fields which 

we classify as being in the humanities.8 We drop observations that are missing BA institution or 

year of BA or PhD receipt. In addition, we focus our analysis on doctoral institutions as defined 

in the Carnegie 2010 classifications – those with Carnegie Codes 15 (Research Universities (very 

high research activity)), 16 (Research Universities (high research activity)), and 17 

(Doctoral/Research Universities). We also do not consider BA institutions that are for-profit or 

are outside of the 50 states or Washington DC.  

 

In order to be included in the sample, the BA institution must have produced at least one 

humanities PhD in our data. We add a BA year observation which takes on value 0 if there were 

no PhDs produced at any time from that BA year and BA institution. 

 

                                                        
5 See http://www.nsf.gov/statistics/infbrief/nsf06312/ - accessed March 4, 2016. Being over 90% is at least since 2006, the date 
of the referenced report. 
6 There are a relatively small number of 2006 BA recipients, which we do not include in our analysis. 
7 The SED data indicates the month and year of the completion of both the BA and the PhD. We consider completions occurring 
between July-December of year x and January-June of year x+1 as corresponding to school year x. If the month of completion is 
missing, we use the year variable as the year of completion. 
8 We consider the following SED degree fields as being in the humanities: 700-799 with the exception of 773 (Archaeology). We 
additionally include 652 (Area/Ethnic/Cultural/Gender Studies), 676 (Linguistics), and 984 (Theology/Religious Education). 
Some definitions are very uncommon or have changed over the years; we do not make extra considerations for such cases. 

http://www.nsf.gov/statistics/infbrief/nsf06312/
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We also use the IPEDS Completions Survey data to compute the number of BA degrees 

granted by each doctoral university each year, both overall and in the humanities. 9 This is used 

to compute the humanities PhD production rate, which is used in the OLS models. The fraction 

of BA degrees that are in the humanities is also calculated from this data. One point to note is 

that the Completions Survey switched from being under HEGIS to being under IPEDS in 1987. 

This resulted in the IPEDS code (UnitID) replacing the HEGIS code (FICE). It is not the case 

that there is not always a 1:1 mapping from FICE to UnitID – a single FICE can correspond to 

multiple UnitIDs. We handle this by combining the number of BA completions at the FICE 

level, even for 1987 and after. This results in an inflated number of BAs for some institutions. 

For the instructional variables, we merge at the UnitID level with the exception of the test score 

data. 

 

We obtain additional explanatory variables, which are matched at the BA institution-BA 

year level, from a number of sources. The SED data is used to create a public institution 

indicator. We use the IPEDS Fall Enrollment dataset to obtain the total number of students. 

Specifically, we sum full-time students, having a weight of 1, with part-time students, having a 

weight of 0.4.10 The Fall Enrollment dataset is also used to compute the share of students who 

are undergraduates, the share of undergraduates who are female, and the share of undergraduates 

who are from underrepresented minority groups.11 These variables also take into accounts the 

above weights. We divide total students by full-time faculty counts from the IPEDS Fall Staff 

Survey12 in order to compute the student-faculty ratio. 

 

                                                        
9 The SED and Completions Survey both classify students into discipline categories, but the system is not the same. We were 
able to largely classify subjects in similar ways. One exception, however, is that archaeology is included with anthropology in the 
Completions Survey. For this reason, we do not classify anthropology or archaeology as humanities for either the SED or 
Completions Survey. We also consider only first reported BA major, which is potentially problematic if the student received two 
(or more) majors, one in the humanities and one outside the humanities. 
10 The weight of 0.4 for part-time students is very similar to the weight used in the IPEDS “Calculation of FTE Students.” See 
https://nces.ed.gov/ipeds/glossary/index.asp?id=854 - Accessed February 20, 2016. 
11 Due to problems with subcategories not adding up correctly in early years, when computing certain of these variables, we did 
not use certain subcategories (such as FT or PT UG Unclassified). When computing race, the sum of the race categories were 
often less than expected; we assume that the race categories do not include the non_res variable. 
12 Full-time faculty counts come from the sum of the “Faculty, full-time men” and “Faculty, full-time women” variables. 

https://nces.ed.gov/ipeds/glossary/index.asp?id=854


8 
 

Data from the Delta Cost Project (Lenihan, 2012) allows us to compute instructional 

expenditures per student and research expenditures per full-time faculty. The former is obtained 

by dividing instructional expenditures by full-time students; the latter comes from dividing 

research expenditures by full-time faculty.13 From the Annual Survey of Colleges Standard 

Research Compilation,14 we construct a measure of the academic quality of students at each 

institution, the 75th percentile test score, a weighted average of the reported ACT and SAT 75th 

percentiles scores.15  

 

The National Research Council (NRC) has periodically produced rankings of doctoral 

programs across a range of disciplines. We use the 1995 rankings16 and restrict our attention to 

the fields in the humanities.17 We use the “scholarly quality of program faculty” ranking. We 

construct variables that count how many departments a given university had which were ranked 
                                                        
13 Specifically, instructional expenditures are from the instruction01 variable (“Expenditures for instruction – current year total”) 
and research expenditures are from the research01 variable (“Expenditures for research – current year total”).  
14 The score data includes two identifies, its own ID and FICE. However, there is not always a 1:1 mapping between the two. 
After cleaning the test score data, in cases where the FICE code maps to multiple IDs, we select one ID to use based first on the 
one that seems to match the institution name the best, second based on the one that has non-missing test scores, and finally based 
on the one with the highest test scores. If ID maps to multiple FICE, we use the FICE that is in the main dataset for matching. 
Finally, there are cases where there is no match between datasets via FICE, but the institution name is associated with a different 
FICE code in the score data. We manually make these matches. Finally, we manually match  a number of cases by institution 
name if the FICE codes do not match between datasets. We dropped the data from 1983 as it is unreliable. 
15 The composite SAT score, the sum of an institutions verbal and math 75th percentile scores, was converted to its ACT 
equivalent using the conversion found at https://web.archive.org/web/20160130223549/http://act.org/solutions/college-career-
readiness/compare-act-sat/ - accessed April 27, 2016. We rounded up to the ACT score if the SAT score was outside one of the 
listed ranges. For example, if the range was 1290-1320 for a 29 and 1330-1350 for a 30, we converted a score of 1325 to 30. We 
made note of the re-centering of the SAT scores in 1995 and have converted all scores prior to 1995 to their current day 
equivalent (separately for math and verbal) using the SAT I Individual Score Equivalents conversion table from the 
CollegeBoard (see http://research.collegeboard.org/programs/sat/data/equivalence/sat-individual - accessed April 27, 2016). The 
chart presented single conversion numbers. We rounded to the higher number. For example, a verbal score of 690 is re-centered 
to 750 and 700 is re-centered to 760. We re-centered 695 to 760. For cases where there was a test score for SAT, but not ACT, 
we used the SAT score entirely and vice versa. As there was a great deal of missing data on earlier years of percentage taking 
each test, we backfill years missing this data with the earliest reported percentages. We also fill in some of the missing score data 
using linear interpolation. 
16 Because we only use 1995 rankings, these variables are constant within institution (across BA year). There is a high 
correlation between the rankings that were published in 1995 (Goldberger et al. 1995) and those published in the 1980s (Jones et 
al. 1982). The 1980s ranking were for fewer institutions, but for departments that appeared in both years (and after re-ranking 
them to reflect only the departments in consideration), the correlations of the number of departments at an institution in each 
rankings interval were as follows : 1 to 10 (.942), 11 to 25 (.888), 26 to 50 (.867), and 51+ (.805). If one does not restrict to 
departments in both, somewhat smaller, but still high correlations are observed. This way is not perfect, but yields the following: 
1 to 10 (.917), 11 to 25 (.842), 26 to 50 (.797), and 51+ (.593). The NRC evaluation of doctoral programs conducted in the first 
decade of the 21st century (Ostricker et. al. 2011) did not provide point estimates of program rankings and thus could not be used 
in our analysis.  
17 The NRC fields that we use for humanities are: art history, classics, comparative literature, English language and literature, 
French language and literature, German language and literature, linguistics, music, philosophy, religion, Spanish and Portuguese 
language and literature, and history.  

https://web.archive.org/web/20160130223549/http:/act.org/solutions/college-career-readiness/compare-act-sat/
https://web.archive.org/web/20160130223549/http:/act.org/solutions/college-career-readiness/compare-act-sat/
http://research.collegeboard.org/programs/sat/data/equivalence/sat-individual
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in the top 10, between 11 and 25, between 26 and 50, and greater than 50.18 We point out that 

there is heterogeneity in the total number of departments ranked in each field of study. For 

example, many more departments are ranked in English Language and Literature than in French 

Language and Literature. 

 

We face the challenge of missing data. For many of the control variables, we use a linear 

extrapolation to fill in data for years that are bookended by two other years with non-missing 

data. There are several variables that contain missing data that is not bookended because of when 

the survey started. In these cases, we backfill using the first possible year of data (for example, 

we fill in 1980-1983 with the 1984 value).19 After this process, if an observation is still missing, 

we code it as 0 and create a missing data dummy that takes on value 1 for missing and 0 

otherwise. Universities not included in the 1995 NRC are coded as having zero programs in each 

of our quality intervals and we do not include a missing dummy variable for such institutions. 

 

4. Summary Statistics 

Summary statistics are presented in Table 1.20 The unit of observation is a Carnegie 

Category doctoral university; each university contributes multiple observations, one for each 

year. Means and standard deviations are conditional on the observation not being missing (after 

filling in some of the missing observations as described in Section 3). The fraction missing for 

each variable is found in the final column. Most of the variables have a small percentage 

missing. The test score variable and expenditures variables have a larger percentage missing. As 

pointed out above, we do not consider institutions that do not have a department ranked in the 

                                                        
18 We do not restrict the departments to those institutions that appear in our data. The bands are not equally spaced; results 
should be interpreted accordingly. 
19 More specifically, we fill in full-time faculty of years 1980-1986 with 1987; test scores of 1980-1984 with 1985; and 
instructional and research expenditures of 1980-1986 with 1987.  We note that this is not ideal as it does not take into account 
trends, only takes care of cases that have a non-missing value for the first year of data, and results in a lack of variation over these 
several years.  We compute student-faculty ration, instructional expenditures per student, and research expenditures per faculty 
after backfilling. 
20 Observations that do not contribute to regression results because e.g., they did not have any humanities BAs, are included in 
the summary statistics. 
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1995 NRC data as being missing. The 48% reported here indicates 48% of the doctoral 

universities did not have a single department that appeared in the NRC data.21 

 

The mean student-faculty ratio is 18. Mean incoming freshman 75th percentile ACT 

scores are fairly high, at 27. The average institution has a student body of 13,400 students, 76 

percent of whom are undergraduates. Of the undergraduates, about half are female, and about a 

sixth are minority. The average instructional expenditures per student is $8,000, while the 

average research spending per faculty member is about $50,000, with a rather large variance. Of 

the BA graduates, about 12% come from the humanities. Finally, the average number of 

departments in the NRC rankings is shown broken up into several bands. Note that the total 

number of institutions in the NRC data is not extremely large, so there are not as many 

departments ranked in the 51+ interval. 

 

It sometimes happens that an individual who receives a BA in a field other than one in 

the humanities goes on to earn a humanities PhD. As described in Section 5.2, there are reasons 

both to consider and to not consider such individuals in the analysis. We see that 6,651 

humanities PhD recipients earned a non-humanities BA and 1,581 have missing data on their 

major. For comparison, 31,667 majored in the humanities. Table 2 shows which broadly-defined 

fields such individuals earned a BA in. The largest category is the social sciences, followed by 

education. Relatively few individuals who received humanities PhDs majored in computer, math, 

or physical science as undergraduates. 

 

5. Empirical Strategy 

We first describe the truncation-correction that we use to account for PhD degrees that 

are not observed in the data due to the data not extending long enough into the future. A simple 

model of truncation is presented in the following section; descriptions of two additional 

truncation models (linear and quadratic) appear in the appendix. Following the discussion of the 

truncation-correction methodology, we describe the estimating models employed to examine the 

                                                        
21 In results not shown, for each NRC range, there are a large number of 0s. This declines in prevalence from the 1-10 to 11-25, 
from 11-25 to 26-50, and from 26-50-51+. 
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importance of attributes of the undergraduate institution in producing humanities PhDs, namely 

OLS and negative binomial regression. 

 

5.1. Truncation Correction 

There is a large amount of truncation in our outcome data. Specifically, we do not 

observe all of the PhDs that are produced from a given BA cohort because time-to-degree (TTD) 

varies by individual and is sometimes greater than the number of years we observe in the data for 

an individual.22 For example, if the BA year for a given institution is 1999, we will only observe 

PhDs completed by 2011, when the SED data ends. Long TTD is particularly prevalent in the 

humanities. Figure 1 displays the distribution of TTD using our sample of humanities PhD 

received by recipients of BAs at Carnegie PhD institutions. We restrict the BA years to be 1980-

1986 in this table so as to allow at least 25 years of observation post-BA. We also do not show 

TTD of 25 years or greater. We see a great amount of variation in TTD. 

 

We address the truncation problem by estimating the total number of PhDs that are 

produced by an institution for each BA year. We use a maximum TTD of 20 years.23 In other 

words, we consider only PhDs that take 20 or less years to complete after the BA graduation 

year.  

 

The main idea with the truncation correction methodology is to first estimate model 

parameters from the earlier data, the BA years for which we observe at least 20 years of SED 

data, and second to apply these parameters to the more recent years in order to estimate the 

number of PhDs produced for the latter years. 

 

To obtain the estimating sample, we restrict the data to institution-BA years (1980-1991) 

in which we observe all of the following 20 years in the data. For the 1980 class, we consider 

only PhD receipt until 2000 and do not consider PhDs obtained after this year even if they appear 

in the data. 
                                                        
22 Another reason for this is that, although response to the Survey of Earned Doctorates is very high, it is not 100%. 
23 We also present results for a maximum TTD of 25 years in the Appendix. 
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Using the estimating sample aggregate the data so that it is at the TTD-level. In other 

words, we calculate the total number of PhDs granted after 4, 5,…,20 years from the BA year 

(regardless of what the BA year was). Thus, we have 16 total observations. We then compute the 

cumulative probability of receiving a PhD by each TTD. If 65% of students graduated within 12 

years post-BA, then the cumulative probability for 12 years is 0.65. Because we are only 

considering up to 20 years, the cumulative probability of the 20th year is 1.00. We save these 

probabilities to be used later. 

 

For the institution-BA years (1992-2005) for which we do not observe the entire 20 TTD 

years post-BA, we create a running total of the number of PhDs granted by 2011, the last year we 

observe PhD receipt. We note the maximum possible number in the data from BA year for each 

institution-BA year by subtracting the BA year from 2011 (for BA year 1999, this is 12 years). 

We then multiply the total number of PhDs received by 2011 (after 12 years) by the inverse of 

the probability corresponding to the 12th year that we estimated previously. If the number of 

PhDs received after 12 years at a given institution-BA year is x and the probability of receiving a 

degree by 12 years (calculated previously) is 0.65, we obtain the estimated total number of PhDs 

after 20 years for this institution-BA year by multiplying x by (1/0.65). 

 

For institution-BA years for which we do not observe any receipt of PhD in year 2011, 

we still apply the percentage based on the maximum possible number TTD years in the data. For 

example, if the BA year is 1999 and we observe a total of 5 PhDs granted from 1999 until 2009, 

but none in 2010 or 2011, we still compute the estimated PhDs based on a 12-year TTD instead 

of 10. For institution-BA years for which we do not observe any PhDs granted by 2011, we 

assign them a value of 0 PhDs produced. For the estimating sample, we use the actual number of 

PhDs produced after 20 years. 
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5.2 Estimation 

OLS 

We divide the actual (estimating sample) or predicted number of PhDs produced from a 

BA institution-BA year by the number of humanities BA graduates for that BA year to compute 

the PhD production rate. 24 We regress this on the explanatory variables (and the missing 

dummies). In all of our OLS specifications, we weight the observation by the number of 

humanities BAs the institution produced in the BA year.25 We cluster standard errors at the FICE 

level. 

 

We split our sample in several different ways. Only a subset of institutions had at least 

one doctoral department ranked in the NRC 1995 data. We present results both restricting and 

not restricting to these institutions.  

 

We also define the numerator of the PhD production rate, the count of PhD recipients, in 

two different ways. The first version only considers those humanities PhD recipients for whom 

we also observe as having completed a BA in the humanities. The second version considers all 

recipients, regardless of BA major. Because the denominator of the PhD production rate is the 

number of BAs in the humanities, the first may be more natural. However, there are a fairly 

small number of observations that have missing data on which major they earned (see Table 2). 

Assuming some, but not all, of these cases received a humanities BA, we will understate 

humanities PhD production among only humanities BAs in the first definition, which restricts to 

those for which we observe having completed a humanities BA. The second definition will 

overstate it as it also includes both those with non-humanities BAs and missing BAs. However, 

this second version is the right one in terms of quantifying the total number of BAs who go on to 

earn a humanities PhD, not taking into account in what they majored. 
                                                        
24 If an observation is missing data on the number of humanities BAs or if this number is 0, then this observation will have a 
missing share variable and will not be included in the regression. In the negative binomial model, it will be included if it is 0 and 
will not if it is missing. 
25 It sometimes happens that an institution is predicted to have a very high (even greater than 1) PhD share. It is likely in such 
cases that the institution awards a very small number of humanities BAs, but produces a disproportionately high number of 
humanities PhDs. This can be because a relatively large share of the humanities BAs went on the a PhD; it can also be the case 
that non-humanities BAs go on for a PhD. Such cases can produce a very high predicted PhD share. Because there are very few 
humanities BAs, these observations will receive a small weight. 
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Negative Binomial Model 

We also present results using the negative binomial count model, which may provide a 

better model for our data, which are non-negative count data. In this model, we include the 

truncation-corrected predicted number of PhDs produced (the numerator of the PhD production 

rate) as opposed to the PhD production rate.26 We do not weight by humanities BAs, but include 

this as a control variable. We do not include the fraction of BAs that are in the humanities in this 

model because interpretation is not straightforward after already controlling for the number of 

total students and the number of humanities BAs. Due to the nature of the negative binomial 

model, we exclude any observations with a predicted number of PhDs produced that is strictly 

less than 0. Results are presented broken up into the same four versions as described in the above 

OLS section. 

 

6. Results 

We first present the estimates resulting from the OLS regressions. This is followed by 

those obtained using the negative binomial model. 

 

OLS 

Table 3 presents the baseline OLS results, the outcome variable being the truncation-

corrected PhD production rate - the share of humanities BAs who go on to receive a humanities 

PhD. For ease of interpretation, we multiply the share by 100. The other percentage variables 

described below are also multiplied by 100.  

 

As described in section 5.2, we present results in four combinations. The first two 

columns calculate the share by dividing the number of humanities PhDs whose first BA major 

was also observed to be in the humanities by the total number of humanities BAs. Columns 3 

and 4 instead use the number of humanities PhDs regardless of BA major, keeping the same 

                                                        
26 In some cases, the truncation methodology for the linear and quadratic models (in the Appendix) produce negative predicted 
total PhDs. We exclude such cases from the sample when performing negative binomial regression. 
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denominator. Columns 2 and 4 restrict the sample to those institutions appearing in the NRC 

1995 data, while columns 1 and 3 do not make this restriction. 

 

The mean PhD production rate (at the BA institution-BA year level) for the first 

specification is shown at the top of the bottom section. This is interpreted as 2.1 percent of 

humanities BA graduates go on to receive a humanities PhD (after correcting for truncation) 

within 20 years of their BA. Several of the coefficients in this model are statistically significant. 

Institutions with higher-ability undergraduate students, as proxied for by the 75 percentile 

incoming freshman test scores, have a higher PhD production rate. The total number of students 

at the university is negatively related to the share, as is the share of undergraduates who are 

female. Instructional expenditures per student is positively correlated with producing humanities 

PhDs, providing evidence that institutions that devote more resources to teaching produce more 

PhDs in the humanities. Having PhD programs in the top 10 of the 1995 NRC rankings is 

associated with a higher share, the magnitude of which is quite large – having one more program 

in the top 10 is correlated with to a share that is 0.35 higher. The other categories below top 10 

also have positive coefficients, with 26-50 and 51+ being significant. Variables that are not 

statistically significant include student-faculty ratio, percent minority, percent undergraduate, 

percent humanities, research expenditures per full-time faculty member, and public university 

status (although the magnitude of this last variable is quite large). 

 

In column 2, which is restricted to institutions in the NRC data, the mean share is slightly 

higher than in column 1. This suggests that the subset of institutions which appear in the NRC 

data (about half of all in the sample) have a higher propensity to produce humanities PhDs than 

those that do not appear in this data. The amount of variation explained by these variables, as 

seen by R-squared, is also somewhat higher here than in the first column. Similar results are 

obtained as in column 1, the exception being that the final two NRC categories decrease in 

magnitude and lose significance. 
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Columns 3 and 4 are comparable to columns 1 and 2, respectively, with the exception 

that the share variable is calculated for all BA majors, including those not in the humanities.27 

The results are, for the most part, robust to this redefinition. The PhD production rates are, not 

surprisingly, higher than in the analogous rates in the first two columns.  

 

Appendix Table A1 shows results using the additional definitions of the truncation-

correction described in section A.1. The sample selection in column 2 of Table 3, our preferred 

specification, is replicated in Table A1, Column 1. This sample selection is used across all 6 

columns, each of which use a different version of truncation-correction. The results are largely 

robust to the different versions.28 

 

Negative Binomial Model 

The main count model results are displayed in Table 4. There are two important things 

note. First, the dependent variable is now the 20-year truncation-corrected count (as opposed to 

share) of PhDs. Second, we now control for the number of humanities BAs (as opposed to using 

it in the denominator of the dependent variable). The results are presented in an analogous way 

to those in Table 1. Columns 1 and 3 use all institutions, regardless of whether they appear in the 

NRC or not, while column 2 restricts to NRC institutions. Columns 1 and 2 restrict the dependent 

variable to those whose first BA major was in the humanities; columns 3 and 4 do not. 

 

The mean of the dependent variable, the number of PhDs produced is lower in column 1 

than in column 3, implying that, on average, around 1.3 individuals whose first major was not in 

the humanities (or missing) went on to receive a humanities PhD. A similar pattern can be seen 

between columns 2 and 4. In addition, the NRC-only sample produced considerably more 

humanities PhDs than those not included in the NRC data. This is because such schools produce 

more humanities PhDs at a higher rate and/or they are larger. 
                                                        
27 The number of observations differs between columns 1 and 3 because in order for an institution to make it into the sample, it 
must have produced at least one PhD over the sample window. It happens that some institutions produced only PhDs with non-
humanities BAs. Such institutions, with all of the filled in years of 0 PhDs produced, are included in columns 3 and 4. 
28 The main exception is Column 6, which uses the 25-year quadratic correction. This produces a much higher mean share and 
often has more extreme coefficient estimates, although most of the variables that are significant in the other columns remain so 
here. 
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Compared to the OLs results in table 3, the explanatory power is substantially lower, 

noting that the former is measured using pseudo R-squared and the latter adjusted R-squared. 

 

Not surprisingly, the coefficient on the number of humanities BAs (divided by 1000) is 

positive, large, and highly statistically significant –after controlling for the total number of 

students, the greater the pool of humanities undergraduates BAs, the greater the number who will 

ultimately earn a PhD, on average. We see that many of the variables that were statistically 

significant in Table 3 continue to be so here, including test scores, instructional expenditures per 

student, and several of the NRC variables. Total students is significant in column 3. However, its 

sign is different than in our earlier OLS model. The interpretation of this variable differs between 

the two models because of the different definition of the outcome variable as well as the fact that 

we are now including the number of humanities BAs (and excluding the percentage of BAs who 

are in the humanities) as explanatory variables. The fraction of undergraduates who are minority 

is negative and sometimes significant, but this coefficient is extremely small and economically 

not very meaningful. There is a similar finding with percentage of students who are 

undergraduate, although in the opposite direction, always significant, and somewhat larger in 

magnitude. 

 

Table A2, Column 1 replicates Table 4 Column 2. The results are again largely similar 

across the different truncation models.29 

 

7. Conclusion 

 Our major empirical finding is the strong positive association between the number of 

highly ranked humanities PhD programs at an institution and the number of its undergraduate 

students that go on for PhDs in the humanities.  Strong doctoral programs in the humanities thus 

seem to contribute to the supply of humanities PhDs both through the number of PhDs they 

directly generate and through their impact on the number of their undergraduate students that go 

                                                        
29 Again, Column 6 exhibits somewhat different behavior. 
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on for PhDs. We also find that higher levels of instructional expenditures per student and higher 

entering test scores for undergraduate students are both associated with more undergraduates at 

the institution going on for PhDs in the humanities. 

 

By using the restricted access Survey of Earned Doctorate individual observation data, 

we were able to determine each humanities PhD recipient’s time-to-degree and, given the 

heterogeneity in time to degree, to compute better estimates of the share of bachelor’s graduates 

at an institution in a year that subsequently received PhDs in the humanities than did the early 

method used by Lemke (2009).30 Our method required us to address the problem that when using 

the individual level SED data we may not observe all PhDs produced from bachelor’s recipients 

at an institution in a year because if an individual earns a PhD after our data end, we will not 

observe him or her as a PhD recipient. This required us to use a truncation methodology to 

estimate how many PhDs in the humanities would ultimately be received by bachelors’ 

recipients from an institution in a year. While we believe this is an improved methodology, in the 

appendix, we also present estimates using a variant of Lemke’s method assuming a fixed 10 year 

time-to-degree and find that are our major empirical finding continues to be observed. 

 

 

 

 

 

 

 

 

 

 

 

                                                        
30 As noted earlier Lemke used institutional level data on the number of PhDs in a year received by bachelor’s recipients from an 
undergraduate institution and matched them up to the number of bachelor’s degrees granted by the institution a fixed number of 
years earlier. 
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A. Appendix 

Section A.1 describes details on the additional truncation models. Section A.2 presents the 

Lemke-style analysis, which is compared to the results found in Section 6.  

 

A.1. Additional Truncation Models 

In the main body of this paper, we presented results using the simple model of truncation 

correction with a 20-year maximum TTD. Here, we describe two additional truncation correction 

models, the “linear” model and the “quadratic” model. Selected results of all three models, with a 

TTD of both 20 and 25 years are presented in Tables A1 and A2. 

 

Linear Truncation Model 

The linear model allows for the number of PhDs being produced to follow a linear trend based 

on how many years the BA-year is from 1980. This is in contrast to the simple model, which 

does not directly take into account the year of BA, only the maximum number of years possibly 

observed in the data. 

 

As in the simple model, we first restrict the data to the BA years for which we observe the 

maximum TTD in the data. For a 20 year maximum TTD, which we will assume throughout this 

description for expositional purposes, this is BA years 1980-1991. However, instead of 

aggregating to the TTD-level, we aggregate to the BA year-TTD level. For each BA year, this 

produces the total number of PhDs earned (across all institutions) after 4, 5,…, 20 years. Again 

for each BA year, we compute the cumulative probabilities of completing PhDs by each TTD. 

Call these probabilities 𝑑𝑒𝑔_𝑝𝑟𝑜𝑏𝑌𝐸𝐴𝑅,𝑇𝑇𝐷, where YEAR denotes BA year and TTD is time-to 

degree (taking on values 4,…,20).31 We also compute how many years the BA year is from 

1980: 𝑡𝑖𝑚𝑒_1980 =  𝑌𝐸𝐴𝑅 − 1980. 

 

For each TTD, we run a separate regression, which is of the form: 

𝑑𝑒𝑔_𝑝𝑟𝑜𝑏𝑌𝐸𝐴𝑅,𝑇𝑇𝐷 = 𝛽0 + 𝛽1𝑡𝑖𝑚𝑒_1980𝑌𝐸𝐴𝑅,𝑇𝑇𝐷 + 𝜖𝑖  

                                                        
31 For all truncation models, we group TTDs of less than 4 years with 4 years. 
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We obtain the coefficients and apply them to the years for which we do not observe the 

maximum TTD in the data. We do this in an analogous way to the simple model. Specifically, 

we multiple the number of degrees produced after the max number of possibly observed years by 

the inverse of the sum of the intercept term and the coefficient on the year term multiplied by the 

number of years since 1980. 

 

Quadratic Truncation Model 

The quadratic model is nearly identical to the linear model with the exception that we add a 

squared time_1980 term to the regression equation.  

 

A.2. Lemke-Style Regression 

We also present results, for comparison with those presented above, of an analysis conducted 

similar to, but not exactly the same as, that done in Lemke (2009). Because this author did not 

have access to individual-level SED data on PhD recipients, public-use data was instead used. 

This data splits PhD recipients by BA institution, but it does not specify which year these 

individuals received their BAs. Thus, a 6-year TTD was assumed. 

 

Instead of a 6-year TTD, we use a 10-year TTD. Using our SED data, for each BA institution, we 

aggregate the number of PhDs received by PhD year, tossing out information on when the BA 

was received. Institution-PhD years with no PhDs are coded as 0. We also restrict our sample to 

PhD received in 1990-2011, allowing 10 years from the beginning of our BA data.32 We then 

compute a PhD production rate, which is the number of PhDs by PhD year for each BA 

institution divided by the number of humanities BAs from 10 years before the PhD year. We use 

the explanatory variables associated with the BA year. 

 

                                                        
32 Because our SED data only covers individuals who received their BA in 1980 and later, we observe a relatively small number 
of PhDs for the early PhD years. The earlier the PhD cohort, the fewer BA cohorts can contribute to the number of PhDs 
observed. For example, the we would observe up to a TTD of 20 years for PhD year 2000, but only up to a TTD of 10 years for 
PhD year 1990. 
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We run the same analysis as presented in the OLS results, making the results in here comparable 

with those in Tables 3 (and A1). In many ways, the results in Table A3 are very similar to those 

in Table 3. Similar magnitudes and coefficients are observed. By and large, the same variables 

are also statistically significant.  
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