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ABSTRACT

Following the textbook C-CAPM, the consumption risk of an asset is typically measured as the

contemporaneous covariance of the marginal utility of consumption and the return on that asset.

When measured this way, consumption risk is too small to explain the observed equity premium,

is negatively related to expected excess returns over time, and fails to explain the cross-sectional

differences in average returns of the Fama and French (25) portfolios. This paper evaluates the

central insight of the C-CAPM - that consumption risk determines returns - but take the model less

literally by allowing the possibility that households do not instantaneously and completely adjust

consumption to the news revealed about wealth in a period. The long-term consumption risk of the

aggregate market is signficantly larger than the contemporaneous risk and is positively related to

expected excess returns over time. The long-term consumption risk of different portfolios largely

explains the observed differences in average returns.
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US stock returns are large, predictable over time, and predictable across stocks. The

average return on a diversified market portfolio has averaged eight percent per year more

than the return on a short-term treasury bill. The predictability of time variation in returns

is modest at high frequencies — about ten percent of the variation in returns one quarter

ahead is predictable — and quite large over longer periods — just under half of the variation

in returns over five year periods is predictable. Finally, portfolios based on the intersection

of quintiles of stocks ranked by market value and by the ratio of book value to market value

have differences in average annual returns across stocks of several percent per year.

The natural explanation for these variations in returns is risk. But variations in con-

sumption risk have done a poor job of explaining these differences in expected returns.1

According to the canonical economic model of asset pricing, the textbook consumption cap-

ital asset pricing model (CCAPM), the risk of the market or a portfolio of stocks depends

on the expected covariance of returns with consumption: (a time of) high covariance implies

(a time of) high risk and thus high expected return. But after two decades of research, the

consensus view is that differences in returns are not due not to variation in the covariance of

aggregate consumption and returns, but are instead due to variation in effective risk aversion

or to “behavioral” phenomenon such as irrational exuberance, noise trading, rules of thumb,

or psychological biases.

This paper evaluates the central insight of the CCAPM — that consumption risk deter-

mines returns — but take the model less literally by allowing the possibility that households do

not instantaneously and completely adjust consumption to the news revealed about wealth

in a period. That is, allowing the possibility that consumption is slow to adjust, this paper

measures consumption risk not as the contemporaneous covariance of a return with con-

sumption growth — as done in the previous literature on the C-CAPM — but instead as the

covariance of a return and consumption growth over the quarter of the return and many

1E.g. Sanford J. Grossman and Robert J. Shiller (1981), Shiller (1982), Lars Peter Hansen and Kenneth
J. Singleton (1983), and N. Gregory Mankiw and Matthew D. Shapiro (1986).
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following quarters.

Long-term consumption risk is an important determinant of expected asset returns. I

review and present evidence that the long-term consumption risk of equity is more than

six times the contemporaneous risk, and further that the long-term consumption risk of

households actually participating in the equity market is largely sufficient to rationalize the

equity premium. Thus, the equity premium is matched by a model in which stockholders

have reasonable levels of risk aversion and correctly assess the risks of equity when making

investment decisions, but do not completely adjust consumption contemporaneously with

returns.

Long-term consumption risk also helps to explain the time variation in expected returns.

In theory, high expected returns occur when the expected covariance between consumption

growth and innovations to the market is large. While for contemporaneous risk, the data

show the reverse pattern, for long-term consumption risk, risk and expected returns are

positively related. This relationship is weak however. For reasonably levels of risk aversion,

consumption risk predicts far less variation in expected returns over time than observed, and

the positive relationship is not robust for large instrument sets.

Finally, long term consumption risk can explain differences in cross-sectional returns.

While beta’s based on the contemporaneous movement of consumption and returns have

almost no predictive power in explaining the pattern of average returns across portfolios,

beta’s based on the long-term movement of consumption are highly statistically significant

in explaining average returns and explain a large fraction of the variation in average returns.

I present a nonlinear version of the analysis of Jonathan A. Parker and Christian Julliard

(2002) and show that the explanatory power of long-term consumption risk is as good as that

of the three-factor models of Eugene F. Fama and Kenneth R. French (1993) and Martin

Lettau and Sydney Ludvigson (2001). But like the equity premium, this explanation requires

high levels of risk aversion.
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I. Theory

Following Mark Rubinstein (1976) and Douglas T. Breeden (1979), the CCAPM posits that

households maximize the expected present discounted value of utility flows from consump-

tion by allocating wealth to consumption and different investment opportunities. When

households are behaving optimally, a marginal investment at t in any asset should yield the

same expected marginal increase in utility at t+ 1:

Et

£
C−γt+1Ri,t+1

¤
= Et

h
C−γt+1R

f
t+1

i

where γ is the representative household’s coefficient of relative risk aversion, assumed con-

stant, C is consumption, Ri,t+1 is the gross return on asset i, unknown at t, known at t+ 1,

and Rf
t+1 is the rate of return that is risk-free.

This equation assumes that agents instantaneously and completely adjust consumption

to returns. Such an assumption is at odds with the literature on the intertemporal allocation

of consumption which is in wide agreement that the simple, textbook model of a represen-

tative consumer is false and that consumption displays excess smoothness in response to

wealth shocks.2 There is not agreement about the correct alternative model, and contenders

include: marginal utility of nondurable consumption not being additively separable from

factors that are subject to frictions (such as leisure, housing, or external habits); uninsur-

able idiosyncractic risk or borrowing constraints; direct adjustment costs on consumption;

mismeasurement in consumption data; informational or calculation constraints on agents.

Instead of making this assumption, I measure the consumption risk of an investment by

2The slow adjustment of consumption has a long history starting with Marjorie Flavin (1981) and Robert
E. Hall and Frederic S. Mishkin (1982). Even the seminal paper, Hall (1978), which first notes that consump-
tion should not be slow to adjust rejects the random walk of consumption using data on market returns.
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its risk to consumption S periods in the future:

Et

£
C−γt+1+SRi,t+1

¤
= Et

h
C−γt+1+SR

f
t+1

i
(1)

This measure, for large S, has several appealing features. First, this approach maintains

the assumption that the primary determinant of utility is the level of flow consumption.

Second, this approach is consistent with the canonical model of portfolio choice in that the

ultimate risk and the contemporaneous risk should be approximately the same according to

the canonical model (exactly the same if the risk free rate is constant). Third, and most

importantly, this approach provides a better measure of the true risk of the stock market

under a wide class of extant models used in the study of household consumption and saving.

Parker (2001) and Parker and Julliard (2002) show in a set of models that if households

choose their portfolios at time t and consumption responds with a lag to changes in wealth,

then this measure provides a superior measure of the consumption risk of an asset while the

contemporaneous covariance of consumption and returns understates this risk.3 Thus, this

measure allows us to evaluate the economic insight that consumption risk should determine

returns even though the true or complete model of household saving and portfolio choice has

to date escaped discovery.

To fit the model to the observations on returns discussed in the introduction, divide

equation (1) by marginal utility in t to move from the nonstationary C−γt+1+S to the stationary

(Ct+1+S/Ct)
−γ. To model the equity premium, consider the risky asset to be the market

return, Rt+1, take the unconditional expectation, and use the definition of the covariance to

3These papers consider the textbook model; a modification in which the marginal utility of consumption
is shifted by a stationary variable that covaries with returns; a model in which constraints on information
flow slow consumption movements; and finally the impact of the fact that aggregate consumption contains
serially correlated measurement error due to the use of lagged data in its construction. Under some models,
the risk aversion implied by this measure provides an upper bound on the true risk aversion of the agent.
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The implications for time variation in returns over time follow from the same steps

without taking the unconditional expectation
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Finally, to compare returns across stochastic assets, the derivation with the unconditional

expectation for any asset gives the beta representation:

E
h
Ri,t+1 −Rf

t+1

i
= α+ βi,SλS (4)

where

α = 0, βi,S =
Cov
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This is a linear factor model with a single factor, consumption risk. The paper now evaluates

each of these implications in turn.

II. The equity premium

Real chain-weighted consumption expenditures on nondurable goods per capita are used as

the measure of consumption. Market returns are value-weighted NYSE real returns and

the risk-free rate is proxied by the return on a three-month treasury bill. Rt+1 and Rf
t+1

are returns during t + 1, so that Ct is completely prior to the return. The intersection of

the series and allowing for a reasonable horizon (S) determines the sample of returns: 1947

second quarter to 1998 first quarter.
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The average return on the stock market over this period is 2.5 percent per quarter and

the average premium over this period is 2.0 percent per quarter. The equity premium puzzle

(Rajnish Mehra and Edward C. Prescott (1985)) is that the contemporaneous covariance

of consumption risk and market returns is far too small to rationalize this high average

return. For S = 0 and assuming a plausible level of risk aversion of five, the right-hand

side of equation (2) predicts an equity premium of 0.037 percent per quarter, or one sixty-

eighth of the actual premium. All three terms in equation (2) are measured with error — the

average equity premium, the covariance, and the average growth in marginal utility — but

the economic magnitude of this gap is huge.

Figure 1 plots the implied equity premium for different levels of risk aversion (horizontal

axis) and different horizons (S as different lines). The solid and lowest line is the implied

premium for S = 0 and demonstrates the magnitude of the puzzle for contemporaneous

consumption risk. More importantly, as the horizon is increased to S = 1, 3, and 7, measured

consumption risk rises uniformly and the equity premium becomes less of a puzzle. For γ = 5

the implied premium is 0.24 percent at a horizon of two years (S = 7), more than 6 times

that implied by the contemporaneous consumption risk.4

But while measured consumption risk is substantially higher allowing for the slow ad-

justment of consumption, it is still an order of magnitude too small to be consistent with

the historical equity premium. The average equity premium less two standard deviations is

1.1 percent, or roughly the top of Figure 1. Further, the long-term consumption risk begins

to decline after two years; for a three-year horizon (S = 11, the finely dashed line), and

γ = 5, the consumption risk of the stock market implies a premium of only 0.15, similar to

that at S = 3. While the decline in measured consumption risk after some period would

seem consistent with slow consumption adjustment in response to the time-series correlation

4This result appears in a linearized form in Xavier Gabaix and David Laibson (2001), Monika Piazzesi
(2001), Parker (2001), and these papers also review the previous theoretical literature (most notably Anthony
W. Lynch (1996) and David A. Marshall and Nayan G. Parekh (1999)).
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of returns (poor returns following a run of goods returns), this depends on the model and

raises the puzzle of the time series variation in returns addressed in the next section.

So is the consumption risk of equity is too small? Yes in aggregate. But following Mankiw

and Stephen P. Zeldes (1991), Annette Vissing-Jorgensen (1998) argues that consumption

risk in aggregate data is plausibly biased downwards by a factor of 6 due to limited par-

ticipation in the stock market. Yacine Ait-Sahalia, Parker, and Motohiro Yogo (2001) and

Orazio Attanasio and Vissing-Jorgensen (2003) show that contemporaneous measures of the

consumption risk of rich households imply more plausible levels of risk aversion. Parker

(2001) shows that this is even more true for the long-term consumption risk. The long-term

consumption risk of the stock market for the subset of households in the Consumer Expendi-

ture Survey that hold equity predicts an equity premium statistically close to the historical

average. Thus the equity premium is consistent with the optimizing model of portfolio choice

embedded in the CCAPM for stockholders, particularly once one examines the actual long-

term risk that equity presents for household consumption. The question for understanding

the equity premium is what keeps some households out of the stock market.

III. The time variation in expected returns

The optimal portfolio behavior by households implies that returns should on average be

higher in periods in which the consumption risk (or long-term consumption risk) of the

stock market is greater. To evaluate this basic insight, let γ = 5 and run a pair of linear

regressions of (Ct+1+S/Ct)
−γ, and Rt+1 − Rf

t+1 on a set of variables that are known to be

useful in predicting returns and consumption: Ct/Ct−1,
³
Rt −Rf

t

´
, Rt, and the ratio of the

last four quarters of dividends to the equity price at the end of t. The predicted values from

these regression are the left-hand side of equation (3) and the denominator of the right-hand

side. To construct the conditional covariance, the innovations to returns and the ratio of

marginal utilities are multiplied and again predicted using the same linear regression. From
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the perspective of statistical inference, this procedure is useless, but from the perspective of

economic inference, it is transparent.

Panel A of Figure 2 presents a scatter plot of each quarters expected excess returns on

the vertical axis and the consumption risk,
Covt[(Ct+1/Ct)−γ(Rt+1−Rf

t+1)]
Et[(Ct+1/Ct)−γ]

on the horizontal axis

(note S = 0). Theory (equation (3)) predicts that returns should lie on the 45 degree line,

the solid line in Figure 2. In fact, there is a steep negative relationship in the data. The

dashed line is the regression line of the left-hand side of equation (3) onto the right-hand

side. While it is well known that expected returns are far more variable than predicted by

the CCAPM, it is also the case that times of high consumption risk are associated with

lower, not higher, returns.

Panel B of Figure 2 presents the same information for long-term consumption risk with

a horizon of 11. While increased noise in the stochastic discount factor leads to increased

variation in the measure of expected consumption risk, the relationship between risk and

expected returns for S = 11 is positive. That is, times of high long-term consumption

risk are times of high expected returns.5 The role of long-term consumption risk is limited

however. There is far more variability in expected returns than is consistent with variations

in expected consumption risk. Similar to the case of the equity premium, higher levels of

assumed risk aversion can amplify the predicted variation in expected returns and can reduce

a simple regression line to the 45 degree line.

In sum, while greater contemporaneous consumption risk does not imply higher expected

excess returns, greater long-term consumption risk does. On the other hand, the magnitude

of variation in expected returns is hard to explain with reasonable levels of risk aversion,

and instead suggests time-variation in effective risk aversion or investor psychology.

5There is some variation by horizon and choice of instruments. Shorted horisons and larger instrument
sets can reverse the sign of the correlation.
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IV. The cross-section of expected stock returns

This section recasts the main results of Parker and Julliard (2002) and demonstrates that

long-term consumption betas explain the cross-section of returns, but only for high assumed

levels of risk aversion.

Figure 3 plots the average real quarterly returns for the Fama and French (1992) (25)

portfolios (vertical axis) against the consumption betas as defined in equation (4) (horizontal

axis) and again assuming γ = 5. Each portfolio is denoted by the relative size (1 to 5) and

relative book to market ratio (1 to 5). The sample is matched to that used in Lettau and

Ludvigson (2001).6

Panel A shows the well-known lack of relationship between average returns and contem-

poraneous (S = 0) consumption betas. The lower solid line plots equation (4) using the

theoretical value α = 0 and the empirical counterparts to the theoretical moments to calcu-

late λ0. Consumption risk predicts returns that are much smaller than all those observed —

the equity premium puzzle again. The higher solid line chooses α to best fit the data and

emphasizes how little variation in average returns is predicted by the model. Finally, we can

ask whether there is any relationship between consumption betas and returns. A regression

line has the correct slope, but is statistically insignificant: λ̂0 = −0.0237 (0.0149).
Panel B shows that long-term consumption risk at a horizon (S) of three years has

large explanatory power, but does not match the equity premium or the spread in returns

for plausible levels of risk aversion.7 As in Panel A, the lower solid line maps out the

predicted return as a function of beta based on α = 0 and λS constructed from the empirical

counterparts to the theoretical moments. It again predicts very low returns. Choosing α to

6In this sample, consumption risk fits returns with a higher fit than in larger sample. But a longer sample
yeilds the same relative fit of consumption risk for S = 11, consumption risk for S = 0, and the Fama and
French and Lettau and Ludvigson models.

7S = 11 is the largest S that maintains a low ratio of estimation error to the cross-sectional variation of
the betas, as discussed in Parker and Julliard (2002). S = 11 also maximizes the fit of the regression and so
is chosen by a Bayesian model selection criterion.
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best fit returns, the model predicts more spread in returns than for contemporaneous risk,

but still far less than observed in the data.

That said, long-term consumption betas can explain the majority of the variation in

returns. The dash line in Panel B is the regression line of consumption betas on returns.

The line is highly statistically significant: λ̂0 = −0.168 (0.078). It is also highly economically
significant. This one factor, long-term consumption risk, explains 72 percent of the variation

across portfolios. This explanatory power matches that of the three factor models of Fama

and French (1993) and Lettau and Ludvigson (2001). The divide between the theoretical

and regression lines in Panel B of Figure 3 can be closed by assuming a higher level of risk

aversion. That is, high levels of risk aversion can align the theoretical and “best fit” slopes,

and, as for the equity premium, bring the model and data into alignment.

In sum, consumption risk explains the cross-sectional variation in average returns. But,

as for aggregate returns, this explanation requires high levels of risk aversion. It remains

an interesting question whether the long-term consumption risk of stockholders does in fact

explain the cross-section of returns and whether constraints that limit participation can

mimic high risk aversion in this setting.
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Figure 1: Predicted Excess Return by Risk Aversion and Horizon
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Figure 2: Consumption Risk and Time Variation in Expected Returns

Predicted Returns with Risk Aversion = 5
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Figure 3: Average Returns and Consumption Betas

Betas with Risk Aversion = 5
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