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1 Introduction

How will artificial intelligence (AI) affect the economy? Forecasts of the effects on GDP span an

enormous range: from modest gains of roughly one percent over a decade (Acemoglu, 2025) to

scenarios in which AI raises growth rates by an order of magnitude (Trammell and Korinek, 2023;

Davidson et al., 2026). This wide range points to the difficulty of measuring the impact of AI, in

part because many of the advances have yet to play out.

A key channel through which AI affects the economy—both recently and likely in the future—is

software engineering. Since the release of ChatGPT in November 2022, software engineering has

become more productive, being a leading use case of AI. The pace of improvement seems to be

accelerating: in 2026, coding agents such as Claude Code and Codex have revolutionized software

engineering. More advances are likely in the future.

This paper measures the effects of AI on software engineering productivity and, through this

channel, on the macroeconomy. We use information from financial markets. The main idea is that

if AI raises the productivity of software engineers, then firms that rely more heavily on them should

benefit more. Therefore news about AI generates higher expected profits for these firms. These

profits are capitalized into larger stock price responses. Combining these stock price responses

with a model, we can pin down the increase in software engineering productivity expected by

financial markets.

The view from financial markets is unlikely to be perfectly accurate. However, a market-based

approach has several significant advantages. First, market prices are forward-looking, providing

a signal about advances in AI that are yet to come. Second, market prices are available at high

frequency and in real time, which is critical given the rapid development and adoption of AI. Third,

by using firm-level information from stock prices, one can measure overall software engineering

productivity improvements, rather than gains on isolated tasks within the firm.

In the empirical part of the paper, we estimate how the sensitivity of firm stock returns to

news about AI depends on the firm’s share of payroll in software engineering. We use a two-stage

approach. In the first stage, we estimate each firm’s stock return sensitivity to returns on an AI

stock market index. In particular, we regress firm-level stock returns on the return of the ROBO

Global Artificial Intelligence index (THNQ), controlling for standard Fama-French risk factors. In

the second stage, we regress the firm-level sensitivity to the AI index on firms’ software engineering

payroll shares, controlling for industry fixed effects and firm size. The payroll share is from Revelio

Labs’ employee-level data. We discuss how the second-stage slope isolates changes in software

engineering productivity, even if movements in the AI index reflect shocks other than software

engineering productivity (e.g. overall productivity shocks, discount rate shocks, and demand

shocks that shift expenditure toward software-intensive goods).
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To cleanly measure how AI raises software engineering productivity, we base our productivity

estimate on differential responses across a sample of firms that use software engineering as an

input, rather than firms that produce or sell software (e.g. so-called “SaaS” firms). We exclude

firms in software-producing industries or the semiconductor supply chain. Firms that use software

engineering intensively in our sample include: eBay (online marketplaces), Sonos (electronics

manufacturing), and Expedia or Airbnb (travel booking platforms).

Our second-stage regression yields an estimated slope of 1.24. That is, if two firms’ payroll

shares differ by one percentage point, a one-percentage-point movement in the AI index predicts a

return differential of 1.24 basis points. The result is robust across a wide range of specifications that

control for alternative or additional risk factors, or use other AI stock market indexes, in the first

stage; and for firms’ product-market exposure to generative AI, standard financial ratios, and fine

industry fixed effects in the second stage. A formal coefficient-stability test following Oster (2019)

suggests unobserved heterogeneity does not explain the cross-sectional relationship. Year-by-year

regressions are stable in every year from 2022 through 2025.

We combine our empirical estimates with a model to measure the expected present value of

increases in software engineering productivity due to AI. The second-stage regression coefficient

reflects two components: the key object κ, which measures the market’s expected present value of

increases in software engineering productivity per unit of excess return on the AI index (residualized

against risk factors), and how firms’ stock return sensitivity to software engineering productivity

gains depends on differences in their software engineering payroll shares. The model pins down

the latter in terms of a few key parameters, including the elasticity of substitution across goods and

the substitution elasticity between software engineering and other labor.1 The model then allows

us to translate the second-stage slope into κ. Multiplying κ by the cumulative residualized excess

AI-index return in a given window yields software engineering productivity gains due to AI news

over that window.

From the launch of ChatGPT in November 2022, through December 2025, AI news led to a

present-value increase in software engineering productivity equivalent to a permanent increase of

32.6%. This estimate is comparable in magnitude to the 21–56% task-level speed-ups found in the

experimental literature (Peng et al., 2023; Paradis et al., 2025). Two offsetting forces can explain

the similarity. On one hand, our present-value estimate includes expected future gains in software

engineering productivity, which should exceed the gains from today’s tools alone. On the other

hand, complementarities and bottlenecks between tasks imply that aggregate productivity gains

1The baseline model features firms that produce differentiated goods, substitute between software engineers and
other labor, and differ in the intensity with which they use software engineers. As we discuss, this simple model is
isomorphic to a richer task-based model in which firms buy software from a sector that combines AI and software
engineers.
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should be smaller than task-level gains (Jones and Tonetti, 2026; Demirer et al., 2026).

One major benefit of our market-based approach is that it provides a high-frequency, near-real-

time measure. We extend our measure through the first half of 2026 using the latest data. Expected

software engineering productivity gains driven by news in the first half of 2026 were larger than

those driven by news over the previous three years. This acceleration coincides with the rapid

development and widespread adoption of coding agents such as Codex and Claude Code. Markets

appear to expect significant productivity gains from these tools. Our series will provide a timely

indicator of further productivity gains as the frontier continues to advance.

We next translate the software engineering productivity gains due to AI into an impact on GDP.

Our baseline calculation applies a modified version of Hulten’s theorem in the spirit of Aghion and

Bunel (2024) and Acemoglu (2025). Because we focus on the aggregate impact, we also include firms

that produce and sell software in this calculation; software engineering productivity gains lower

their marginal costs as well. News about AI from November 2022 to December 2025 corresponds to

a present-value GDP increase equivalent to a permanent 3.61 percent level increase.

We then consider two extensions and show that the software engineering productivity gain

and GDP impact remain similar. First, we introduce a task-based framework with an explicit AI

sector. Software suppliers bundle digital tasks performed by either software engineering labor or

AI according to comparative advantage. Advances in AI replace software engineering labor and

raise the productivity of software suppliers. Software suppliers then provide software inputs to

differentiated-good producers. We derive an isomorphism between this model and our baseline

framework. The mapping from the empirical estimates to the productivity gains and GDP impact

is largely unchanged, though we require additional data on software spending. Second, we embed

the framework in the full U.S. input-output network, explicitly capturing features such as upstream

production and the economy-wide use of software. The network extension changes the inferred

productivity gain and GDP impact only moderately.

We finally evaluate how the GDP impact changes when software engineering affects innovation.

We embed our framework in a semi-endogenous growth model with an R&D sector, to which

software engineering is an input. This extension leaves the mapping from the empirical estimates

to software engineering productivity gains unchanged but significantly amplifies the mapping

from these productivity gains to GDP. The reason is that higher software engineering productivity

raises effective R&D input. Under our calibration, the implied impact on GDP nearly doubles due

to software’s effect on R&D. These results are large relative to the other model extensions we have

considered.

Literature review. A growing literature quantifies the macroeconomic impact of AI. The starting

point is often occupation-level AI exposure measures that classify tasks by their susceptibility
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to automation (Eloundou et al., 2024; Acemoglu et al., 2022; Hampole et al., 2025). Papers then

use these measures to quantify the macroeconomic effects, aggregating across various channels

including the effect of AI on software engineering productivity. The estimates span a wide range (see

also Karger et al., 2026 for expert disagreement about AI’s macroeconomic effects). For example,

Acemoglu (2025) estimates cumulative TFP level gains of 0.53–0.66% over a decade, while Aghion

and Bunel (2024) estimate cumulative TFP level gains of 6.8–13% over a decade. We find markets

expected TFP level gains, through the software engineering channel alone, of 3.61% at the end of

2025 and more than twice that amount by mid-2026.

Recent studies find large task-level speed-ups from AI coding assistants (e.g. Peng et al., 2023;

Paradis et al., 2025; Cui et al., 2026; Gambacorta et al., 2024; Murphy-Hill et al., 2026). However,

translating task-level gains into effects on firm-level or aggregate-level productivity is difficult

(e.g. Brynjolfsson et al., 2021). Jones and Tonetti (2026) explain why: if production involves

complementary tasks, then “weak links” attenuate the translation of task-level improvements from

AI into firm-level or aggregate productivity gains. Demirer et al. (2026) provide direct evidence

of this attenuation in software development. Large gains in coding activity translate into smaller

increases in projects and releases and no detectable increase in consumer usage of new apps. Our

paper takes a different route. Because asset prices already embed market beliefs about task-to-job

aggregation, we sidestep these aggregation difficulties.

A growing literature uses asset prices to study how markets value the effects of AI on firms and

the broader economy. In a pioneering paper, Eisfeldt et al. (2026) construct a novel measure of

firms’ exposure to generative AI, and show that firms with high exposure gained roughly 5% in

market value relative to low-exposure firms after ChatGPT’s release. The results are consistent

with generative AI substituting for workers.2 Andrews and Farboodi (2025) study the behavior of

US bond yields around major AI release dates, and find clear evidence that investors price the

possibility of transformative AI. Chow et al. (2026) argue more generally that long-term real interest

rates provide an excellent way to assess whether markets price in transformative growth. Borri et al.

(2026) construct a novel, high-frequency AI factor from OpenRouter token consumption and find

that firms with greater exposure to the factor earn higher subsequent returns. We differ from these

papers in focusing on the software engineering channel of AI, and in providing a framework to size

the productivity gains using asset prices.

A related literature studies how AI affects firm-level outcomes. For instance, Babina et al. (2026)

show that AI investments have led to productivity gains, driven by the accumulation of organization

capital built by AI-skilled workers.3 Hampole et al. (2025) construct novel measures of AI exposure,

2Bertomeu et al. (2025) use Italy’s temporary ChatGPT ban and find that high-exposure firms lost roughly 6% in
market value relative to low-exposure firms during the ban.

3Babina et al. (2024) show that firms investing in earlier waves of AI experience higher growth in sales, employment,
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and find that AI substitutes for labor at the task level, but also generates productivity gains and task

reallocation that dampen this substitution effect. Brynjolfsson et al. (2026) and Hosseini Maasoum

and Lichtinger (2026) find early evidence consistent with AI leading to large declines in hiring for

young and junior workers in exposed occupations. We complement these papers by providing

not only evidence on the effects of AI to date but also a forward-looking assessment via financial

markets.

Finally, our work connects to the theoretical literature on AI, automation, and growth. In

particular, it builds on the task-based framework for analyzing how automation displaces labor

(Acemoglu and Restrepo, 2018, 2019, 2022). Recent work emphasizes that AI-driven changes in task

composition interact with workers’ comparative advantage and occupational mobility to produce

heterogeneous labor market effects (Freund and Mann, 2026; Althoff and Reichardt, 2026; Fan,

2025). Growth-theoretic models show that AI’s long-run impact depends critically on whether it

can automate the research process itself (Aghion et al., 2019; Korinek and Suh, 2024; Bontadini

et al., 2026; Davidson et al., 2026), consistent with our findings on the importance of accounting

for the innovation channel when sizing the GDP impact of AI.

Roadmap. Section 2 develops our methods. Section 3 presents the empirical implementation

and estimates of software engineering productivity gains. Section 4 quantifies the GDP impact and

considers extensions. Section 5 incorporates innovation, and Section 6 concludes. Main proofs

appear at the end of the main text. The Supplemental Appendix contains additional tables, figures,

data details, and proofs. The additional materials contain further empirical results and extensions.

2 Sizing the Software Engineering Productivity Gain from AI

We develop a framework that combines cross-sectional estimates with a general equilibrium model

to infer software engineering (SWE) productivity changes due to AI. To simplify the exposition and

derive closed-form expressions for the objects of interest, we use a stripped-down environment.

Sections 4 and 5 later show that our procedure is robust to multiple extensions and explain how to

translate the implied productivity change into a GDP impact.

2.1 Environment

Time is discrete, indexed by t ∈ {0,1, . . .}. The economy comprises a unit continuum of firms,

indexed by j ∈ [0,1], each producing a distinct good. Each firm is small and takes aggregates

as given. A representative household owns all firms, and financial markets are complete. There

and market value, in large part because AI helps them innovate their products.
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are three aggregate shocks: St , At , and βt . St denotes the productivity of software engineers. At

denotes Hicks-neutral aggregate productivity. βt is a time-varying one-period discount factor. The

aggregate shocks may be arbitrarily correlated.

Households. The representative household is endowed with s units of software engineering labor

and L units of non-SWE labor, both supplied inelastically. Their respective wages at date t are wt

and Wt . Household consumption preferences are

E0

[ ∞∑
t=0

( t−1∏
ℓ=0

βℓ

)
u(Ct )

]
,

with the convention
∏−1
ℓ=0 = 1, where βt ∈ (0,1) and has steady-state value β. The consumption

bundle is a standard CES aggregate with fixed demand weights ω j integrating to one,

Ct =
[∫ 1

0
ω1/ε

j c(ε−1)/ε
j t d j

]ε/(ε−1)
,

∫ 1

0
ω j d j = 1.

Cost minimization implies

c j t =ω j

(p j t

Pt

)−ε
Ct and Pt =

[∫ 1

0
ω j p1−ε

j t d j
]1/(1−ε)

,

where Pt is the consumer price index and p j t denotes the price of good j . The aggregate price

index serves as numeraire, Pt = 1 for all t . The stochastic discount factor (SDF) is Ξt ,t+1 =
βt uc (Ct+1)/uc (Ct ).

Production. Each firm j produces output using a technology with constant returns to scale. A

CES labor composite combines SWE and non-SWE labor,

H j t =
[
φ1/σ

j (St s j t )(σ−1)/σ+ (1−φ j )1/σL(σ−1)/σ
j t

]σ/(σ−1)
,

where s j t and L j t are firm j ’s employment of SWE and non-SWE labor, and σ> 0 is the elasticity of

substitution across the two types of labor. The parameter φ j ∈ (0,1) governs software engineering

intensity within the labor composite and varies across firms. St is software engineering productivity,

which augments SWE labor. The firm then combines the labor composite with materials (in units

of final goods) through a Cobb-Douglas function:

y j t = At

( H j t

α

)α( m j t

1−α
)1−α

, (1)

where m j t is firm j ’s use of final-good materials and α is the labor share of total costs. At is a

Hicks-neutral aggregate productivity shock. The total cost of firm j is C j t = wt s j t +Wt L j t +m j t .

Let q j t denote the unit cost of the labor composite,

q j t =
[
φ j (wt /St )1−σ+ (1−φ j )W 1−σ

t

]1/(1−σ)
.
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With final-good materials priced at the numeraire, firm j ’s unit cost is mc j t = 1
At

qαj t , where wt /St

is the effective software engineering wage. Firms face CES demand and charge a constant markup

p j t = ε
ε−1 mc j t . Per-period profits are a constant fraction of nominal revenue, π j t = 1

εp j t y j t .

We define the software engineering channel as the effects of AI that operate through a reduction

in the effective cost of firms’ software input. In the benchmark model, this reduction is driven by

higher SWE productivity St , which lowers the effective SWE wage wt /St .

Section 4.2 shows that the software engineering channel operates similarly in a richer setting,

in which an upstream sector sells software services to final-goods producers. This software sector

combines software engineers and AI input, supplied by an explicit AI sector, using a task-based

production technology. The software engineering channel in this richer environment is isomorphic

to its baseline counterpart: AI advances automate software engineering tasks, replace software

engineers, and lower the price of software services for firms.

We define firm j ’s software engineering payroll share as γ j t = wt s j t /(wt s j t +Wt L j t ). Since

α is the labor share of total cost, the corresponding software engineering cost share is αγ j t =
(wt s j t )/C j t . The CES labor composite implies γ j t =φ j (wt /(St q j t ))1−σ, which is strictly increasing

in φ j . The value of firm j is the present discounted value of its profit stream,

V j t = Et

[ ∞∑
τ=0

Ξt ,t+τπ j ,t+τ
]

. (2)

Here Ξt ,t = 1 and Ξt ,t+τ =∏τ−1
ℓ=0Ξt+ℓ,t+ℓ+1 for τ≥ 1.

Market clearing. Goods market clearing requires the production of each differentiated good to

equal household consumption demand plus firms’ final-good materials demand for that good.

Labor market clearing requires
∫ 1

0 s j t d j = s and
∫ 1

0 L j t d j = L. We define firm j ’s final-expenditure

share as f j t = p j t c j t /Ct =ω j (p j t /Pt )1−ε, with
∫ 1

0 f j t d j = 1. These are the weights the price index

and demand system operate on. In this model they are also sales shares, f j t = p j t y j t /
∫ 1

0 pkt ykt dk,

and value-added shares, f j t = (p j t y j t−m j t )/
∫ 1

0 (pkt ykt−mkt )dk. The aggregate (final-expenditure-

weighted) software engineering payroll share is γt =
∫ 1

0 f j tγ j t d j .

2.2 Response of Firm-Level Stock Returns to Aggregate Shocks

This subsection characterizes the response of firm-level stock returns to changes in software

engineering productivity, as well as other aggregate shocks. These results pave the way for our main

result, which uses firm-level stock returns to back out changes in software engineering productivity.

We characterize the first-order response of the economy to a perturbation (d logSt ,d log At ,

d logβt ). We start by characterizing the first-order response of firm profits. We drop t subscripts

when referring to steady-state values. Given CES demand with constant markups, and since the
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numeraire satisfies Pt = 1, per-period profits satisfy:

d logπ j t = (1−ε)d logmc j t +d logCt .

By Shephard’s lemma, the unit cost moves as a cost-share-weighted average of effective input

prices, so that

d logmc j t =−d log At +αγ j (d log wt −d logSt )+α(1−γ j )d logWt ,

where materials are priced in units of the final good, whose price is the numeraire, and therefore

do not contribute a separate price term. Software engineering productivity St enters by reducing

the effective SWE wage d log wt −d logSt , with an impact proportional to the firm’s SWE payroll

share γ j scaled by the labor cost share α. The constant price index (d logPt = 0) implies the final-

expenditure-weighted average of unit cost changes satisfies 0 =−d log At +α
[
γ(d log wt −d logSt )+

(1−γ)d logWt
]
, where γ= ∫ 1

0 f jγ j d j is the final-expenditure-weighted aggregate software engi-

neering payroll share. Subtracting this zero from d logmc j t isolates the relative cost change,

d logmc j t =−α(γ j −γ)[d logSt − (d log wt −d logWt )]. Substituting the relative cost change into

the profit equation yields:

d logπ j t =−(ε−1)α(γ j −γ)
(
d log wt −d logWt −d logSt

)+d logCt . (3)

Equation (3) suggests a promising link between software engineering productivity and firm-

level profits, which will form the core of our measurement strategy. The equation characterizes the

response of profits in terms of a firm-specific component that depends on software engineering

productivity, and an aggregate component. The first, firm-specific component contains the effec-

tive wage of software engineers
(
d log wt−d logWt−d logSt

)
, relative to other labor and accounting

for software engineering productivity. The relative effective wage falls either because software

engineering productivity d logSt rises, or because relative wages d log wt −d logWt fall. When

the relative effective wage falls, firms with a higher-than-average reliance on software engineers

(γ j > γ) experience a relative marginal cost decline. Since demand is elastic (ε> 1), consumers

substitute toward these newly cheaper goods, translating the cost advantage into profit gains. The

second, aggregate component captures changes in aggregate demand d logCt that do not generate

cross-sectional variation. Nor do other aggregate shocks generate cross-sectional variation in

profits: the aggregate productivity shock At drops out of relative costs because it scales all produc-

tion frontiers uniformly; the time-varying discount factor βt shifts the stochastic discount factor

uniformly across firms.

We can further characterize how firm-level profits respond to software engineering productivity

shocks by solving for the general equilibrium response of the relative effective wage. When St

increases, software engineering labor becomes more abundant in efficiency units, so the relative
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effective software engineering wage falls to clear the labor market. The size of this adjustment is

d log wt −d logWt −d logSt =− 1

Σ
d logSt , with Σ=σ+ [

α(ε−1)− (σ−1)
] σ2

γ

γ(1−γ)
,

where σ2
γ =

∫ 1
0 f j (γ j −γ)2d j is the cross-sectional variance of software engineering payroll shares.

Σ is the aggregate elasticity of substitution between software engineers and other labor, accounting

for both within-firm substitution and reallocation between firms that use software engineers more

or less intensively. A higher aggregate elasticity of substitution between software engineers and

other labor Σ dampens the equilibrium wage response: when the economy can substitute more

easily between the two types of labor, demand for software engineering labor is more elastic.

Therefore, the relative effective wage of software engineering labor falls less in response to the

increase in effective labor supply induced by higher software engineering productivity.

The aggregate elasticity of substitution Σ combines two channels through which the economy

absorbs a software engineering productivity shock. The first is within-firm substitution, governed

by σ: as σ rises, firms substitute more easily toward the now-cheaper software engineering labor,

so aggregate substitutability Σ rises as well. The second is between-firm reallocation: consumers

shift spending toward software-intensive firms whose prices fall by more. Holding payroll shares

and σ fixed, a higher demand elasticity ε or a higher labor share α raises Σ by strengthening the

reallocation channel. The cross-sectional variance σ2
γ enters because this reallocation channel

operates only when firms differ in SWE intensity; if all firms had the same payroll share, Σwould

equal σ. These terms and channels have already been emphasized in the context of capital-labor

substitution (Oberfield and Raval, 2021).

Substituting this general equilibrium wage adjustment back into the expression for the response

of profits, equation (3), yields an expression for the response of firm-level profits that depends only

on the firm-level response to software engineering productivity—which varies in the cross-section

with software engineering payroll share—and the firm-invariant response to aggregate demand.

This expression is

d logπ j t = δS(γ j −γ)d logSt +d logCt , δS ≡αε−1

Σ
. (4)

The structural gradient δS is the profit elasticity with respect to St per unit of the software engi-

neering payroll share.

We next begin mapping the profit response into firm returns by aggregating (4) across future

horizons. Log-linearizing firm value (2) and substituting in the response of profits implies:

d logV j t = δS(γ j −γ)(1−β)Et

[ ∞∑
k=0

βk d logSt+k

]
+ (1−β)Et

[ ∞∑
k=0

βk(
d logCt+k +d logΞt ,t+k

)]
, (5)

where the second term is firm-invariant. To connect with the empirical strategy based on stock
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returns, let R j t ≡V j t /V j ,t−1 −1 ≈ d logV j t −d logV j ,t−1 denote firm j ’s realized return.4

We wish to link returns to news about the present value of software engineering productivity.

We define this news as

St ≡ (1−β)
(
Et −Et−1

)[ ∞∑
k=0

βk d logSt+k

]
. (6)

The 1−β term is an annuitization factor which normalizes news about the present value of software

engineering productivity. Under this normalization and under a random-walk process for logSt ,

St equals the period-t innovation in log software engineering productivity, d logSt −Et−1[d logSt ].

The following lemma links firm-level returns to software engineering productivity news, and is

the key result of this subsection.

Lemma 1 (Firm Return Response). To first order, each firm j ’s unexpected period-t return is linked

to the period-t news in normalized present-value software engineering productivity by:

R j t −Et−1[R j t ] = δSStγ j +µt , (7)

where µt is firm-invariant, collecting unexpected responses common to all firms.

The key feature of (7) is that news about software engineering productivity affects firm returns

differentially according to firms’ software engineering payroll shares. The structural gradient δS

governs how strongly this news translates into cross-sectional return differences per unit of the

payroll share. In contrast, Hicks-neutral productivity and discount-rate shocks move all firm values

proportionally and are therefore absorbed into µt . The next subsection shows how to combine a

regression based on (7) with δS to recover AI-driven software engineering productivity news.

2.3 Backing Out Software Engineering Productivity Gains due to AI

We now come to the main use of the framework, which is to use the cross-sectional return dif-

ferences to back out software engineering productivity gains due to AI. For this purpose, we use

the excess return of the AI index as an informative signal about AI-related news and project soft-

ware engineering productivity news onto this return. This projection allows us to infer software

engineering productivity news conditional on the excess AI-index return:

E∗[St | R̃AI
t ] = κ · R̃AI

t , where κ≡ Covt (St , R̃AI
t )

Vart (R̃AI
t )

, (8)

where E∗[· | ·] denotes the best linear predictor. R̃AI
t is the residualized excess AI-index return,

obtained by subtracting the risk-free rate from the return on the AI index, RAI
t −R f

t , and then

4The empirical returns are standard CRSP holding-period total returns. The return defined here is instead con-
structed from cum-dividend value. The two differ by a dividend adjustment known at t −1. This adjustment drops out
of the unexpected return in Lemma 1. Together with condition (ii) imposed below, this leaves the projection in (9)
unchanged.
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removing movements explained by a vector of risk factors Ft (e.g., the Fama-French market, SMB,

and HML factors).5 We assume that (i) E[R̃AI
t ] = 0, so that the AI index earns no unconditional

abnormal return relative to the risk factors, and (ii) Covt (Et−1[R j t ]−R f
t , R̃AI

t ) = 0 for every firm j , so

that the residualized AI-index return is uncorrelated with conditional risk premia. Together, these

conditions capture the idea that the risk factors absorb the priced discount-rate variation in the

AI-index return. Both conditions hold if R̃AI
t is unforecastable at t −1, i.e., Et−1[R̃AI

t ] = 0.

The key object of interest is κ, which measures news about software engineering productivity

associated with a unit change in the residualized excess AI-index return R̃AI
t . Multiplying κ by R̃AI

t

therefore yields period-t news about software engineering productivity attributable to AI.

We infer κ by combining the model with a regression. Under the two assumptions above,

projecting the firm-level return differences (7) in Lemma 1 onto R̃AI
t yields:

E∗[R j t | R̃AI
t ] = δSκR̃AI

t γ j + µ̃ j + µ̃t , (9)

where µ̃ j and µ̃t are firm and time fixed effects, respectively. Equation (9) takes the form of a

regression. Regressing the firm-level return R j t on the interaction between the AI excess return

R̃AI
t and the firm’s software engineering payroll share γ j , controlling for firm and time fixed effects,

yields a coefficient of δSκ. We can then combine the regression coefficient with the calibrated

model-based structural gradient δS in (4) to recover the object of interest κ.

Empirically, to implement (9) and ensure that our procedure for recovering κ is robust to the

extensions of the simple model (e.g., other drivers of movements in the AI index, as discussed in

the next subsection), we use a two-step approach that allows for additional firm-level controls. In

the first stage, we regress firm j ’s excess return R j t −R f
t on the excess AI-index return, RAI

t −R f
t , and

the control factors Ft to obtain its first-stage AI-index beta. By the Frisch–Waugh–Lovell theorem,

firm j ’s first-stage AI-index beta equals βAI
j = Covt (R j t −R f

t , R̃AI
t )/Vart (R̃AI

t ). In the second stage, we

regress each firm j ’s AI-index beta βAI
j on its payroll share γ j and a vector of firm-level controls X j

to obtain the second-stage coefficient δ= Cov j (βAI
j ,γ j | X j )/Var j (γ j | X j ).

The proposition below, the main result of this subsection, shows that the second-stage coeffi-

cient δ in our two-stage procedure equals the regression coefficient δSκ in (9), so the procedure

indeed implements (9). Combining the second-stage coefficient δ with the structural gradient δS

then recovers the object of interest κ.

Proposition 1 (Financial-Market-Implied Software Engineering Productivity Change). The best

linear predictor of the period-t news in normalized present-value software engineering productivity

5Formally, let RAI
t −R f

t = aAI+∑
i ψ

AI
i Fi t +ϵAI

t denote the projection of the excess AI-index return on risk factors, and

define R̃AI
t = RAI

t −R f
t −∑

i ψ
AI
i Fi t .
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given the contemporaneous movement in the residualized AI index is

E∗[St | R̃AI
t ] = κ · R̃AI

t , where κ= δ

δS
= Σ

α(ε−1)
·δ. (10)

This proposition summarizes how to construct a series measuring news about software en-

gineering productivity due to AI. Using firm-level stock prices gives this series three advantages.

First, the series is forward looking: it captures the present value of productivity gains, reflecting

not only the effects of AI to date but also the effects that the market expects in the future. Second,

the measure can be constructed at high frequency and in real time because asset-price data are

readily available. Third, by using firm-level information, our measure of software engineering

productivity sidesteps the difficulty of aggregating how AI affects the productivity of tasks within

the firm, which is complicated by the presence of “bottleneck tasks” whose productivity is difficult

for AI to improve (Jones and Tonetti, 2026).

To measure cumulative news about software engineering productivity due to AI over a given

period, we cumulate our series. For instance, the cumulative AI news from the launch of ChatGPT

in November 2022 to the end of 2025 is
end ’25∑

t=’22 Nov
E∗[St | R̃AI

t ] = κ ·
end ’25∑

t=’22 Nov
R̃AI

t .

2.4 Identifying Software Engineering Channel

In our simple environment, shocks to software engineering productivity are the only aggregate

shocks that move AI index returns and affect firms differently. We now depart from the baseline

environment by introducing two additional drivers of AI index returns that affect firms differentially,

and we discuss how our procedure nevertheless identifies the software engineering channel and

recovers software engineering productivity gains due to AI. First, we introduce an aggregate shock

that shifts expenditure toward software-intensive goods. Second, we introduce discount-rate news

that affects firm values differently.

Demand composition. Let Zt be a demand shifter. The consumption bundle becomes

Ct =
[∫ 1

0
ω j (Zt )

1
ε c

ε−1
ε

j t d j
] ε
ε−1

,

where the CES demand weightsω j (Zt ), normalized so that
∫ 1

0 ω j (Zt )d j = 1, generalize the constant

benchmark weights ω j by letting the shifter Zt reallocate expenditure across goods. Production is

unchanged from equation (1). Now, the full set of aggregate shocks is (St , At ,βt , Zt ).

The demand shifter Zt can contaminate the payroll-share slope δ through two channels. First,

there is a direct demand channel. Suppose Zt shifts expenditure weights ω j (Zt ) in a way that,

conditional on regression controls, correlates with the software engineering payroll share γ j . Then

12



the profits of software-intensive firms go up even if their costs do not change, because of higher

demand. Second, there is a factor-price channel: if Zt shifts demand toward software-intensive

goods in a final-expenditure-weighted sense, demand for software engineering labor rises, driving

up the relative wage of software engineers and generating cost differentials proportional to the

software engineering payroll share γ j . Assumption 1 shuts down both channels. We will verify

both conditions of this assumption empirically, for example, by using product-market exposure to

generative AI as a proxy for the demand-weight elasticity ω′
j .

Assumption 1. The demand-weight elasticities ω′
j = ∂ logω j /∂ log Z |ss have zero covariance with

software engineering payroll shares in two distinct senses,6

Cov j (ω′
j ,γ j | X j ) = 0 and Cov f , j (ω′

j ,γ j ) = 0.

The first condition targets the direct demand channel: the demand shift may raise the profits

of high-γ j firms simply because consumers now want their products more. The condition is

conditional on firm-level controls X j , consistent with our empirical implementation. We condition

on X j because only demand variation that survives the controls can bias the regression. When X j

includes industry fixed effects, the regression already absorbs any demand reallocation that merely

moves spending across industries, so the condition asks only that no reallocation survive within

industries, conditional on any additional firm-level controls in X j .

The second condition targets the factor-price channel. When the final-expenditure-weighted

covariance is zero, demand reallocation does not raise aggregate demand for software engineering

labor, so the relative wage of software engineers does not move and no cost differentials arise.

These weights appear here, and not in the first condition, because the labor market clears in

weighted terms: each firm’s demand for software engineers scales with its sales (equivalently, its

final-expenditure share). Therefore large firms contribute more to aggregate software engineer

demand. The wage responds to the final-expenditure-weighted shift of demand toward software-

intensive firms. Later on we will provide an empirical test of this assumption.

Discount-rate heterogeneity. In the benchmark, the time-varying discount factor βt shifts all

firm valuations proportionally and is absorbed into the common component µt . In practice, firms’

values may respond heterogeneously to common discount-rate news. If that heterogeneity covaries

with the payroll share γ j conditional on firm-level controls, and the residualized AI index captures

discount-rate news that is not spanned by the first-stage factors, the estimated slope δ could

conflate the software engineering productivity channel with discount-rate-driven valuation effects.

6We define Cov f , j (ω′
j ,γ j ) ≡ ∫ 1

0 f j (ω′
j − ω̄′

f )(γ j −γ)d j , where ω̄′
f = ∫ 1

0 f jω
′
j d j and γ = ∫ 1

0 f jγ j d j . Since the final-

expenditure weights integrate to one, this equals
∫ 1

0 f j (γ j −γ)ω′
j d j .
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We extend the firm-return equation (7) to allow for heterogeneous exposure to discount-rate

news:

R j t −Et−1[R j t ] = δSγ j St +η j Dt +µt , (11)

where Dt is the period-t discount-rate news in normalized present-value terms, as defined in

equation (F.4). The equation says that the firm return responds to software engineering produc-

tivity news through δSγ j (as before) and to common SDF news through the duration loading η j .

Appendix F microfounds η j through firms’ franchise duration. Under standard AR(1) discount-rate

news, η j is strictly increasing in duration, reaching the benchmark value η j = 1 for a perpetual

claim.

Recall that R̃AI
t is obtained by residualizing the excess return on the AI stock market index

against risk factors. These factors control for the variation in Dt that they span. Therefore, only het-

erogeneous exposure to discount-rate news not absorbed by these factors can bias the second-stage

regression coefficient δ. In particular, δ= κδS +κΞδΞ, where δΞ ≡ Cov j (η j ,γ j | X j )/Var j (γ j | X j )

and κΞ ≡ Covt (Dt , R̃AI
t )/Vart (R̃AI

t ). The slope δΞ measures whether software engineering-intensive

firms have systematically different equity duration, while κΞ measures whether the residualized

AI index still loads on common discount-rate news. Thus, the bias κΞδΞ is nonzero only if equity

duration varies systematically with software engineering payroll share and the relevant discount-

rate news is not absorbed by the risk factors. Assumption 2 requires that at least one of these

ingredients is absent.

Assumption 2. At least one of the following conditions holds:

Covt (Dt , R̃AI
t ) = 0 or Cov j (η j ,γ j | X j ) = 0.

The first condition (factor spanning) requires that the first-stage factors absorb the priced discount-

rate variation in the AI index. The second condition (cross-sectional orthogonality) requires that

discount-rate loadings are conditionally uncorrelated with software engineering payroll shares.

The factor spanning condition is strengthened by including richer controls in the first-stage

regression (13). The baseline Fama-French three factors already absorb the component of discount-

rate news spanned by broad market, size, and value-factor returns. In Section 3.3, we show that

the regression coefficient δ remains stable after adding the NASDAQ 100 return (QQQ), the Fama-

French five factors, and momentum to the first stage, supporting the first condition.7

The cross-sectional orthogonality condition is strengthened by including proxies for equity

duration in the second-stage controls. In Section 3.3, we show that the regression coefficient δ is

7Babina et al. (2025) show that firms’ AI investment leads to heterogeneous exposure to the market factor. Because
the market factor is always controlled for in our first-stage regression, the heterogeneous exposure they study does not
bias our estimates of δ.
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stable when the second stage controls for book-to-market, operating profitability, investment, and

leverage, standard cross-sectional pricing controls that proxy for equity duration (e.g., Lettau and

Wachter, 2007; Campbell et al., 2010), supporting the second condition.

Proposition 2 (Identification). Consider the demand-composition extension under Assumption 1

and the discount-rate-heterogeneity extension under Assumption 2. In either case,

κ= δ

δS
= Σ

α(ε−1)
·δ (12)

and Proposition 1 continues to hold.

The separate discussion of these two threats illustrates a broader advantage of our procedure.

The residualized excess return on the AI index R̃AI
t need not be a pure measure of news about

AI-driven software engineering productivity. To back out software engineering productivity, we

require only that R̃AI
t be a noisy signal of the software engineering productivity news St . In each

extension, R̃AI
t may reflect the corresponding demand or discount-rate news, as discussed above, or

other news unrelated to software engineering productivity (e.g. Hicks-neutral productivity shocks).

Any such component will not bias our method if firms’ heterogeneous exposures to these shocks

are uncorrelated with their software engineering payroll shares, conditional on firm-level controls.

3 Estimates of the Software Engineering Channel

This section implements the strategy of Section 2 to back out software engineering productivity

gains due to AI. Section 3.1 describes the data sources and the construction of the analysis sample.

Section 3.2 describes the main specification. Section 3.3 presents the baseline estimates of the

cross-sectional slope δ in our two-step procedure. Section 3.4 uses the results from Section 2 to

translate this slope into the implied software engineering productivity gain. It also shows how our

approach can be used to update the market view, in real time.

3.1 Data

Our core data sources are resume history data from Revelio Labs, financial statement variables

from Compustat, historical data on the Fama-French factors from Kenneth French’s website, stock

and exchange-traded fund (ETF) price data from the Center for Research in Security Prices (CRSP),

and returns on AI-related ETFs that serve as our aggregate AI index.

Revelio Labs aggregates publicly available professional profiles from platforms such as LinkedIn

to construct a comprehensive, worker-level dataset. Each record includes a standardized occupa-

tion classification that can be linked to O*NET codes, which Revelio then aggregates into approxi-
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mately ten broad role categories (e.g. “Software Engineer”). Each record also includes a measure

of total compensation imputed by Revelio using features of the job. The dataset also provides

sampling weights that adjust for the fact that workers in some occupations are more likely to have

public professional profiles than others. We use these data to construct the key firm-level regressor

in our analysis: the share of total payroll attributable to software engineers.8

Compustat provides standardized financial statement variables drawn from firms’ annual and

quarterly public filings with the SEC. We use the Compustat annual fundamentals file to obtain

firm-level measures of total assets, net sales, operating profitability, investment, leverage, and

book-to-market ratios. We also use the Compustat-CRSP link table to merge accounting data with

stock return data at the firm level.

The Fama-French factor returns, available from Kenneth French’s data library, provide daily and

weekly time series of the standard risk factors used in asset pricing (Fama and French, 1993, 2015).

In our baseline results, we use the three factors of Fama and French (1993): the excess market

return (MKT), the size factor (SMB), and the value factor (HML). In robustness exercises, we also

include the investment factor (CMA) and the profitability factor (RMW) from the five-factor model

of Fama and French (2015). These factors are designed to capture exposure to broad market forces

and to well-documented cross-sectional return premia.9

The Center for Research in Security Prices (CRSP) US Stock and US Index databases provide

historical security-level data on prices, returns, shares outstanding, and market capitalization for all

securities listed on major US exchanges. We use weekly holding-period returns from CRSP for the

firm-level time-series regressions in our first stage. CRSP also provides returns on exchange-traded

funds, which we use to obtain the return series for the AI-related ETFs that serve as our aggregate

AI index.

In the main results, we use THNQ as our AI stock market index. THNQ tracks the ROBO Global

Artificial Intelligence Index, which selects constituents based on their revenue exposure to artificial

intelligence and classifies them into two broad categories: firms providing AI infrastructure (such

as cloud computing) and firms developing or deploying AI applications (such as healthcare AI).

The index uses a modified equal-weight methodology, in which holdings are assigned to scoring

tiers based on the depth of their AI revenue exposure and then approximately equally weighted

within each tier, giving higher aggregate weight to firms with more direct AI exposure. The index

8Appendix Figure B.1 compares the occupation distribution in Revelio with that in representative data from
the Occupational Employment Statistics; even with Revelio’s sampling weights, our main dataset over-represents
the “Management” and “Computer and Mathematical” occupation groups. We therefore present robustness tests
addressing representativeness.

9MKT is the return on the US equity market minus the risk-free rate. SMB is the difference in returns between
portfolios of small-cap and large-cap stocks. HML is the difference in returns between high book-to-market (value)
firms and low book-to-market (growth) firms. CMA is the difference in returns between firms with low and high asset
growth rates. RMW is the difference in returns between highly profitable and less profitable firms.
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typically contains around 50 to 60 holdings and is rebalanced quarterly. Table E.1 lists the twenty

largest holdings and their weights in the index. In our robustness checks, we replace THNQ with

the AIQ index, which uses market-capitalization weights and has broader coverage.10

Our main measure of the importance of software engineers at a firm is the share of total

compensation in Revelio that goes to all workers in the “Software Engineer” category in 2021 (the

year before our stock-price panel begins).11 We compute the total number of workers in each

occupation at a firm using Revelio’s individual-level weights. Since compensation is imputed, we

will also report results using raw employment shares of software engineers rather than payroll

shares.

Sample selection. Table A.2 shows how we arrive at our main analysis sample. The time period is

from the start of 2022 to the end of 2025. We start with the initial CRSP-Compustat merge (Row

1). In Row 2, we restrict to nonfinancial firms by dropping firms with SIC codes 6000-6999. In

Row 3, we retain only firms that match to Revelio in 2021. In Row 4, we compute average assets

and average sales from 2017 to 2021, ignoring missing years, then restrict to firms with strictly

positive average assets and sales over this period. In Row 5, we restrict to a balanced panel of firms

with stock price data for all weeks of 2022 through 2025, and we also require non-missing market

capitalization data for the end of 2021. In Row 6, we drop all firms that are among the holdings of

either THNQ or AIQ as of March 2026.

To cleanly measure how AI raises software engineering productivity by reducing the cost of

software engineering, we base our productivity estimate on a sample of firms that use software

engineering as an input, excluding those that produce or sell software or inputs into AI production.

In Row 7, we drop from our baseline sample a list of firms classified by GPT 5.6 Sol as being involved

in the development or production of semiconductors. These firms’ stock returns will likely covary

with returns on an AI ETF because they supply hardware required to train and to run AI models.12

In Row 8, we drop firms that produce or sell software: as in Acemoglu et al. (2022), we exclude

firms in NAICS sectors 51 (Information) and 54 (Professional, Scientific, and Technical Services),

as many firms in these sectors are producers of AI rather than users. Finally, in Row 9, we drop

the bottom 5% of remaining firms ranked by total employment in Revelio: sample selection is a

concern for these firms, because they may have few resumes posted online. At this point, we have

10AIQ tracks the Indxx Artificial Intelligence and Big Data Index, which selects firms that derive a meaningful share
of their revenue from AI, big data, or related technology segments; and uses market-capitalization weights capped at
3% at each rebalance. Table E.2 lists the twenty largest holdings and their index weights.

11Occupations in Revelio’s “Software Engineer” category are linked to 125 distinct O*NET occupation codes. Table
A.1 lists the twenty largest by compensation share.

12Specifically, we ask GPT 5.6 Sol to identify firms that are part of the semiconductor supply chain, based on their
NAICS codes and their business model descriptions from Compustat. The majority of the 64 firms in our final list are
in NAICS 334413 (Semiconductor and Related Device Manufacturing). Table E.3 summarizes the full set of dropped
semiconductor-related firms, and Appendix C.5 contains the full text of the prompt used for the classification.
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the final dataset. The table also lists the percentiles of 2021 sales. Even as we make the sample

restrictions, the distribution of firm sales remains reasonably similar.13

We present descriptive statistics about our main regressor, the firm-level payroll share of

software engineers. Table E.4 shows the top 20 firms with the highest software engineering intensity

according to our measure. There seem to be two business models in common among the firms

with a high share of software engineers, namely high-tech manufacturing (e.g. Sonos, Arlo) and

e-commerce platforms (e.g. Expedia).14

3.2 Main Specification

To implement the firm-level regression (9) from the previous section, we adopt a two-stage pro-

cedure. In the first stage, in the spirit of Fama and MacBeth (1973), we obtain a firm-level AI

news sensitivity (or “beta”) by estimating each firm’s stock return sensitivity to an AI index while

controlling for standard risk factors. In the second stage, we regress these estimated betas on firms’

software engineer payroll shares, controlling for industry fixed effects and other firm-level controls,

to estimate the cross-sectional slope δ.15

First stage: firm-level AI betas. We start by estimating each firm’s beta with respect to the return

of an AI-focused exchange-traded fund. For each firm j in the regression sample, which we

described in Section 3.1, we run the following time-series regression using weekly data:

R j t −R f
t = a j +βAI

j

(
RAI

t −R f
t

)+∑
i
ψ j i Fi t +ϵ j t , (13)

where R j t is firm j ’s stock return, RAI
t is the return on the AI index, R f

t is the risk-free rate, and Fi t

are risk factors. In the baseline specification, the controls are the Fama-French three factors (Fama

and French, 1993). The coefficient βAI
j measures firm j ’s AI-factor loading: a one percentage point

increase in the AI index excess return is associated with a βAI
j percentage point movement in the

firm’s excess return. The risk factors absorb each stock’s exposure to broad market forces, such as

the market risk premium, size, and value.

Second stage: explaining cross-sectional betas. The cross-sectional model relates estimated

firm betas to software-engineering intensity:

β̂AI
j = δ ·γ j +Γ ·X j +u j , (14)

13Figure B.5 shows the distribution of firms across NAICS2 sectors after basic Compustat cleaning and in our cleaned
final sample; the distributions are similar in each. In addition, Table A.3 presents medians of several firm characteristics
for the firms in our final sample with the highest and lowest software engineer payroll shares.

14Figure B.6 shows the full distribution of software engineer payroll shares; for reference, in our main sample, there
are 185 firms with zero software engineers observed in our dataset in 2021.

15By the Frisch-Waugh-Lovell theorem, this two-stage procedure is equivalent to regression equation (9).

18

https://lianchen.github.io/website/AI_Software_Additional_Materials.pdf#page=6
https://lianchen.github.io/website/AI_Software_Supplement.pdf#page=11
https://lianchen.github.io/website/AI_Software_Supplement.pdf#page=2
https://lianchen.github.io/website/AI_Software_Supplement.pdf#page=12


where β̂AI
j is the first-stage estimate of firm j ’s AI beta, γ j is the software engineering payroll

share, and X j denotes the full vector of second-stage controls. In the baseline specification, X j

includes firm size controls (indicators for quintiles of average 2017–2021 sales and assets) together

with a full set of industry indicators (either NAICS2 or NAICS3). We trim observations above

the 99th percentile of the software engineering payroll share in our main analysis sample, which

is 31.6%. The coefficient δ measures the increase in the AI beta per unit increase in a firm’s

software engineering payroll share, conditional on this common control set X j . In return units,

comparing two firms whose payroll shares differ by one percentage point, a one percentage point

movement in the AI index predicts a return differential of δ basis points. The baseline regression

is unweighted, with heteroskedasticity-robust standard errors. As discussed, to cleanly estimate

software engineering productivity gains due to AI, we focus on firms that use software as an input

into production. The sample therefore excludes firms that produce or sell software and firms

in the semiconductor supply chain. However, when we use the model in Section 4 to infer the

macroeconomic impact of AI through the software engineering channel, we account for these

firms as well.

3.3 Baseline Estimates

This subsection presents our main empirical results. Table 1 reports estimates of the second-stage

regression coefficient δ from (14). In the first column, we present estimates of the regression of the

AI index beta on the software engineering payroll share without controls, which yields a coefficient

of 1.70. The estimates remain similar as we add size controls in column 2 (1.81) and 2-digit industry

fixed effects in column 3 (1.91). Column 4, with size controls and 3-digit industry fixed effects, is

our baseline specification and yields δ= 1.24. The coefficient means that, comparing two firms

that differ by 1 pp in software engineering payroll share, a 1 pp AI index increase predicts a return

that is 1.24 basis points higher for the more SWE-intensive firm. The estimates are statistically

significant and precisely estimated in all specifications. In the final column, we add a control

for workforce exposure to generative AI, measured as the employment-weighted share of a firm’s

occupational tasks that can be performed or assisted by large language models (Eisfeldt et al., 2026).

The estimate is essentially unchanged at 1.28. We visualize the result with a binned scatter plot.

Specifically, Figure 1 plots 40 bins of the software engineering payroll share on the x-axis, against

the firm’s sensitivity to the AI index on the y-axis, after controlling for NAICS3 and size fixed effects

as well as generative AI task exposure (i.e. the specification in column 5 of the table). There is a

clear positive relationship between software engineering payroll share and sensitivity to the AI
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Table 1: Regression of THNQ beta on software engineer payroll share

Dependent Variable: Beta on THNQ excess return

(1) (2) (3) (4) (5)

Software engineer payroll share 1.70∗∗∗ 1.81∗∗∗ 1.91∗∗∗ 1.24∗∗∗ 1.28∗∗∗

(0.21) (0.20) (0.21) (0.26) (0.33)

Quintile of average 2017-2021 assets Yes Yes Yes Yes

Quintile of average 2017-2021 sales Yes Yes Yes Yes

NAICS2 Yes

NAICS3 Yes Yes

Quintile of GenAI task exposure (Eisfeldt et al., 2026) Yes

Observations 1,855 1,855 1,855 1,850 1,144

Notes: The dependent variable is the firm-level beta on THNQ excess returns, estimated in a first-stage weekly
regression of firm excess returns on THNQ excess returns with FF3 controls over the 2022–2025 balanced panel.
The key regressor is the software engineer payroll share, measured using Revelio and defined as the share of firm
payroll attributable to software engineer occupations. Columns differ only in the controls and fixed effects indicated
in the table; specifications with fixed effects drop singleton fixed-effect groups if they are present. All columns
trim observations above the 99th percentile of the software engineer payroll share in the main analysis sample.
Heteroskedasticity-robust standard errors are reported in parentheses. Significance levels are denoted by ∗∗∗p < 0.01,
∗∗p < 0.05, and ∗p < 0.10.
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The estimated coefficients remain similar as we consider an extensive range of robustness

exercises, as Table 2 documents. The first row is the baseline specification, from column 4 of Table

1. We start with robustness tests that speak directly to the two identification assumptions of Section

2.4, which require that other aggregate shocks do not generate cross-sectional variation in AI betas

correlated with the software engineering payroll share.

The first threat is demand composition (Assumption 1). With industry fixed effects in the

second stage, the direct demand channel (a violation of part 1 of Assumption 1) operates only

through within-industry reallocation toward software-engineering-intensive firms. Rows 2–3

provide evidence against this channel by controlling for the most granular possible industry fixed

effects, at the 4- and 6-digit levels. Row 4 further probes this channel by controlling for three

measures of firms’ exposure to generative AI through the product market, exactly as constructed

in Eisfeldt et al. (2026): (1) an indicator for whether GPT classified a firm as a likely beneficiary of

GenAI based on the business description section of its 10-K, (2) the number of AI-related keywords

in its 10-K, and (3) the share of its workers with AI-related skills as defined in Babina et al. (2024).

The coefficient remains stable, supporting part 1 of Assumption 1. The factor-price channel

16Figure B.7 shows the distribution of our first-stage betas, and Table E.5 shows summary statistics. This measure of
firm-level loadings on our chosen AI index is centered near zero, and 18.2% of firms have AI betas that are significant
at the 5% level, using Newey-West standard errors with four lags.
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Figure 1: Software engineering payroll share vs. THNQ beta

Notes: The figure plots 40 equal-sized bins of the software engineering payroll share (x-axis) against the firm’s
estimated beta on THNQ excess returns (y-axis). We residualize against NAICS3 industry and firm size quintile fixed
effects, as well as quintiles of the generative AI task exposure measure of Eisfeldt et al. (2026). The fitted line is the OLS

slope from the corresponding column of Table 1.

(a violation of part 2 of Assumption 1) is probed separately by the final-expenditure-weighted

covariance test discussed in Section 2.4. The test implemented in Appendix C.1 cannot reject the

null that the final-expenditure-weighted covariance is zero, supporting part 2 of Assumption 1.

The second threat is discount-rate heterogeneity (Assumption 2), which biases δ only if the

residualized AI index loads on discount-rate news not spanned by the first-stage factors and

loadings covary with the SWE payroll share. Rows 5–6 study the spanning condition (part 1 of

Assumption 2) by enriching the first-stage factor span with QQQ and additional Fama-French

factors. Row 7 adds the momentum factor on top of the standard Fama-French three factors. Row

8 tests the cross-sectional orthogonality condition (part 2 of Assumption 2) by controlling for

standard equity-duration proxies, namely book-to-market, operating profitability, investment, and

leverage, in the second stage (e.g., Lettau and Wachter, 2007; Campbell et al., 2010). The stability of

δ across these specifications supports both parts of Assumption 2.

Next, we add additional controls to the second-stage cross-sectional regression. Row 9 controls

for baseline firm market capitalization. Row 10 controls for region, via the location of the firm’s

headquarters. Row 11 controls for the payroll shares of several other occupations, namely Engi-

neer, Finance, Project and IT Specialist, and Technician. Row 12 controls for the firm’s average

compensation per worker.
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Although, as discussed above, our methods allow the AI index to reflect shocks unrelated to

AI, one concern is that such shocks may dominate its movements. As a prelude, Row 13 runs

the first-stage regression (13) using daily rather than weekly data. Then, Row 14 assuages the

concern by restricting the daily first-stage sample to the day of each major AI model release and

the following day, when movements in the AI index are especially likely to reflect AI-related news.

We use release dates for models from OpenAI, Anthropic, and Google between 2022 and 2025

compiled by Andrews and Farboodi (2025).

Finally, we add in assorted additional robustness tests. In row 15, we replace the standard

Fama-French market factor in our first-stage regressions with an alternate version that excludes

the “Magnificent 7” tech firms, to construct a market return less affected by AI-related news. Row

16 drops micro-cap firms, defined as firms with market capitalization below $1 billion at the end of

2021. Row 17 uses AIQ as the “AI index” as an alternative to our baseline choice of THNQ. Row 18

weights the regression by size (end of 2021 market capitalization). Since compensation in Revelio

is imputed, row 19 instead uses raw employment shares of software engineers. Row 20 attempts

to correct for selection in which types of workers are more likely to have online profiles that are

represented in the Revelio data, by reweighting broad occupations to match the distribution of

employment across occupations in representative survey data; we describe the full procedure in

Appendix C.3. Row 21 assesses robustness to potential measurement error in the software engineer

payroll share by instrumenting its 2021 value with its 2020 value. Finally, row 22 addresses potential

concerns about serial correlation in the first-stage time series and sampling uncertainty in the

cross section by reporting bootstrap standard errors.17

It is reassuring that the coefficients are stable as we consider various permutations. As Oster

(2019) points out, stability of the coefficients as we add observed heterogeneity to the controls is

informative. It suggests that unobserved heterogeneity is unlikely to bias the estimates. Building

on this idea, we implement the formal test of Oster (2019) in Appendix C.2 and find that there is

limited scope for omitted variable bias to explain our results.

Our baseline regression uses the software engineering payroll share as a continuous regressor.

We now discretize firms with positive payroll shares into five quintiles. Table A.4 reports the results.

As the table shows, relative to zero-share firms, AI sensitivity is higher in the top quintile and

to some extent the fourth quintile. That is, the top tail of software engineering intensity drives

the results. In Table A.5, we show this result is not driven by outliers, either at the top end of the

software engineer payroll share distribution or at the bottom (as is apparent from Figure 1). We

also study the stability of our estimates, by estimating δ separately for every year. Figure B.2 plots

17Calendar weeks are resampled using a moving-block bootstrap with block length 6 weeks, firms are resampled
with replacement, and both stages are re-estimated in each iteration. The bootstrap standard error is larger than the
baseline heteroskedasticity-robust standard error (0.47 vs. 0.26), but the coefficient remains statistically significant.
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Table 2: Streamlined robustness checks relative to the NAICS3 FE anchor specification.

Coefficient Std. Error Observations
1. Baseline 1.24 0.26 1850
2. NAICS4 FE 1.10 0.31 1768
3. NAICS6 FE 0.75 0.40 1486
4. Control for GenAI product exposure 1.41 0.38 837
5. NASDAQ control in first stage 1.20 0.26 1850
6. FF5 factors in first stage 1.04 0.28 1850
7. Add momentum factor in first stage 1.12 0.26 1850
8. Control for common financial ratios 1.45 0.27 1777
9. Control for log 2021 market cap 1.38 0.26 1850

10. HQ state FE 1.14 0.28 1702
11. Control for adjacent occupation shares 1.42 0.30 1850
12. Control for average compensation 1.30 0.26 1850
13. Daily data in first stage 1.50 0.19 1850
14. AI model release dates in first stage 1.71 0.55 1850
15. Ex-“Mag 7” market factor in first stage 1.31 0.25 1850
16. Drop micro-cap firms 1.67 0.27 1054
17. Alternate AI index: AIQ 1.08 0.34 1850
18. Weight by 2021 market cap 1.07 0.38 1850
19. Use SWE employment share 1.23 0.26 1850
20. Reweight occupations for Revelio coverage 1.38 0.41 1844
21. Instrument for SWE payroll share with its lagged value 1.24 0.26 1850
22. Bootstrap SE (block + firm resample) 1.24 0.47 1850

Notes: The Baseline row corresponds to the baseline NAICS3 fixed-effects specification in the main continuous table.
Standard errors are heteroskedasticity robust. Row 4 controls for three measures of firms’ exposure to generative
AI through the product market, as defined in Table VII of Eisfeldt et al. (2026). Row 8 controls for book-to-market,
operating profitability, investment (capex to assets), book leverage, Tobin’s Q, return on assets, labor intensity, asset
tangibility, and market leverage. Row 9 controls for log market capitalization at the end of 2021, and Row 18 weights
the regression by the level of market capitalization at the end of 2021. Row 13 estimates firm exposure using daily
excess returns from 2022–2025, with daily FF3 factors and daily THNQ excess returns in the first stage. Row 14
estimates firms’ AI betas using the unique trading dates corresponding to the day of a major AI model release or
one day later. We apply the same trimming procedure as in Table 1 except in Row 19, where we trim at the 99th
percentile of the software engineering employment share. Row 20 uses adjusted software engineer payroll shares that
reweight occupations so that within each NAICS2 sector, each occupation’s employment share in Revelio matches its
corresponding employment share in OEWS data. Row 21 instruments the 2021 software engineer payroll share with its
2020 value and reports HC1-style heteroskedasticity-robust standard errors.

the coefficients. The estimates are similar in every year. Finally, in Figure B.3, we show results

from estimating the regression separately on each NAICS3 sector with at least 25 firms in our main

sample.

3.4 Quantifying the Software Engineering Productivity Gain from AI

This subsection turns to the paper’s goal: backing out news about software engineering productivity

from the second-stage empirical estimates δ and the model, using the method in Section 2.
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The formula. Proposition 1 uses δ to recover the market-implied news about AI-driven software

engineering productivity. By equation (10), a movement R̃AI
t in the residualized AI index implies a

normalized present-value software engineering productivity change of κ · R̃AI
t , where

κ= δ

δS
= Σ

α(ε−1)
·δ, δS =αε−1

Σ
, Σ=σ+ [

α(ε−1)− (σ−1)
] σ2

γ

γ(1−γ)
.

That is, a residualized AI-index return of 1% predicts a normalized present-value software engi-

neering productivity change of κ%. We already have estimates of the regression coefficient δ in

hand. We now calibrate the model parameters that determine δS .

The demand elasticity ε. The demand elasticity governs the product-market force: how strongly

a relative cost advantage translates into relative profit gains. Standard values in the production-

network literature are ε≈ 4–6, based on trade-elasticity estimates from Broda and Weinstein (2006).

Following Broda and Weinstein (2006), we set our baseline to ε= 5, which corresponds to a markup

of µ= ε/(ε−1) = 1.25.

The within-firm substitution elasticity σ. The parameter σ governs substitution between soft-

ware engineering and other labor inputs within the firm. Since software engineers produce software,

the most directly relevant evidence is the substitutability between software and other inputs in

production.18 Using Korean firm-level data, Aum and Shin (2024) estimate an elasticity of substitu-

tion between software and other labor of 1.6. Our baseline is accordingly σ= 1.6. This value is also

close to the canonical estimate of substitution across education groups: Katz and Murphy (1992)

estimate an elasticity of 1.4 between college and non-college labor.

The elasticity σ is the most influential structural parameter: when cross-sectional dispersion in

SWE payroll shares (σ2
γ) is small relative to γ(1−γ), the aggregate substitution elasticity satisfies

Σ≈σ, so the productivity multiplier κ is approximately proportional to σ. Given its importance,

we also explore σ ∈ {0.5,1.0,1.5,2.0}, a range that deliberately spans the two economically distinct

cases: gross complementarity between software engineering labor and non-SWE labor when σ< 1,

and gross substitutability when σ> 1. The range also reflects the empirical ambiguity in AI’s effect

on non-SWE labor demand: AI may substitute for exposed tasks and reduce demand for some

non-SWE labor, but it may also complement non-SWE workers by shifting effort toward tasks that

remain difficult to automate (Acemoglu et al., 2022; Hampole et al., 2025).

Data-based objects. We construct γ, the sales-weighted aggregate software engineering payroll

share, directly from the all-sector Compustat-Revelio data, using data for 2021. Unlike in the regres-

sion sample, this object retains NAICS 51 and 54, semiconductor-related firms, and constituents of

our chosen AI ETFs, because the object here is the sales-weighted aggregate software engineering

18Section 4.2 makes this point precise by showing that a richer model with an upstream sector that sells software is
isomorphic to our baseline model.
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payroll share for the full economy. We still exclude firms in SIC industries 6000-6999 because γ is a

sales-weighted object, and sales for financial and real-estate firms are not directly comparable to

sales for nonfinancial firms.

We require one additional assumption, which is that the sales-weighted average software

engineer payroll share is the same among firms in our sample as in the universe of unobserved

firms. With this assumption, we can compute γ= ∑
j∈observed firms

sales j

total observed salesγ j , where γ j is

firm j ’s software engineer payroll share. We also report results using alternative estimates of γ in

Appendix Table A.8.

The above calculation yields γ≈ 0.111. We computeσ2
γ, the sales-weighted variance of software

engineering payroll shares across firms, in a similar manner by assuming that the sales share-

weighted variance of γ j is the same for observed and unobserved firms. This gives us σ2
γ ≈ 0.0116.

In practice, software engineering payroll shares are small and concentrated: most firms have γ j

close to zero, while a handful of technology-intensive firms have much higher values. This implies

σ2
γ≪ γ(1−γ), so that the between-firm reallocation channel is quantitatively modest.

We construct the labor cost share α using the BEA/BLS KLEMS production accounts, which

provide labor compensation and gross output for 61 private-sector industries (excluding federal and

state-and-local government). Using this dataset, we obtain the ratio of total labor compensation

to total gross output across all private industries, which is 0.297. Because gross output includes

profits, we convert this ratio into labor’s share of total cost, α, using the markup µ = ε/(ε− 1):

α = µ · total labor compensation
total gross output = 1.25×0.297 ≈ 0.372. Combining α ≈ 0.372 with γ ≈ 0.111 implies a

sales-weighted average cost share of software engineering ≈ 0.041.

As we have discussed, our second-stage regression yields δ = 1.24 (column 4 of Table 1, the

specification with NAICS3 fixed effects and size controls).

From November 2022 (the launch of ChatGPT) to December 2025, the cumulative residual-

ized AI-index return (after Fama-French projection) is
∑end ’25

t=’22 Nov R̃AI
t = 22.9%. We calculate this

cumulative return using factor betas estimated by regressing weekly AI-index excess returns on

the Fama-French factors over the same sample period as the first-stage regression (13). Consistent

with the definition of R̃AI
t in Section 2, we then residualize the AI-index excess return by removing

movements associated with the Fama-French factors.19

For this calculation, we use the cumulative residualized AI-index return rather than the raw

AI-index return. Movements in the risk factors capture discount-rate news that moves all stocks.

Therefore, we residualize the AI-index return with respect to these factors before using it to back

out software engineering productivity news. Residualization is also required for consistency with

19Specifically, we estimate RAI
t −R f

t = aAI+∑
i ψ

AI
i Fi t +ϵAI

t and define R̃AI
t = âAI+ ϵ̂AI

t = RAI
t −R f

t −∑
i ψ̂

AI
i Fi t . We retain

the AI index’s estimated abnormal return when constructing R̃AI
t because it reflects the positive AI news during the

post-ChatGPT period. Excluding the intercept aAI from the residualized return would exclude this news.
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the construction of κ. The multiplier in (8) maps a unit movement in R̃AI
t into software engineering

productivity news. The second-stage slope δ is estimated after controlling for the risk factors, so

it measures firm exposure to the residualized index. Cumulative productivity news is therefore

κ
∑

t R̃AI
t , where R̃AI

t has been residualized.

Quantifying news about software engineering productivity gains due to AI. We can now cal-

culate the paper’s headline estimates of software engineering productivity gains due to AI. Based

on the calibrated elasticities σ= 1.6 and ε= 5, the labor cost share α= 0.372, and the data-based

objects γ≈ 0.111 and σ2
γ ≈ 0.0116, the aggregate substitution elasticity is approximately Σ≈ 1.70.

The corresponding structural gradient is then

δS =αε−1

Σ
= 0.372× 4

1.70
≈ 0.87.

Proposition 1 gives the productivity multiplier κ, the percent increase in normalized present-value

software engineering productivity implied by a residualized AI-index return of 1%: κ= δ/δS ≈ 1.42.

This means that a residualized AI-index return of 1% implies a 1.42% increase in the normalized

present value of software engineering productivity. Aggregating over the event window gives the

AI-driven software engineering productivity gain implied by AI news from November 2022 to

December 2025:
end ’25∑

t=’22 Nov
E∗[St | R̃AI

t ] = κ ·
end ’25∑

t=’22 Nov
R̃AI

t ≈ κ×0.229 ≈ 32.6%, (15)

where the cumulative residualized return over the window is 22.9%. If (log) software engineering

productivity follows a random walk (permanent innovations), each news term equals the corre-

sponding innovation in (log) productivity. The sum above therefore corresponds to a permanent

32.6% increase in software engineering productivity.

Interestingly, our estimate is similar in magnitude to the task-level gains from AI coding assis-

tants reported in experimental studies: Peng et al. (2023) find a 56% reduction in task completion

time for a standardized programming task; Paradis et al. (2025) report a reduction of approximately

21% for a standardized enterprise task at Google; Cui et al. (2026) estimate a 26% increase in pull

requests per developer per week, and Gambacorta et al. (2024) find a 55% increase in code output.

Two offsetting forces make our estimate comparable in magnitude to these task-level figures.

First, our estimate is forward-looking, reflecting not only today’s AI-driven productivity gains but

also anticipated future advances in AI models, workflows, and adoption. This forward-looking

component pushes our estimate above the gains delivered by current tools alone. Second, because

a developer’s workflow bundles many complementary tasks, total productivity is constrained by

the least-improvable steps, so task-level speed-ups overstate overall gains (Chen and Stratton,

2026; Demirer et al., 2026; Jones and Tonetti, 2026).
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The role of σ. Table A.6 reports the structural gradient δS , the productivity multiplier κ= δ/δS ,

and the inferred AI-driven software engineering productivity gain from November 2022 to Decem-

ber 2025 across values of the within-firm substitution elasticity σ between software engineering

and non-software-engineering labor.

A higher σ increases the inferred productivity gain. A larger σ lets firms substitute more easily

toward software engineering labor when software-engineering productivity rises, raising aggregate

substitutability Σ. WhenΣ is higher, the economy shifts more demand toward software engineering

labor after a software engineering productivity gain, bidding up its relative wage and offsetting

part of the cost advantage of SWE-intensive firms. This offset lowers the structural gradient δS ,

meaning that a given software engineering productivity gain translates into smaller differences

in returns between more and less SWE-intensive firms, i.e., a smaller observed slope δ. Hence a

larger underlying software engineering productivity change is needed to explain a given observed

slope δ obtained from our two-step empirical approach. On the other hand, a lower σ reduces

the inferred productivity gain. The implied productivity gain falls to 22.5% under Cobb-Douglas

substitution (σ = 1) and to 14.0% under complementarity between software engineering and

non-software-engineering labor (σ= 0.5).

Robustness. The AI-driven software engineering productivity gain implied by AI news in (15)

depends on the second-stage empirical estimate δ, the structural gradient δS , and the cumulative

residualized return
∑end ’25

t=’22 Nov R̃AI
t . Table 2 shows that the second-stage empirical estimate δ is

robust across specifications. For the structural gradient δS , a potential concern is that we calculate

its key inputs, the sales-weighted average software engineer payroll share γ and its cross-sectional

variance σ2
γ, using Revelio firms, which may not be representative. We therefore consider an

alternative calibration based on representative data from the Occupational Employment Statistics,

which yields γ≈ 0.053 and σ2
γ ≈ 0.009. Under this calibration, δS = 0.847, and the implied software

engineering productivity gain is
∑end ’25

t=’22 NovE
∗[St | R̃AI

t ] = 33.6%, close to the baseline estimate of

32.6%. Table A.8 further shows that the inferred software engineering productivity gain is robust to

alternative calculations of γ.

For the cumulative residualized return
∑end ’25

t=’22 Nov R̃AI
t , Table A.7 reports robustness to alternative

residualization methods. In addition to the baseline FF3 model, we residualize the AI-index returns

using a market-only model, an FF5 model, and an FF3 model that replaces the standard market

factor with an ex-Magnificent 7 market factor. We also consider a rolling specification in which

the factor loadings used to residualize the AI-index returns are estimated over the preceding 104

weeks rather than over the fixed window from January 2022 through December 2025 used in our

main analysis. At the lower end, the market-only model yields a somewhat lower estimate because

omitting the additional Fama-French factors overestimates the market beta and thus over-subtracts
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Figure 2: Software Engineering Productivity News in Real Time

Notes: The figure reports κ
∑

t R̃AI
t at each month end. Weekly AI-index excess returns are residualized using

Fama–French three-factor loadings estimated over the preceding 104 weeks, excluding the current week, and
cumulated from November 2022; κ is the baseline productivity multiplier.

the market run-up. At the upper end, the model with the ex-Magnificent 7 market factor yields a

somewhat higher estimate because Magnificent 7 firms are important drivers of movements in the

standard market factor. We prefer the baseline residualization with three Fama-French factors over

those alternatives both because it matches the first-stage specification and because it is standard

to assume that the three factors span relevant movements in the SDF.

Real-time Estimates One major benefit of our approach is that it delivers real-time quantification

of news about AI-driven software engineering productivity,
∑

t E
∗[St | R̃AI

t ] = κ ·∑t R̃AI
t . Once the

productivity multiplier κ is estimated, we can translate the residualized AI-index return over a

given time window into news about AI-driven software engineering productivity over that window.

Figure 2 plots cumulative news about AI-driven software engineering productivity. For each

week, we estimate the Fama–French three-factor loadings using the preceding 104 weeks, excluding

the current week, and use these loadings to residualize that week’s AI-index excess return. We then

cumulate the weekly residualized returns from November 2022 onward. We multiply the resulting

cumulative return by κ to obtain the software engineering productivity news κ
∑

t R̃AI
t . This series

can be updated with each new weekly return and is shown here using the latest available data

through the first half of 2026.

While news about software engineering productivity arrived gradually from November 2022

to the end of 2025, the pattern changes from 2026 onward. There is a sharp increase in the first

half of 2026, with news about AI-driven software engineering productivity exceeding the total over

the previous three years. One likely reason is the widespread introduction and adoption of coding

agents, such as Claude Code and Codex, in 2026. We plan to monitor this series as the frontier of AI
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continues to expand.

4 The GDP Impact of the Software Engineering Channel

This section extends our baseline model along several dimensions, primarily to translate news

about software engineering productivity, due to AI, into its impact on aggregate GDP. Section

4.1 derives this impact using a modified version of Hulten’s theorem in the simple environment

of Section 2. Section 4.2 introduces an explicit upstream AI sector that supplies an AI input to

a software supplier, which bundles a continuum of digital tasks performed by either software

engineering labor or AI under comparative advantage. We derive an isomorphism to the baseline

model, which leaves the software engineering productivity and GDP impact largely unchanged.

Section 4.3 embeds the framework in the full U.S. input-output network. The inferred software

engineering productivity gain is nearly unchanged; the GDP impact declines moderately.

4.1 A Modified Version of Hulten’s Theorem for the GDP Impact

Having inferred news about AI-driven software engineering productivity St above, we now trans-

late it into its impact on GDP. A software engineering productivity gain lowers firms’ marginal

costs. One might want to apply the standard version of Hulten’s theorem directly to obtain the

aggregate GDP effect of this gain using a sales-based Domar weight (each firm’s total sales divided

by GDP).20 However, that benchmark holds only in an efficient economy and does not apply here

because markups distort production. We instead apply the modified version of Hulten’s theorem

developed by Baqaee and Farhi (2020) for an economy with distortions, under which the relevant

per-firm weight is the cost-based Domar weight λ̃ j . In our economy, this weight is the firm’s

final-expenditure share f j scaled by the roundabout multiplier 1/α: λ̃ j = f j /α. The multiplier

reflects feedback from the use of final goods as materials inputs: a productivity gain at one firm

lowers costs elsewhere and feeds back through the network.

The modified Hulten theorem aggregates firm-level marginal-cost reductions using cost-based

Domar weights. A unit increase in software engineering productivity St lowers firm j ’s marginal

cost by its software engineering cost share αγ j . When these cost reductions are weighted by λ̃ j , the

1/α in the weight cancels the α in the cost share. Integrating across firms, the GDP change induced

by the increase in St is

d logYt
∣∣
S = γd logSt , γ=

∫ 1

0
f jγ j d j ,

20Firm j ’s sales-Domar weight is λ j t = p j t y j t /Ct . Because each good’s sales equal final consumption plus materials

demand, λ j t = θ f j t . Thus
∫ 1

0 λ j t d j = θ, where θ ≡ 1/[1− (1−α)(ε−1)/ε] ≥ 1 is the ratio of gross use of the final-good
composite, household consumption plus firms’ materials purchases, to GDP.
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where γ j is firm j ’s software engineering payroll share and γ = ∫ 1
0 f jγ j d j its final-expenditure-

weighted average.21 Combining this period-by-period map with news about software engineering

productivity from Proposition 1 delivers the headline GDP impact via the software engineering

channel.

Proposition 3 (GDP Impact of AI through the Software Engineering Channel). Define the period-t

news in normalized present-value GDP through the software engineering channel as

Yt ≡ (1−β)
(
Et −Et−1

)[ ∞∑
k=0

βk d logYt+k
∣∣
S

]
.

In our economy, Yt = γSt . Hence, the best linear predictor of GDP news through the software

engineering channel given the contemporaneous movement in the AI index is

E∗[Yt | R̃AI
t ] = γκ · R̃AI

t = δ︸︷︷︸
observed

cross-sectional slope

× Σ

α(ε−1)︸ ︷︷ ︸
inversion:

index return→S

× γ︸︷︷︸
cost-based GDP weight:

S →Y

·R̃AI
t . (16)

Equation (16) provides a transparent sufficient-statistic formula for the GDP impact of AI

through the software engineering productivity channel. The brackets decompose the multiplier

into three components. The first factor is the observed cross-sectional slope from the second

stage of our empirical analysis. The second is the inverse of the structural gradient δS , converting

the observed slope into the normalized present-value software engineering productivity change

per unit movement in the residualized AI index. The third factor translates software engineering

productivity into GDP: the final-expenditure-weighted payroll share γ governs how much a given

productivity gain raises output.

As an illustrative special case, suppose (log) software engineering productivity follows a random

walk. Then each period-t GDP news term is the innovation in (log) GDP, so

Yt = d logYt
∣∣
S −Et−1[d logYt

∣∣
S] = γ(

d logSt −Et−1[d logSt ]
)= γSt . (17)

We apply Proposition 3 to the productivity gain of 32.6% computed in Section 3.4, implied by

the AI news from November 2022 (the launch of ChatGPT) to December 2025. The GDP weight

is the final-expenditure-weighted software engineering payroll share γ = ∫ 1
0 f jγ j d j ≈ 0.111. As

discussed above, to study the macroeconomic impact of AI through the software engineering

21The resulting GDP elasticity γ exceeds the value the standard sales-Domar Hulten formula would assign to the
same cost reductions,

∫ 1
0 λ jαγ j d j = αθγ, by the factor 1/(αθ): the joint markup-and-materials correction, which

vanishes only without roundabout production (α→ 1) or without markups (ε→∞). One might expect from Baqaee
and Farhi (2020) an additional reallocation term for the GDP impact, since with markups a productivity gain that shifts
resources across firms moves GDP even at first order. It is absent here because all firms have the same labor share and
buy the same materials composite, so the markup wedge is uniform across firms and reallocating between them does
not change aggregate efficiency (see the proof of Proposition 3 for details). The input-output network of Section 4.3
breaks this symmetry and revives the term, where we find it to be small.
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channel, we include firms that produce and sell software (e.g., firms in NAICS 51 and 54) in the

calculation of γ because software engineering productivity gains can also lower their marginal costs.

The implied normalized present-value GDP change through the software engineering channel is

end ’25∑
t=’22 Nov

E∗[Yt | R̃AI
t ] = γ

end ’25∑
t=’22 Nov

E∗[St | R̃AI
t ] ≈ 0.1110×32.6% ≈ 3.61%.

If (log) software engineering productivity follows a random walk, the GDP news corresponds to

a one-time, permanent increase of 3.61% in the level of GDP through the software engineering

channel (not an increase in the GDP growth rate of 3.61% per year).22

A concern is that the modified Hulten formula in Proposition 3 is an approximation that may

work well only for small productivity changes but not for a change of the magnitude we estimate. To

address this concern, we also solve the nonlinear model exactly, comparing GDP before and after

a 0.326 log-point increase in software engineering productivity. Reassuringly, the exact solution

raises the GDP impact only from 0.0361 to 0.0384 log points.23 The final column of Table A.6 also

reports the GDP change implied by the AI-driven software engineering productivity change for

different values of σ. The GDP impact inherits the sensitivity of κ to σ noted in Section 3.4. In

addition, because the final-expenditure-weighted average software engineering payroll share γ is a

key input to the formula in Proposition 3, Table A.8 reports the GDP impact through the software

engineering channel using several alternative methods for calculating γ.

As with the software engineering productivity gains, we can track the GDP impact in real

time using market prices. We use Proposition 3 to translate the real-time software engineering

productivity news in Figure 2 into the corresponding real-time GDP impact shown in Figure B.4.

Naturally, there is an acceleration in the GDP impact in the first half of 2026.

We compare our estimate with existing estimates of the macroeconomic effects of AI. Aggre-

gating across all the channels through which AI can affect the economy—software engineering

productivity among them—Acemoglu (2025) estimates cumulative TFP level gains of 0.53–0.66%

over a decade. On the other hand, Aghion and Bunel (2024) estimate cumulative TFP level gains

of 6.8–13% over a decade. To make this comparison, we express our estimate of the GDP impact,

via the software channel, in units of aggregate TFP. Following Baqaee and Farhi (2020), changes in

aggregate TFP equal changes in GDP net of cost-based-Domar-weighted primary-factor changes.

Because the endowments of both primary factors in our environment are fixed, these factor-change

terms are zero (see Appendix D.1 for details). Hence, d logTFPt
∣∣
S = d logYt

∣∣
S . Define normalized

22Under the Occupational Employment Statistics-based calibration, γ≈ 0.053 and the inferred software engineering
productivity gain is 33.6%, implying a corresponding GDP increase of approximately 0.053×33.6% = 1.77%.

23The exact effect is slightly larger because the productivity gain makes software engineering labor cheaper in
effective terms, inducing firms to use more of it and raising the cost-based GDP weight from 0.111 to 0.125. The
modified Hulten formula instead holds this weight fixed at its pre-AI value and therefore slightly understates the effect.
Appendix H reports the exact calculations for this section and for the production network economy of Section 4.3.
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present-value TFP news through the software engineering channel as

Tt ≡ (1−β)
(
Et −Et−1

)[ ∞∑
k=0

βk d logTFPt+k
∣∣
S

]
.

Hence, Tt =Yt .

Therefore, our estimated 3.61% normalized present-value GDP gain can also be read as a

3.61% normalized present-value TFP gain. As we have discussed, this number is comparable to a

permanent level increase in TFP of 3.61% due to the software engineering channel. Our estimated

TFP level gains are therefore higher than the 10-year effect estimated by Acemoglu (2025) and lower

than that estimated by Aghion and Bunel (2024).24 Two points suggest that our 3.61% estimate is a

lower bound for the expected effects of AI on TFP. First, we capture the effects of AI on TFP only

through the software engineering channel, and other mechanisms likely also contribute. Second,

this estimate excludes news after the end of 2025. As we have seen, news in the first half of 2026

approximately doubles the TFP level gains.

4.2 Extension: AI Sector and Task-Based Production

The benchmark model of Section 2 studies AI’s impact as a labor-augmenting productivity shock St

that multiplies software engineering labor. One could argue that AI should instead be modeled as a

separately produced commodity, supplied to firms by an upstream sector with its own productivity.

One could also argue for modeling AI’s economic impact in a task-based framework that features

substitution between software engineering labor and AI at the task level, with an endogenous

automation margin governing which tasks AI performs, as in Acemoglu and Restrepo (2019, 2022).

This subsection addresses both concerns jointly. We introduce an explicit upstream AI sec-

tor that supplies an AI input to a software supplier that bundles a continuum of digital tasks,

each performed by either software engineering labor or AI under comparative advantage. The

differentiated-good producer, which maps to firms in our baseline regression, then aggregates

software inputs, materials, and non-SWE labor through a technology similar to that in Section

2. The software engineering channel operates as in the baseline analysis because of a cost-side

isomorphism. Firm marginal cost has the same functional form as the baseline, so AI-driven gains

in software engineering productivity reduce marginal cost in the same way. Hence, the procedure

to back out the AI-driven software engineering gain and its GDP impact carries through largely

unchanged. However, we do have to introduce additional data on firms’ software spending.

Environment. Time, preferences, demand, and the outer production nest are exactly as in Section

2. We modify the supply side of the software engineering input in two steps. First, a perfectly

24Acemoglu also reports larger effects on GDP than on TFP because his GDP estimates incorporate capital deepening,
a channel beyond our simple framework.
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competitive upstream AI sector supplies a homogeneous AI input. It is built from compute, a

scarce primary factor in fixed supply K that households own and supply inelastically, earning a

rental rate pK ,t . Under a linear, compute-augmenting technology, one unit of compute yields S A
t

units of the AI input, so competition prices the AI input at p A
t = pK ,t /S A

t . A rise in S A
t lowers the

effective price of the AI input for a given compute rental rate.

Second, competitive software suppliers now sell their output to each differentiated-good

producer. Supplier j operates a continuum of digital tasks indexed by z ∈ [0,1]. Each task can be

performed by software engineering labor or by AI. Let s j t (z) denote the SWE labor allocated to

task z for supplier j and X A
j t (z) the corresponding AI input. The task is produced with the linear

technology

yT
j t (z) =ψS(z)s j t (z)+ψA(z)X A

j t (z),

where ψS(z),ψA(z) > 0 are task-specific factor productivities common across firms. We order tasks

so that the comparative advantage of software engineering labor,ψS(z)/ψA(z), is strictly increasing

in z. Higher-z tasks are relatively more productive when performed by SWE labor; lower-z tasks

are relatively more productive when performed by AI. The task productivities ψS(z),ψA(z) and the

cross-task elasticity η are uniform across firms.

Task outputs aggregate through a CES with elasticity η> 0 into a task composite that captures

the software output of supplier j ,

T j t =
[∫ 1

0
yT

j t (z)(η−1)/ηd z
]η/(η−1)

.

The software composite T j t enters the differentiated-good producer’s technology in the role that

effective software-engineering labor St s j t plays in Section 2: it combines with non-SWE labor

through the CES aggregate

H j t =
[
φ1/σ

j T (σ−1)/σ
j t + (1−φ j )1/σL(σ−1)/σ

j t

]σ/(σ−1)
,

which in turn enters the outer Cobb-Douglas nest over H j t and final-good materials, with cost

share α on H j t , as in Section 2.

The final-good market clears with output absorbed by consumption and materials, exactly as

in Section 2. The SWE and non-SWE labor markets clear, and the compute market clears when the

AI sector’s compute demand equals the fixed endowment.

Equilibrium task allocation. Each task is performed by whichever factor delivers the lowest

effective unit cost. The unit cost of task z is wt /ψS(z) if performed by SWE labor and p A
t /ψA(z)

if performed by AI. Monotonicity of ψS(z)/ψA(z) implies that AI performs all tasks below some

threshold It ∈ (0,1) and SWE labor performs all tasks above it, with the threshold pinned down by
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the indifference condition
wt

ψS(It )
= p A

t

ψA(It )
. (18)

A rise in the AI sector’s productivity S A
t lowers p A

t relative to wt and shifts It to the right: AI takes

over additional tasks at the margin. In this sense, the task model here captures the notion that AI

advances displace software engineering labor.

Splitting the CES task-price integral at the equilibrium threshold It shows that the software

price pT
t is a CES aggregator over the two effective input prices wt and p A

t with elasticity η,

pT
t =

[
B A(It )(p A

t )1−η+BS(It )w 1−η
t

]1/(1−η)
, (19)

where B A(It ) = ∫ It
0 ψA(z)η−1d z and BS(It ) = ∫ 1

It
ψS(z)η−1d z are the weights on AI and software

engineering labor, respectively, and depend endogenously on the automation threshold (see

Appendix D.2 for a derivation). Let q j t denote firm j ’s unit cost of the CES aggregate H j t , and let

mc j t denote firm j ’s marginal cost. Then

q j t =
[
φ j (pT

t )1−σ+ (1−φ j )W 1−σ
t

]1/(1−σ)
, mc j t = 1

At
qαj t . (20)

Equation (20) is identical to the benchmark unit cost of Section 2, with the effective software

engineering wage wt /St replaced by the software price pT
t . In this sense, there is a cost-side

isomorphism.

Backing out the software engineering productivity gain and its GDP impact. As in Section 2,

we seek to infer the AI-driven normalized present-value productivity change from cross-sectional

variation in firm AI-index betas. The task-based environment changes the source of the soft-

ware engineering productivity improvement: it now comes from upstream AI productivity S A
t .

Specifically, holding the SWE wage and the compute rental rate fixed, differentiating (19) gives

d log pT
t =−ρd logS A

t , with the threshold response dropping out by the indifference condition (18).

The change in the total productivity of the software sector is hence given by d logSt ≡ ρd logS A
t ,

where ρ = B A(I )(p A)1−η
(pT )1−η is the AI share of software spending. This share is common across firms

because the task productivities and the task elasticity are uniform.

We now show that our procedure for backing out software engineering productivity news due

to AI remains effectively unchanged, with γT
j in place of γ j , where γT

j ≡ pT T j /(pT T j +W L j ) =
φ j (pT /q j )1−σ is the ratio of firm j ’s total costs for software services to firm j ’s total costs for the

input bundle H j t , the counterpart of the software-engineering payroll share γ j in the main analysis.

Specifically, equation (13), the first stage of our empirical strategy, remains the same, while the

second stage now regresses firm betas on γT
j . We then invert the resulting estimate δT to obtain

the normalized present-value AI-driven software engineering productivity gain implied by AI news,

as in Proposition 1, replacing γ, σ2
γ, and Σ with γT = ∫ 1

0 f jγ
T
j d j , (σT

γ )2 = ∫ 1
0 f j (γT

j −γT )2d j , and
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ΣT , given by the same formula as Σ in Section 3.4 with γT and (σT
γ )2 in place of γ and σ2

γ. The

final-expenditure shares f j = ω j (p j /P )1−ε are still defined as in Section 2. The GDP impact in

Proposition 3 also follows with γT replacing γ.

Proposition 4. In the task-based environment, the best linear predictor of the period-t news in

normalized present-value software engineering productivity given the contemporaneous movement

in the residualized AI index is

E∗[St | R̃AI
t ] = κ R̃AI

t , κ= δT

δS,T
, δS,T =αε−1

ΣT
, (21)

and the corresponding best linear predictor of GDP news through the software engineering channel is

E∗[Yt | R̃AI
t ] = γT κ R̃AI

t . (22)

Quantifying the productivity gain and its GDP impact. To back out software engineering produc-

tivity news in this extension, we need an empirical measure of γT
j , defined as firms’ spending on

the software composite T j t (including both compensation of software engineers and costs of pur-

chasing software services) as a share of total costs of the input bundle H j t (including both spending

on the software composite and other labor costs). We construct this measure by augmenting our

Revelio data, on software engineer compensation, with data on firms’ software budgets from the Ci

Technology Database (produced by the marketing company Harte-Hanks). This database has also

been used in Bloom et al. (2016) and De Ridder (2024).

The dataset is built from surveys of establishment-level spending on a variety of IT products,

most importantly software, and is targeted at technology vendors seeking information on potential

customers’ IT needs and budgets. We measure γT
j as follows:

γT
j = Software engineer compensation+Total software budget

Total labor compensation+Total software budget
. (23)

One key concern with this data is measurement error, as the number of establishments sur-

veyed for a particular firm can fluctuate substantially from year to year. Existing work recommends

using software budgets for firms’ headquarters locations because they are less susceptible to mea-

surement error from inconsistent survey coverage (De Ridder, 2024). So, in the regressions in this

section, we instrument for γT
j with an alternate version of this variable that replaces the firm’s total

software budget across all establishments with its software budget for its headquarters location.25

In Appendix C.4, we provide details on the construction of the software budget measure, and verify

that Harte-Hanks’s surveys capture a large share of total revenue and software expenditure among

private businesses.

25Although the first stage of this IV procedure involves two fractions, the relationship is still reasonably linear, as
shown by Figure C.2.
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We repeat the second-stage specifications reported in Table 1, replacing γ j with γT
j and using its

HQ-only counterpart as an instrument. We trim both variables at their respective 99th percentiles

within the Harte-Hanks matched sample. The regression coefficient on γT
j corresponding to

column (4) of Table 1 is δT = 0.98. Using γT
j calculated based on (23), we obtain γT = 0.148,

(σT
γ )2 = 0.017, and ΣT = 1.721.26 With these numbers in hand, Proposition 4 gives κ≈ 1.13.

Thus a residualized AI-index return of 1% implies a 1.13% increase in the normalized present

value of software engineering productivity. Applying the cumulative residualized AI-index return

over the window from November 2022 through the end of 2025 gives the implied software engi-

neering productivity gain
∑end ’25

t=’22 NovE
∗[St | R̃AI

t ] ≈ 25.9%. The corresponding GDP news driven by

the software channel is
∑end ’25

t=’22 NovE
∗[Yt | R̃AI

t ] ≈ 3.84%.

The inferred productivity gain of 25.9% and GDP impact of 3.84% are close to the baseline

estimates of 32.6% and 3.61%, respectively. In Figure B.4, we also use the task-based model

to translate the real-time cumulative residualized AI-index return into corresponding software

engineering productivity news and its implied GDP impact.

4.3 Extension: The Production Network

The model in Section 2 has no input-output structure. This subsection embeds the framework in

the full U.S. production network, which consists of 65 BEA Summary sectors, as in Filippucci et al.

(2026). These include not only the sectors represented in our empirical analysis but also upstream

sectors that produce and sell software, such as those corresponding to NAICS sectors 51 and 54.

Each sector is populated by a continuum of firms that differ in software engineering intensity,

and each sector buys intermediate inputs from every other sector, while keeping the demand

elasticity, markup, and labor-substitution elasticity as in Section 2. This extension allows us to

study whether accounting for the production network, in which software is produced upstream

and used throughout the economy, affects the inversion used to recover the software engineering

productivity gain and the associated GDP impact. Appendix G sets up the economy and provides

the results; here we summarize them.

We construct the input-output cost-share matrix from the BEA Make–Use tables. The bench-

mark sets the across-sector demand elasticity to ζ = ε = 5, under which the two CES demand

tiers collapse to the single CES demand aggregator used in the main analysis. Lowering ζ while

maintaining ζ≤ ε leaves the headline result essentially unchanged.

26We calculate these moments using raw values of γT
j because firm-level noise in software budgets is less of a concern

for economy-wide averages. Also, applying (23) consistently would require including firms’ software budgets in the
calibration of the cost share α, since the input bundle now includes purchased software services in addition to labor.
This adjustment is immaterial, raising α from 0.372 to roughly 0.388 and lowering κ by about 4%. We therefore use the
common value α= 0.372 in both the benchmark and task-based environments.
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First, the inversion from cross-sectional estimates to an AI-driven software engineering pro-

ductivity gain remains essentially unchanged. The network effects on intermediate-input prices

and sector-level demand are common within sector, so they are absorbed by the second-stage

industry fixed effects (Proposition 8). The relative effective software engineering wage response,

d log wt −d logSt −d logWt in Section 2, barely moves (−0.573 in the network economy, against

−0.587 in the benchmark). The structural gradient δS
in, which we use to invert the empirical second-

stage coefficient δ, also changes only moderately: δS
in = 0.97, compared with 0.87 in Section 3.4.

The multiplier becomes κ= δ/δS
in = 1.24/0.97 ≈ 1.28, so the AI-driven software engineering produc-

tivity gain implied by AI news over the event window is
∑end ’25

t=’22 NovE
∗[St | R̃AI

t ] = κ∑end ’25
t=’22 Nov R̃AI

t =
κ×22.9% ≈ 29.3%, close to the 32.6% of Section 3.4.

Second, the GDP impact through the software engineering channel is somewhat lowered

relative to the benchmark. Proposition 9 extends the cost-based Domar accounting developed in

Section 4.1 to the network economy. The GDP elasticity γIO is a cost-based-Domar-weighted sum

of sector software engineering cost shares, minus the small markup-induced factor-reallocation

term in Baqaee and Farhi (2020). In our calibration, γIO ≈ 0.082. The gap between the network-

economy γIO and the baseline γ≈ 0.111 mainly reflects the reweighting of sector SWE shares by

economy-wide sector sizes implied by the BEA production network and final-demand shares. The

baseline is computed from Compustat-Revelio firms, whereas the network calculation includes

every sector in the economy. γIO is smaller because roughly 15 percent of labor income in the

model economy is earned in sectors with zero measured software engineering payroll share and

that are not in the Compustat-Revelio sample.27

Together, the present-value GDP change through the software engineering channel is

end ’25∑
t=’22 Nov

E∗[Yt | R̃AI
t ] = γIOκ ·

end ’25∑
t=’22 Nov

R̃AI
t ≈ 0.0825×1.277×22.9% ≈ 2.41%,

smaller than the 3.61% benchmark in Section 4.1. Solving the same network economy exactly and

nonlinearly raises the implied log GDP change only modestly, from 0.0241 to 0.0255, confirming

that the first-order approximation is accurate at the inferred productivity change. In Figure B.4, we

also use the production-network model to translate the real-time cumulative residualized AI-index

return into corresponding software engineering productivity news and its implied GDP impact.

27The corresponding sector-reweighting exercise in the baseline economy similarly lowers the implied GDP impact
to 2.44% (row 3 of Table A.8).
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5 AI and Innovation

We now extend the framework of Section 2 to allow an AI-driven software engineering productivity

gain to affect the macroeconomy through a second channel: innovation. Embedding software

engineering labor in a semi-endogenous-growth-style R&D sector adds a new innovation channel:

an AI-driven reduction in the cost of effective software engineering labor in R&D facilitates innova-

tion, which in turn raises GDP. This section shows that the procedure in Section 2 used to recover

the AI-driven software engineering productivity gain remains unchanged, but that innovation

amplifies the GDP impact. Measured in the same units as in our baseline analysis, the implied GDP

impact rises from 3.61% to roughly 6.48%. These magnitudes are sizable, both in absolute terms

and relative to the other extensions we have considered. How AI affects innovation is therefore key

to assessing its GDP impact.

5.1 Environment

Time is discrete, indexed by t ∈ {0,1, . . .}. Household preferences are as in Section 2, and each

incumbent variety uses the production technology (1); what changes here is that the set of varieties

is endogenous, j ∈ [0, Nt ] with Nt pinned by an endogenous-growth-style R&D sector. We use the

same production labor endowments (s,L) and aggregate shocks (St , At ) as in Section 2, drop time

variation in the discount factor for clarity, and keep the same numeraire (Pt = 1).

Variety producers. With an endogenous continuum of varieties, the household’s CES bundle and

price index become28

Ct =
[∫ Nt

0
c(ε−1)/ε

j t d j
]ε/(ε−1)

and Pt =
[∫ Nt

0
p1−ε

j t d j
]1/(1−ε)

, (24)

with the standard CES demand c j t = (p j t /Pt )−εCt , exactly as in Section 2. Materials and the

R&D sector final-good input use the same CES composite, so total demand for variety j is y j t =
(p j t /Pt )−εQt , where Qt ≡Ct +Mt +XR,t is the sum of consumption Ct , aggregate materials Mt , and

the R&D final-good input XR,t . The final-expenditure-weighted aggregate software engineering

payroll share is γ= ∫ N∗
0 f jγ j d j , where the SWE payroll share γ j is as in Section 2, and f j = p j c j /C =

p j y j /Q are the final-expenditure shares, which integrate to one. Each variety survives to the next

period with exogenous probability ϱ ∈ (0,1), so that 1−ϱ is the obsolescence rate. The value of an

active variety is therefore

V j t = Et

[ ∞∑
τ=0

ϱτΞt ,t+τπ j ,t+τ
]

, (25)

28In contrast to the fixed weights ω j integrating to one in Section 2, we deliberately do not normalize the aggregator
(24) by the variety mass Nt . This missing normalization is precisely love of variety (Romer, 1990): it is the channel
through which a larger variety stock raises real output.
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where Ξt ,t+τ is the SDF from Section 2.

R&D sector. A competitive R&D sector creates new varieties using three inputs: R&D-specific

software engineering labor sR , R&D-specific non-software-engineering labor LR , and final-good

output XR,t . The labor endowments for R&D (sR ,LR ) are fixed and earn wages (wR,t ,WR,t ) that

equal their marginal value products in R&D. The final-good output XR,t adjusts endogenously. The

flow of new varieties follows

Nt+1 = ϱNt +δRG(St sR ,LR , XR,t )λR NφR
t , (26)

where G is a Cobb-Douglas aggregator with constant exponentsαs , αL , αR satisfyingαs +αL +αR =
1,29 the software engineering productivity St augments software engineering labor in R&D exactly

as in production, δR > 0 is an R&D productivity parameter, λR ∈ (0,1] governs diminishing returns

to R&D inputs, capturing duplication externalities, and φR < 1 governs intertemporal knowledge

spillovers, with lower values corresponding to stronger fishing-out effects (Jones, 1995; Bloom

et al., 2020). The case φR = 1 corresponds to fully endogenous growth, while φR < 1 corresponds

to semi-endogenous growth. Following the empirical scale-effects argument in Jones (1995), we

focus on the semi-endogenous case φR < 1, in which a permanent increase d logS in software

engineering productivity raises the steady-state level of GDP but does not permanently change the

GDP growth rate.

New varieties are drawn from the same type distribution of software engineering intensity

as existing varieties, so the expected value of an entrant equals the average incumbent value V ∗.

Markets clear in the standard way. Appendix D.4 provides details.

5.2 Software Engineering Productivity Gain due to AI, and Its GDP Impact

The inversion for AI-driven SWE productivity gain is unchanged. The inversion in Section 2

maps the observed cross-sectional slope δ from the regression of AI-index betas on software engi-

neering payroll shares into the AI-driven change in software engineering productivity. The same

inversion applies in this extension, with the implied present-value productivity change adjusted

for obsolescence because financial markets price existing varieties according to their survival

probabilities. As in the main analysis, if innovations in log software engineering productivity,

d logS, are permanent, the inferred normalized present-value news equals the innovation in d logS

regardless of the obsolescence parameter ϱ.

Appendix D.5 proves that the procedure for backing out software engineering productivity news

29Treating software engineering as part of the R&D production function is consistent with evidence that software-
intensive firms produce more patents per R&D dollar and that IT complements R&D in patent production (Branstetter
et al., 2019).
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applies unchanged in the innovation model. The basic intuition is similar to that in Section 2.4: as

long as the obsolescence rate (the creative destruction risk) is equal across firms, our approach

to inferring software engineering productivity gains from firms’ differential exposure to these

gains remains valid. We then use the model to quantify the macroeconomic impact of software

engineering productivity gains while accounting for innovation. The model helps fill in the missing

intercept, namely, the impact of these gains through innovation.

The GDP impact with innovation. Because characterizing transitional dynamics is much more

involved and analytically intractable in our environment with semi-endogenous growth, we focus

on the first-order response of steady-state GDP d logY ∗ to a permanent change in d logS, holding

other aggregate shocks fixed. As discussed above, d logY ∗ is measured in the same units as the

normalized present-value GDP news Yt studied in the main analysis.

We first decompose the first-order response of steady-state GDP into production-side and

innovation effects:

d logY ∗ = γd logS + 1

α(ε−1)
d log N∗. (27)

The first term is the production-side Hulten effect: cheaper effective software engineering labor

lowers unit costs in every production firm, with aggregate impact equal to the final-expenditure-

weighted software engineering payroll share γ, the cost-based GDP weight of Proposition 3. The

second term is the innovation effect, combining love of variety with the dilution of per-variety

output when the fixed production endowments (s,L) are spread across more firms.

Because a positive d logS also augments software engineering labor in R&D, it raises effective

R&D input G , which increases the flow of new varieties and hence the steady-state variety stock.

Through the innovation term in (27), the larger variety stock raises GDP. The resulting GDP increase

raises the steady-state final-goods input to R&D, X ∗
R , which further raises G and generates a

feedback loop. The main result characterizes the fixed point of this loop in closed form.

Proposition 5 (Hulten’s Theorem with Innovation). The first-order response of steady-state GDP to

a permanent change d logS is

d logY ∗ = γ+ ιαs

1− ιαR
d logS, (28)

where ι≡λR /[α(ε−1)(1−φR )].30

The innovation-augmented GDP coefficient in (28) combines three economically distinct ob-

jects: γ, ιαs , and ιαR . The first, γ, is the production channel in (27) as in the main analysis: cheaper

30The formula requires two regularity conditions: ιαR < 1 for a stable, positive finite feedback multiplier, and
X ∗

R /Y ∗ = θβλR (1−ϱ)αR /[ε(1−βϱ)] < 1 for positive consumption. Here Y ∗ denotes GDP, equal to consumption plus
R&D investment: Y ∗ = C∗+ X ∗

R , and θ = 1/[1− (1−α) ε−1
ε ] is the ratio of gross final-good use Q∗ to GDP. Since the

steady-state R&D spending share X ∗
R /Y ∗ is constant, consumption has the same first-order log response as GDP:

d logC∗ = d logY ∗.

40



effective software engineering labor lowers unit costs in every production firm, with aggregate

impact given by the same weight as in Proposition 3. The second, ιαs , is the direct innovation

channel through which software engineering productivity augments software engineering labor in

R&D, thereby raising the effective R&D input G and hence the steady-state variety count by the

semi-endogenous factor λR /(1−φR ). The larger variety stock then raises Y ∗ through love of variety

by the additional factor 1/(α(ε−1)). The product of these two factors is ι (the semi-endogenous

growth “increasing returns” term in the terminology of Jones (2022)), and weighting it by the

software engineering share of R&D inputs gives ιαs . The third term, ιαR , governs the GDP feedback

loop in the denominator: higher GDP raises the final-goods input to R&D, X ∗
R , and higher X ∗

R raises

effective R&D input G , the steady-state variety stock N∗, and hence GDP further.

Quantification. We now quantify the GDP impact of the software engineering channel, taking

innovation into account. The exercise inherits γ≈ 0.111 from Section 4.1, the demand elasticity

ε= 5, and the permanent software engineering productivity change d logS = 0.326 from Section

3.4, because Proposition 6 preserves the inversion to AI-driven software engineering productivity

gains.

For the new parameters introduced by the innovation block, the innovation-augmented GDP

coefficient in (28) depends on (λR ,φR ) only through the composite ι = λR /[α(ε−1)(1−φR )], so

we calibrate this composite directly. In the semi-endogenous accounting of Jones (2022), the

corresponding object is the increasing returns parameter γJ = λRσJ /βJ , where σJ maps ideas

into output and βJ is the dynamic diminishing-returns parameter in idea production. In our

notation, a larger idea (variety) stock raises real value-added output with elasticity 1/(α(ε−1)), the

variety-margin coefficient in (27), so σJ = 1/(α(ε−1)); the fishing-out term is βJ = 1−φR . Hence γJ

is exactly our ι=λR /[α(ε−1)(1−φR )]. Following Jones (2022), we set ι= γJ = 1/3. This value is close

to the corresponding value in Bloom et al. (2020): their baseline aggregate estimate of dynamic

diminishing returns is 3.1, measured with ideas in TFP units so that it corresponds to βJ /σJ here;

combined with λR = 1, it implies ι=λRσJ /βJ = 1/3.1 ≈ 0.323.

The R&D non-labor share αR is the cost share of final output used by the R&D sector. Using

the NCSES Business Enterprise R&D Survey cost categories and classifying salaries, wages, fringe

benefits, stock-based compensation, and temporary staffing as labor-like costs gives αs +αL ≈ 0.68

and hence αR ≈ 0.32. Given αR , the relevant uncertainty is the split of R&D labor between software

engineering and other labor. Our baseline sets αs = 0.20 and hence αL = 0.48, based on the Cobb-

Douglas patent production function in Kleis et al. (2012), which estimates an IT elasticity close to

0.20.

Under this calibration, the direct innovation channel contributes ιαs ≈ 0.0667, and the GDP-

feedback denominator is 1−ιαR ≈ 0.893, corresponding to a feedback multiplier of 1/(1−ιαR ) ≈ 1.12.
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Combining these terms gives the innovation-augmented GDP coefficient:

γ+ ιαs

1− ιαR
= 0.1110+0.0667

0.893
≈ 0.199. (29)

Compared to the production-only Hulten coefficient γ≈ 0.111, the macro impact of AI through

the software engineering channel is roughly 1.79 times as large. The amplification decomposes

as follows: the direct innovation channel ιαs raises the coefficient from 0.111 to 0.178 (a factor of

1.60), and the GDP feedback loop raises it from 0.178 to 0.199 (a further factor of 1.12). Using a

permanent shock to software-engineering productivity d logS = 0.326 from Section 3.4, the implied

AI-driven GDP change through the software engineering channel is

d logY ∗ = γ+ ιαs

1− ιαR
·d logS ≈ 0.199×0.326 ≈ 6.48%, (30)

compared to the 3.61% production-only baseline of Section 4. In Figure B.4, we also use the

innovation model to translate the real-time cumulative residualized AI-index return into the

corresponding GDP impact.

Innovation thus substantially amplifies the GDP impact of AI, both in absolute terms and

relative to the other extensions we have considered.

6 Conclusion

This paper uses asset prices to infer the macroeconomic impact of AI through the software engineer-

ing channel. By exploiting the cross-sectional relationship between firms’ AI-index betas and their

software engineering payroll shares, and inverting this relationship through a structural model,

we estimate that news about AI from November 2022 to December 2025 implies a present-value

increase in software engineering productivity equivalent to a permanent increase of roughly 32.6

percent, and a present-value GDP increase through the software engineering channel equivalent

to a permanent increase of approximately 3.61 percent. Accounting for the innovation channel

can raise the permanent GDP impact to roughly 1.8 times the baseline estimate. A further benefit

of our approach is that it quantifies news about AI-driven productivity in real time. Applying our

procedure to early 2026 implies large software engineering productivity and GDP gains from AI

news during this period. These gains are consistent with the rapid development and adoption of

AI coding agents during this period.

Our approach naturally extends to other occupation groups through which AI may affect the

macroeconomy by applying the same cross-sectional identification strategy with occupation-

specific cost shares. Future work can use this framework to quantify these additional channels and

assess their contribution to the macroeconomic impact of AI. Our innovation result suggests a key

area for future research: how AI affects the innovation process through software engineering.
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Main proofs

Proof of Lemma 1

The proof has three steps: relative profits given factor prices, the general-equilibrium factor-price

response to the software engineering shock, and valuation.

Step 1: relative profits. Because households and firms purchase the same final-good composite,

let Mt ≡
∫ 1

0 m j t d j denote aggregate materials use and let Qt ≡ Ct + Mt denote total use of the

final-good composite. Since firms charge a constant markup, profits are a constant fraction of

revenue. Under CES demand and the numeraire Pt = 1,

π j t = 1

ε
p j t y j t = 1

ε
ω j p1−ε

j t Qt .

Equation (33) in Step 2 implies Qt = θCt with constant θ. Hence d logQt = d logCt , and therefore

d logπ j t = (1−ε)d logmc j t +d logCt .

By Shephard’s lemma applied to the unit-cost function, and using that materials are priced in units

of the numeraire,

d logmc j t =−d log At +αγ j (d log wt −d logSt )+α(1−γ j )d logWt .
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Differentiating the CES price index gives the final-expenditure-weighted average cost change,

d logPt =
∫ 1

0
f j d log p j t d j =−d log At +αγ(d log wt −d logSt )+α(1−γ)d logWt .

The numeraire Pt = 1 sets the left side to zero. Subtracting the price-index equation from firm j ’s

unit-cost equation gives the relative unit-cost change

d logmc j t =−α(γ j −γ)
[
d logSt − (d log wt −d logWt )

]
. (31)

Substituting (31) into the profit equation yields

d logπ j t = (ε−1)α(γ j −γ)(d logSt − (d log wt −d logWt ))+d logCt . (32)

Step 2: factor prices. Define

xt ≡ d logSt − (d log wt −d logWt ),

the change in the effective software engineering cost advantage relative to non-SWE labor. We

derive xt from labor-market clearing.

Define firm j ’s sales-Domar weight as λ j t ≡ p j t y j t /Ct . Since p j t y j t = f j tQt ,

λ j t = θ f j t , θ ≡ Qt

Ct
.

Materials are the fraction 1−α of each firm’s cost, while cost is the fraction (ε−1)/ε of revenue.

Aggregating across firms therefore gives

Mt = (1−α)
ε−1

ε
Qt .

Combining this identity with Qt =Ct +Mt yields

θ = Qt

Ct
= 1

1− (1−α)(ε−1)/ε
, (33)

which is constant. In particular,
∫ 1

0 λ j t d j = θ and
∫ 1

0 λ j tαγ j t d j = θαγt , where γt =
∫ 1

0 f j tγ j t d j .

The outer Cobb-Douglas nest between the labor composite and materials fixes labor’s share of

total cost at α. Since markups are constant, each firm’s total cost is the constant fraction ε−1
ε

of its

revenue, and the time-t cost shares αγ j t and α(1−γ j t ) of that cost go to SWE and non-SWE labor.

Integrating across firms,

wt s = ε−1

ε
Ct

∫ 1

0
λ j tαγ j t d j = ε−1

ε
Ctθαγt and Wt L = ε−1

ε
Ctθα(1−γt ).

Because θ is constant, fixed factor supplies give

d log wt = d logCt + dγt

γ
and d logWt = d logCt − dγt

1−γ .
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The aggregate demand term d logCt cancels in the relative wage:

d log wt −d logWt = dγt

γ(1−γ)
.

It remains to compute dγt . First, CES demand implies

d log f j t = (1−ε)(d log p j t −d logPt ) = (ε−1)α(γ j −γ)xt ,

where the second equality uses d log p j t = d logmc j t , d logPt = 0, and the relative unit-cost re-

sponse (31). Second, the CES payroll-share formula implies

log
( γ j t

1−γ j t

)
= log

( φ j

1−φ j

)
+ (1−σ)(log wt − logSt − logWt ),

so

dγ j t = (σ−1)γ j (1−γ j )xt .

Therefore, using d f j t = f j d log f j t to convert the log differential to the absolute differential,

dγt =
∫ 1

0
γ j d f j t d j +

∫ 1

0
f j dγ j t d j = (ε−1)α

∫ 1

0
f jγ j (γ j −γ)d j · xt + (σ−1)

∫ 1

0
f jγ j (1−γ j )d j · xt .

Using ∫ 1

0
f jγ j (γ j −γ)d j =σ2

γ and
∫ 1

0
f jγ j (1−γ j )d j = γ(1−γ)−σ2

γ,

we obtain

dγt =
[

(σ−1)γ(1−γ)+ (
α(ε−1)− (σ−1)

)
σ2
γ

]
xt .

Substituting into the relative wage expression gives

d log wt −d logWt =
[

(σ−1)+ (
α(ε−1)− (σ−1)

) σ2
γ

γ(1−γ)

]
xt .

Using the definition of xt ,

xt = d logSt − (d log wt −d logWt )

= d logSt −
[

(σ−1)+ (
α(ε−1)− (σ−1)

) σ2
γ

γ(1−γ)

]
xt .

Hence

xt = 1

Σ
d logSt , where Σ=σ+ [

α(ε−1)− (σ−1)
] σ2

γ

γ(1−γ)
.

Substituting back into (32) yields the period-by-period profit response

d logπ j t = δS(γ j −γ)d logSt +d logCt , where δS ≡αε−1

Σ
. (34)
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Step 3: firm value and software engineering productivity news. The period-by-period profit

response (34) applies at every future horizon. Therefore, for each k ≥ 0,

d logπ j ,t+k = δS(γ j −γ)d logSt+k +d logCt+k .

The Hicks-neutral shock At cancels from relative unit costs entirely, and the discount-factor shock

βt does not enter profits directly; the firm-invariant level shift d logCt+k captures the aggregate

demand effect. Log-linearizing firm value (2) to first order gives

d logV j t = (1−β)Et

[ ∞∑
k=0

βk (d logπ j ,t+k +d logΞt ,t+k )
]

.

Substituting the horizon-specific profit response and combining the firm-invariant terms yields

the firm-value level response

d logV j t = δSγ j (1−β)Et

[ ∞∑
k=0

βk d logSt+k

]
+µV

t , (35)

where µV
t collects all firm-invariant terms: the present-value aggregate demand effect, the stochas-

tic discount factor effect, and the cross-sectional mean profit response.

The empirical first stage uses returns. To first order, R j t ≈ d logV j t −d logV j ,t−1, and since

d logV j ,t−1 is known at t −1, the unexpected return satisfies

R j t −Et−1[R j t ] = d logV j t −Et−1[d logV j t ].

Taking the unexpected component of (35) therefore applies the revision (Et −Et−1) to each term.

Defining the unexpected firm-invariant component as µt ≡µV
t −Et−1[µV

t ] gives

R j t −Et−1[R j t ] = δSγ j St +µt , (36)

where St is the software engineering productivity news defined in (6). Thus, (36) establishes

(7).

Proof of Proposition 1

By (7) in Lemma 1, the unexpected firm return admits the representation

R j t −Et−1[R j t ] = δSγ j St +µt ,

where µt is common across firms. Condition (ii) in Section 2.3, Covt (Et−1[R j t ]−R f
t , R̃AI

t ) = 0,

implies Covt (R j t −R f
t , R̃AI

t ) = Covt (R j t −Et−1[R j t ], R̃AI
t ). Projecting the excess return R j t −R f

t on

the residualized AI-index return gives

βAI
j = Covt (R j t −R f

t , R̃AI
t )

Vart (R̃AI
t )

= β̄AI +δSκγ j , (37)
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where

β̄AI ≡ Covt (µt , R̃AI
t )

Vart (R̃AI
t )

is firm-invariant and

κ= Covt (St , R̃AI
t )

Vart (R̃AI
t )

is the projection coefficient defined in (8). Taking the cross-sectional partial regression coefficient

on the payroll share γ j conditional on controls X j ,

δ=
Cov j (βAI

j ,γ j | X j )

Var j (γ j | X j )
= δSκ,

where the second equality follows from (37): βAI
j is affine in γ j alone, so partialling out X j does not

affect the slope. Rearranging,

κ= δ

δS
= Σ

α(ε−1)
·δ.

The residualized AI return has unconditional mean zero by condition (i) in Section 2.3. Because St

is a conditional-expectation revision, the law of iterated expectations implies E[St ] = 0. Therefore,

the best linear predictor has no constant term:

E∗[St | R̃AI
t ] = κ · R̃AI

t ,

which is (10).

Proof of Proposition 2

We treat the two extensions separately.

Part (i): demand shifter. With state-dependent demand weights, per-period profits satisfy

d logπ j t =ω′
j d log Zt + (1−ε)d logmc j t +d logCt ,

where ω′
j = ∂ logω j /∂ log Z |ss. Throughout the derivation through (38), normalize d log Zt = 1 and

hold all other shocks fixed. Thus all differentials below are equilibrium responses per unit of the

demand shock. Define w̃ ≡ d log wt −d logWt . Factor-market clearing gives

wt s = ε−1

ε
θαγtCt ,

Wt L = ε−1

ε
θα(1−γt )Ct ,

where θ =Qt /Ct is constant. Since factor supplies are fixed,

w̃ = dγt

γ(1−γ)
.
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Differentiating γt =
∫ 1

0 f j tγ j t d j , using

d log f j t =ω′
j + (1−ε)α(γ j −γ)w̃ + c0

and

dγ j t = (1−σ)γ j (1−γ j )w̃ ,

where c0 is firm-invariant, gives

dγt =
∫ 1

0
f jγ j d log f j t d j +

∫ 1

0
f j dγ j t d j .

Since final-expenditure shares integrate to one,
∫ 1

0 f j d log f j t d j = 0, so the first integral is un-

changed if γ j is replaced by γ j −γ. The firm-invariant term c0 then drops out because
∫ 1

0 f j (γ j −
γ)d j = 0, and

dγt =
∫ 1

0
f j (γ j −γ)ω′

j d j

+
[

(1−σ)γ(1−γ)+ (
α(1−ε)− (1−σ)

)
σ2
γ

]
w̃ .

Combining these equations with the definition of Σ gives

w̃ =
∫ 1

0 f j (γ j −γ)ω′
j d j

Σγ(1−γ)
. (38)

The firm-specific component of the per-period profit response to a unit demand shock is

ω′
j + (1−ε)αγ j w̃ .

Define the normalized present-value demand-shifter news by

Zt ≡ (1−β)(Et −Et−1)
[ ∞∑

k=0
βk d log Zt+k

]
.

The per-period loading is the same at every horizon. Linearizing the value equation (2) and taking

the period-t revision therefore adds

[ω′
j + (1−ε)αγ j w̃]Zt

to the unexpected return, up to a firm-invariant term. Because discount-rate exposure remains

homogeneous as in the benchmark, the unexpected return is

R j t −Et−1[R j t ] = δSγ j St + [ω′
j + (1−ε)αγ j w̃]Zt +µt , (39)

where µt collects all firm-invariant terms.

Condition (ii) in Section 2.3 implies

Covt (R j t −R f
t , R̃AI

t ) = Covt (R j t −Et−1[R j t ], R̃AI
t ).
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Define

κZ ≡ Covt (Zt , R̃AI
t )

Vart (R̃AI
t )

.

Projecting (39) on the residualized AI-index return gives

βAI
j = β̄AI +κδSγ j +κZ [ω′

j + (1−ε)αγ j w̃],

where β̄AI is common across firms. Projecting this coefficient on γ j conditional on X j gives

δ= κδS +κZδZ , (40)

where

δZ ≡
Cov j (ω′

j ,γ j | X j )

Var j (γ j | X j )
+ (1−ε)αw̃ . (41)

The first condition of Assumption 1 zeros the covariance term in (41). Its second condition zeros

the numerator in (38), so w̃ = 0. Hence δZ = 0, and (40) reduces to δ= κδS .

Part (ii): discount-rate heterogeneity. With constant demand weights, the return representation

(11) is

R j t −Et−1[R j t ] = δSγ j St +η j Dt +µt .

Define

κΞ ≡ Covt (Dt , R̃AI
t )

Vart (R̃AI
t )

and

δΞ ≡ Cov j (η j ,γ j | X j )

Var j (γ j | X j )
. (42)

Condition (ii) in Section 2.3 and the first-stage projection give

βAI
j = β̄AI +κδSγ j +κΞη j ,

where β̄AI is common across firms. Taking the cross-sectional partial regression coefficient on γ j

conditional on X j gives

δ= κδS +κΞδΞ.

Under the first condition of Assumption 2, κΞ = 0. Under its second condition, δΞ = 0. Thus

κΞδΞ = 0 under either condition, and δ= κδS .

Both parts therefore imply δ= κδS . Using δS =α(ε−1)/Σ gives

κ= δ

δS
= Σ

α(ε−1)
·δ.

Finally, condition (i) in Section 2.3 gives E[R̃AI
t ] = 0, while the law of iterated expectations and the

definition of St give E[St ] = 0. The best linear predictor therefore has no constant term, so the
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inversion in Proposition 1 continues to hold.

Proof of Proposition 3

The proof has four steps.

Step 1: state the Baqaee–Farhi decomposition. All shares and cost-based weights without time

subscripts are evaluated at the no-shock steady state around which we take the first-order approxi-

mation. We use Theorem 1, equation (4), of Baqaee and Farhi (2020), together with the fictitious-

producer construction in their Section II.A. Introduce a competitive producer S that transforms

raw SWE labor into effective SWE services with productivity St . Its unit price is pS
t = wt /St , and its

markup is one. The markups of downstream firms are also fixed. Baqaee and Farhi’s equation (4)

therefore becomes

d logYt
∣∣
S = λ̃Sd logSt − Λ̃sd logΛs,t − Λ̃Ld logΛL,t , (43)

where λ̃S is the cost-based Domar weight of the effective-SWE producer, Λ̃s and Λ̃L are the cost-

based weights of the two raw factors, and

Λs,t = wt s

Yt
, ΛL,t = Wt L

Yt
.

Step 2: compute the cost-based weights. Every downstream firm spends the share 1−α of its cost

on the same materials composite, whose final-expenditure share on good j is f j . The cost-based

input-output coefficient from buyer k to supplier j is therefore

Ω̃k j = (1−α) f j .

The downstream cost-based Domar weights satisfy

λ̃ j = f j +
∫ 1

0
λ̃kΩ̃k j dk = f j

∞∑
r=0

(1−α)r = f j

α
.

The effective-SWE producer supplies the share αγ j of firm j ’s cost. Since producer S spends all its

cost on raw SWE labor, its cost-based Domar weight and the raw-factor weights are

λ̃S =
∫ 1

0
λ̃ jαγ j d j =

∫ 1

0
f jγ j d j = γ, (44)

Λ̃s = γ,

Λ̃L =
∫ 1

0
λ̃ jα(1−γ j )d j = 1−γ.

Step 3: show that the reallocation term vanishes. Let downstream gross sales be θ times GDP.

Aggregate materials spending is (1−α)/µ times downstream gross sales, so

θ = 1

1− (1−α)/µ
.
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Downstream total cost is gross sales divided by µ. Since households and materials buyers both

spend according to f j t , firm sales remain proportional to f j t , while each firm pays the share αγ j t

of cost to effective SWE services. Hence, at every date,

Λs,t = αθ

µ
γt , ΛL,t = αθ

µ
(1−γt ).

The common multiplier αθ/µ is constant. Substituting the cost-based weights in (44) and these

factor-income shares into the reallocation term in (43) gives

Λ̃sd logΛs,t + Λ̃Ld logΛL,t = γd logγt + (1−γ)d log(1−γt )

= dγt −dγt

= 0.

Thus the factor-reallocation term vanishes even though the individual factor-income shares may

move. This cancellation uses the common markup, common outer labor share, and common

materials composite. Substituting this result and λ̃S = γ from (44) into (43) yields

d logYt+k
∣∣
S = γd logSt+k . (45)

Step 4: pass from flow effects to news. Applying the normalized present-value news operator to

(45) period by period gives

Yt = (1−β)(Et −Et−1)
[ ∞∑

k=0
βk d logYt+k

∣∣
S

]
= γSt .

Combining this relation with (10) and using linearity of the best linear predictor gives

E∗[Yt | R̃AI
t ] = γκR̃AI

t , γκ= γΣ

α(ε−1)
δ,

which proves (16).
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Supplemental Appendix to “The Macroeconomic Effect of AI: Sizing

the Software Engineering Channel”1

Alex Blumenfeld Jonathon Hazell Chen Lian Andreas Schaab

This document contains the Supplemental Appendix for the article “The Macroeconomic Effect of

AI: Sizing the Software Engineering Channel.” Any references to equations or sections that are not pre-

ceded by a capitalized letter refer to the main article.

A Appendix Tables

Table A.1: O*NET codes in Revelio’s “Software Engineer” category

O*NET Code Occupation Title Compensation Share (%)

15-1252.00 Software Developers 33.15
15-1299.08 Computer Systems Engineers/Architects 10.74
15-1254.00 Web Developers 5.57
17-2199.06 Microsystems Engineers 5.15
15-1253.00 Software Quality Assurance Analysts and Testers 3.91
11-9041.00 Architectural and Engineering Managers 3.38
15-1255.00 Web and Digital Interface Designers 3.34
15-2051.00 Data Scientists 3.01
27-1029.00 Designers, All Other 2.87
15-1241.00 Computer Network Architects 2.47
15-1243.00 Database Architects 2.34
15-1299.09 Information Technology Project Managers 2.10
15-1299.07 Blockchain Engineers 1.79
15-1221.00 Computer and Information Research Scientists 1.61
15-1251.00 Computer Programmers 1.56
41-9031.00 Sales Engineers 1.16
15-1299.05 Information Security Engineers 1.06
27-1014.00 Special Effects Artists and Animators 0.99
27-1011.00 Art Directors 0.96
17-2072.01 Radio Frequency Identification Device Specialists 0.90

Top 20 Total 88.06

Notes: This table lists the twenty largest O*NET occupation codes, ranked by compensation share, among the 125
codes that Revelio Labs classifies under the “Software Engineer” role category. The compensation share is each
occupation’s percentage of the total weighted compensation summed across all Software Engineer workers in
2021, where the weighting uses Revelio’s individual-level sampling weights. These twenty occupations collectively
account for 88% of total software engineer compensation. Source: Revelio Labs.

1Blumenfeld: UC Berkeley, alex.blumenfeld@berkeley.edu; Hazell: London School of Economics, j.hazell@lse.
ac.uk; Lian: UC Berkeley and NBER, chen_lian@berkeley.edu; Schaab: UC Berkeley and NBER, schaab@berkeley.edu.
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Table A.2: Sample size progression and 2021 sales percentiles across key cleaning filters

Percentiles of 2021 Sales

Filter Firms Firms with 2021 Sales Data P10 P25 P50 P75 P90

Initial CRSP dataset (active GVKEY links) 5,070 4,040 0.3 29.3 340.6 2,026.1 8,455.3
Drop SIC 6000-6999 4,317 3,047 6.5 49.6 488.1 2,639.4 9,843.8
Revelio match in 2021 3,290 2,828 7.3 60.0 525.7 2,881.9 10,814.5
Average sales/assets filter 2,889 2,828 7.3 60.0 525.7 2,881.9 10,814.5
Balanced panel 2,547 2,498 11.5 104.3 656.3 3,346.3 12,156.9
Drop firms in THNQ/AIQ 2,470 2,421 10.6 97.5 607.3 3,125.4 11,141.0
Drop semiconductor-related firms 2,406 2,357 10.5 97.4 607.2 3,171.4 11,191.1
Drop NAICS 51/54 1,973 1,926 9.5 95.4 737.3 3,632.2 12,571.8
Revelio size trim 1,874 1,831 12.3 110.7 825.8 3,815.6 12,861.0

Note: Sales is Compustat sale (net sales/revenue), measured in USD millions for fiscal year 2021. Row 1 percentiles use the unrestricted latest 2021
Compustat filing; later rows use the positive-assets/positive-sales panel used for 2021 size controls.

Table A.3: Median characteristics of firms by software engineer payroll share in the final regression sample

Characteristic Top 400 Bottom 400

Average sales, 2017–2021 (USD millions) 896 [400] 62 [400]
Average assets, 2017–2021 (USD millions) 1,029 [400] 175 [400]
End-of-2021 market capitalization (USD millions) 2,754 [400] 341 [400]
Tobin’s Q 2.17 [392] 1.65 [373]
Return on assets (percent) 7.7 [397] 2.2 [374]
Capital expenditures/assets (percent) 1.7 [397] 1.7 [374]
Market leverage (percent) 8.6 [394] 11.6 [373]
Total employment 2,008 [400] 115 [400]
Average annual compensation (USD thousands) 108.5 [400] 129.8 [400]

Note: The sample is the balanced 2022–2025 final regression sample after all sample exclusions and the Revelio employment-size trim. Top 400 contains
the 400 firms with the highest software engineer payroll shares. Bottom 400 contains the 400 firms with the lowest shares, including both zero and
positive shares. Entries are unweighted medians. Bracketed values report the row-specific number of firms with nonmissing data.
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Table A.4: Regression of THNQ beta on software engineer payroll share quintiles

Dependent Variable: Beta on THNQ excess return

Model: (1) (2) (3) (4) (5)

Variables

Quintile 1 -0.05 0.00 -0.01 0.00 -0.10

(0.05) (0.06) (0.06) (0.06) (0.09)

Quintile 2 -0.11∗∗ -0.02 -0.02 -0.04 -0.10

(0.05) (0.06) (0.06) (0.06) (0.09)

Quintile 3 -0.05 0.04 0.06 0.00 -0.07

(0.05) (0.06) (0.06) (0.06) (0.09)

Quintile 4 0.00 0.09 0.12∗∗ 0.01 -0.06

(0.05) (0.06) (0.06) (0.06) (0.09)

Quintile 5 0.19∗∗∗ 0.26∗∗∗ 0.28∗∗∗ 0.15∗∗ 0.09

(0.05) (0.06) (0.06) (0.06) (0.09)

Fixed-effects

Quintile of average 2017-2021 assets Yes Yes Yes Yes

Quintile of average 2017-2021 sales Yes Yes Yes Yes

NAICS2 Yes

NAICS3 Yes Yes

Quintile of GenAI task exposure (Eisfeldt et al., 2026) Yes

Fit statistics

Observations 1,855 1,855 1,855 1,850 1,144

R2 0.04 0.07 0.10 0.15 0.22

Within R2 0.04 0.04 0.01 0.02

HC3 standard-errors in parentheses

Signif. Codes: ***: 0.01, **: 0.05, *: 0.1

Notes: Quintile indicators are constructed from the same software engineer payroll-share measure used in the
continuous specification. Firms with positive software engineer payroll share are partitioned into quintiles, and
coefficients are reported relative to the omitted zero-share group. Columns retain the same sequence of controls,
fixed effects, and trimming procedure as in Table 1. Heteroskedasticity-robust standard errors are reported in
parentheses. Observations are firms.
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Table A.5: Sensitivity of the baseline coefficient to outlier treatment

Dependent Variable: Beta on THNQ excess return

Specification Baseline (trim

top 1%)

Drop firms with

γ j = 0

No outlier

handling

Trim top 5% Winsorize top

1%

Winsorize top

5%

Model: (1) (2) (3) (4) (5) (6)

Variables

Software engineer payroll share 1.24∗∗∗ 1.25∗∗∗ 1.30∗∗∗ 1.20∗∗∗ 1.35∗∗∗ 1.55∗∗∗

(0.26) (0.27) (0.23) (0.37) (0.24) (0.29)

Fixed-effects

NAICS3 Yes Yes Yes Yes Yes Yes

Quintile of average 2017-2021 assets Yes Yes Yes Yes Yes Yes

Quintile of average 2017-2021 sales Yes Yes Yes Yes Yes Yes

Fit statistics

Observations 1,850 1,667 1,869 1,775 1,869 1,869

R2 0.15 0.17 0.16 0.13 0.16 0.16

Within R2 0.01 0.02 0.02 0.007 0.02 0.02

HC3 standard-errors in parentheses

Signif. Codes: ***: 0.01, **: 0.05, *: 0.1

Notes: This table starts from the baseline NAICS3 fixed-effects specification and varies only the treatment of the software engineer payroll-share regres-
sor. Column (1) is identical to Column (4) of Table 1; Column (2) drops firms with software engineer payroll shares of zero; Column (3) does not trim
the software engineer payroll share at all; Column (4) trims at the 95th percentile; and Columns (5) and (6) winsorize at the 99th and 95th percentiles,
respectively. All other controls, fixed effects, and the dependent variable are held fixed across columns. Heteroskedasticity-robust standard errors are
reported in parentheses. Observations are firms.
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Table A.6: Productivity and GDP sensitivity to the within-firm substitution elasticity (simple model, no IO)

σ
Payroll gradient

δS

Multiplier

κ= δ/δS

Implied productivity change

(%)

Implied GDP change

(%)

0.5 2.03 0.61 14.0 1.56

1.0 1.27 0.98 22.5 2.49

1.5 0.92 1.35 30.9 3.43

1.6 (baseline) 0.87 1.42 32.6 3.61

2.0 0.72 1.71 39.3 4.36

Notes: The demand elasticity is fixed at the baseline value ε= 5. Data-based inputs, rounded for display, are the
all-sector Compustat-Revelio objects from Section 3.4: γ ≈ 0.111, σ2

γ ≈ 0.0116, α = 0.372, and δ = 1.24. δS is the

payroll-share structural cross-sectional gradient from Proposition 1. κ = δ/δS is the software engineering pro-
ductivity news per unit of residualized AI-index return: for example, κ= 1.42 means that a residualized AI-index
return of 1% predicts software engineering productivity news of 1.42%. The equivalent cost-share expression is
κ= δcost/[(ε−1)/Σ], where δcost = δ/α. The final two columns report the event-window fitted present-value pro-
ductivity and GDP news, computed as κ ·∑end ’25

t=’22 Nov R̃AI
t and γκ ·∑end ’25

t=’22 Nov R̃AI
t , using

∑end ’25
t=’22 Nov R̃AI

t = 22.9%. Each
cell uses the no-IO formula from Section 2.

Table A.7: Robustness of market-implied software engineering productivity news

Nov 2022–Dec 2025

Specification
∑

t R̃AI
t

∑
t E

∗[St | R̃AI
t ]

FF3 (baseline), fixed 22.9% 32.6%

FF3, rolling 104-week 21.4% 30.5%

Market only, fixed 9.6% 13.7%

FF5, fixed 16.5% 23.4%

FF3, ex-Mag 7 market, fixed 38.3% 54.4%

Notes: In the fixed specifications, the factor loadings used to residualize the AI-index returns are estimated over
the fixed window from January 2022 through December 2025 used in our main analysis. In the rolling specifi-
cation, the factor loadings are estimated over the preceding 104 weeks, excluding the current week. The first
outcome column reports cumulative factor-adjusted excess returns on the AI index. The second outcome col-
umn multiplies those returns by the corresponding productivity multiplier κ.
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Table A.8: Robustness of market-implied GDP news to alternative calculations of γ

Row Method γ̄ σ2
γ

∑
t E

∗[St | R̃AI
t ]

(%)

∑
t E

∗[Yt | R̃AI
t ]

(%)

1 Revelio: baseline 0.1110 0.0116 32.6% 3.61%

2 Revelio: reweight sectors using BEA gross

output, exclude unmatched sectors

0.0929 0.0096 32.5% 3.02%

3 Revelio: reweight sectors using BEA gross

output, fill unmatched sectors’ values with

zeros

0.0745 0.0090 32.8% 2.44%

4 OEWS: Computer Occupations 0.0528 0.0088 33.6% 1.77%

5 Revelio: all roles mapped to SOC codes for

Computer Occupations

0.1542 0.0138 32.4% 4.99%

Notes: This table varies the measurement of the average software engineering payroll share γ̄ and its cross-
sectional variance σ2

γ. All rows hold fixed the remaining baseline inversion inputs, including α = 0.372, ε = 5,
σ = 1.6, the empirical slope δ = 1.240, and the cumulative residualized AI-index return of 22.9%. The last
two columns show the implied software engineer productivity impact and GDP impact under each alternative
methodology for calculating γ and σ2

γ.
Row 1 uses our baseline Revelio methodology for computing γ: a sales-weighted average of firm payroll shares.
In Rows 2 and 3, we take sales-weighted averages of firms’ payroll shares within each industry, and then industry
means are averaged using gross output weights for private industries from the BEA production accounts. In-
dustries without any firms in our Revelio dataset are either excluded (with the weights then renormalized) or
assigned zero payroll shares. Row 4 computes the economy-wide software engineering payroll share using OEWS
data: each industry’s numerator is its total wage bill for Computer Occupations (all SOC codes beginning with
15-12), the denominator is the industry’s total wage bill, and industry payroll shares are averaged using BEA gross
output weights. Row 5 again computes software engineer payroll shares in Revelio, but the numerator includes
all Revelio employees whose job titles are mapped to SOC codes under Computer Occupations by Revelio’s cross-
walk, rather than using the Revelio-defined Software Engineer group.
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B Appendix Figures

Figure B.1: Employment shares of major occupation groups in Revelio data vs. OEWS

Notes: The blue bars show the 2021 employment shares of high-level SOC occupations in the set of firms retained
at the “Balanced panel” stage of our sample selection process described in Table A.2, using Revelio’s provided
crosswalk to map from Revelio’s own occupation classification to SOC codes. The orange bars show occupation
shares at private establishments in OEWS data from May 2021. 98.8% of employees in our Revelio dataset are in
occupation categories that map to a valid non-military SOC code.
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Figure B.2: Year-by-year second-stage coefficient estimates

Notes: Each bar reports the estimated coefficient on the software engineering payroll share from the second-stage
specification corresponding to Column (4) of Table 1, where the first-stage AI betas are estimated using data from
a single calendar year only. Whiskers show 95% confidence intervals based on heteroskedasticity-robust standard
errors.
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Figure B.3: Second-stage regression results: industry heterogeneity

Notes: This figure shows point estimates and 95% confidence intervals from second-stage regressions run one
NAICS3 sector at a time. The outcome is the firm-level beta on THNQ excess returns, and the main regressor is
the software engineer payroll share, trimmed at the 99th percentile as in Table 1. We drop NAICS3 sectors with
fewer than 25 firms. To avoid singleton fixed-effect cells in these smaller samples, we replace fixed effects for
quintiles of assets and sales with continuous controls for log assets and log sales. Confidence intervals are based
on heteroskedasticity-robust standard errors.
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Figure B.4: Market-implied software engineering productivity and GDP news in real time

(a) Implied software engineer productivity gain

(b) Implied GDP impact

Notes: Panel (a) reports κ
∑

t R̃AI
t at each month end, where κ is the productivity multiplier for each model. Panel

(b) reports the corresponding cumulative GDP news. Weekly AI-index excess returns are residualized using Fama–
French three-factor loadings estimated over the preceding 104 weeks, excluding the current week, and cumulated
from November 2022. The innovation extension shares the baseline productivity multiplier and therefore appears
only in panel (b).
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Figure B.5: Sectoral composition of the analysis sample

(a) Share of firms

(b) Share of 2021 sales

Notes: Panel (a) shows the share of firms in each NAICS2 sector; panel (b) shows the share of aggregate 2021 sales.
The light bars show the distribution after the “Drop SIC 6000-6999” stage of sample selection in Table A.2. The
dark bars show the distribution in the final analysis sample after the “Revelio size trim” row of Table A.2.
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Figure B.6: Distribution of software engineer payroll shares

Notes: This figure shows the distribution of the software engineer payroll share across firms in the final analysis
sample, measured in 2021. The payroll share is the fraction of total firm compensation attributable to workers
classified under Revelio’s “Software Engineer” role category. The distribution has a mass point at zero (185 firms)
and a long right tail.
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Figure B.7: Distribution of firm-level AI betas (baseline specification)

Notes: This figure shows the distribution of estimated firm-level AI betas from the first-stage regression of weekly
firm excess returns on THNQ excess returns, controlling for the Fama-French three factors (MKT, SMB, HML),
over the balanced 2022–2025 panel. Each observation is a unique firm.
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C Data Appendix

C.1 Testing Assumption 1, Part 2

In this section, we explicitly test the second condition of Assumption 1: Cov f , j (ω′
j ,γ j ) = 0, whereω′

j is

the elasticity of a firm’s final-demand weight with respect to a demand shifter, γ j is its software engi-

neering payroll share, and f j is its final expenditure weight. Conceptually, we are asking whether ag-

gregate shocks could be reallocating demand toward software-engineering-intensive firms in a final-

expenditure-weighted sense. If this were the case, then our estimate of the cross-sectional slope δ

could be contaminated by movements in firm values that were caused by these shifts in demand, not

by news about software engineers’ productivity. As our empirical proxy for ω′
j , we use a measure of

firms’ exposure to Generative AI through product market channels from Eisfeldt et al. (2026). Specif-

ically, they build an indicator called GPT10K Product Exposure by prompting GPT 3.5 Turbo with text

from the business description section of a firm’s 10-K report and asking it whether the firm could be-

come a short-term beneficiary of improvements in Generative AI by adding AI features to its products.

This captures the extent to which consumers’ demand for a firm’s output could move in response to a

change in AI capabilities, which is exactly what ω′
j is meant to capture. For clarity, we show in Figure

C.1 the full prompt used by Eisfeldt et al. (2026) to construct this indicator; their Internet Appendix

contains further details.

We test the hypothesis Cov f , j (ω′
j ,γ j ) = 0 with a wild bootstrap clustered at the level of NAICS2 sec-

tors. We cluster in order to allow residual dependence between software engineer payroll shares and

product-market exposure to Generative AI within a sector, and we choose a wild bootstrap because of

the small number of clusters. Unlike in our baseline empirical analysis in Section 3, we include both

members of our chosen AI ETFs and other firms in NAICS sectors 51 and 54, since we are concerned

with economy-wide effects of AI innovations on firms’ final-demand weights. To implement the test,

we first compute the empirical covariance Ĉ f ≡ Ĉov f , j (ω′
j ,γ j ). In bootstrap iteration r , we draw a

multiplier v r
n for each NAICS2 sector n, then construct a simulated software engineer payroll share

for each firm j under the null: γr
j ≡ γ+ v r

n( j )û j , where γ is the final-expenditure-weighted mean of

γ j and û j = γ j −γ. Then, we compute Ĉ r
f ≡ Ĉov f , j (ω′

j ,γr
j ) for each iteration, and we label the stan-

dard deviation of this object across bootstrap iterations as ŝe(Ĉ f ). Finally, we form our test statistic

as Ĉ f /ŝe(Ĉ f ) and compute a p-value based on a normal approximation using our bootstrap standard

error. We report results for the test in Table C.1.
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Figure C.1: Full prompt for building GPT10K Product Exposure measure from Eisfeldt et al. (2026)

Table C.1: Wild cluster bootstrap results for testing part 2 of Assumption 1

Estimate

Cov f , j (ω′
j ,γ j ) 0.0159

Bootstrap s.e. 0.0112

95% confidence interval [-0.0060, 0.0379]

p-value 0.155

Final-expenditure-weighted mean of ω′
j 0.0953

Final-expenditure-weighted mean of γ j 0.1155

Number of firms 1,319

Number of NAICS2 clusters 17

Notes: The test uses 9,999 bootstrap draws. We use Rademacher weights (−1 or 1 with equal probability) for
scaling the residuals in the wild bootstrap procedure.
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With a p-value of 0.155, the bootstrap fails to reject the null that Cov f , j (ω′
j ,γ j ) = 0. We therefore

conclude that potential correlation between firms’ software engineer payroll shares and their expo-

sure to Generative AI through demand channels is not a major threat to identification.

C.2 Oster (2019) Coefficient Stability Test

In Section 3.3, we showed that our second-stage estimate of the cross-sectional slope δ is robust to

adding a wide variety of controls, as illustrated by Table 2. Following the logic of Oster (2019), if we be-

lieve that selection on unobservables would move our regression coefficient in the same direction as

selection on observables, then we can use this observation to argue that selection on unobservables

is unlikely to fundamentally change our results. We formalize that idea in this section by implement-

ing the test described by Oster (2019). The concept is straightforward: if we know how much our

coefficient of interest changes when we add a variety of observable controls to the regression, and

we believe that selection on observables is somewhat informative about selection on unobservables,

then we can directly scale the difference between the coefficients from the “baseline” and “controlled”

regressions to back out the implied coefficient that would correspond to any possible magnitude of

selection on unobservables. The test is only useful if the observable controls have explanatory power,

in terms of increasing the R2 of the regression relative to the baseline specification, because otherwise

they would offer no useful information about either kind of selection.

We take as our baseline regression the specification from column (4) of Table 1, which already

includes NAICS3 fixed effects as well as fixed effects for quintiles of firm assets and sales. For the

“controlled” specification that will be informative about the extent of selection on observables, we

additionally control for the Generative AI task exposure measure from column (5) of Table 1, as well

as the following variables from Table 2: log(market cap) from row 9; four of the financial controls from

row 8, namely book-to-market, operating profitability, investment, and book leverage; HQ state FE

from row 10; the Generative AI product-market exposure measures in row 4; and the payroll shares of

four key non-software-engineer occupations in row 11. To ensure an apples-to-apples comparison,

we run both the baseline and controlled specifications on the subsample of firms for which none of

the extra controls are missing. The results are shown in Table C.2; because the baseline regression

already includes multiple fixed effects, we run versions of the test using both the overall R2 and within

R2.
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Table C.2: Results of Oster (2019) test for second-stage regression

Panel A. Regression results for baseline and controlled specifications

R2 type δ (initial) δ (augmented) R2 (initial) R2 (augmented) ∆R2 N (initial) N (augmented)

Overall 1.38 1.90 0.24 0.35 0.11 809 803

Within 1.38 1.90 0.03 0.10 0.07 809 803

Panel B. Sensitivity of Oster-implied coefficient

R2 type Assumed Oster’s δ Rmax = 1 Rmax = 1.3R1 Rmax = 1.5R1

Overall 0.50 3.44 2.15 2.31

1.00 4.97 2.40 2.73

2.00 8.04 2.89 3.55

Within 0.50 5.33 2.02 2.09

1.00 8.75 2.13 2.28

2.00 15.60 2.36 2.67

Notes: Panel A shows results for the “baseline” regressions from column (4) of Table 1 and for the “controlled”
specification described above. Panel B plugs these coefficients into the Oster test’s formula for the adjusted δ
under various assumptions about two parameters: (1) the maximum possible R2 from including all possible
covariates, Rmax , and (2) the degree of selection on unobservables relative to selection on observables, referred
to as “Oster’s δ” (to distinguish it from our second-stage cross-sectional slope, which is also labeled δ).
Each comparison uses the same estimation sample in the baseline and augmented specifications; the final
sample sizes are different only because there are slightly more singleton FE observations in the augmented
specification. The table reports results for both the overall R2 and within R2. Because the augmented spec-
ification includes controls for task-based and product-market-based exposure to Generative AI from Eisfeldt
et al. (2026), which are missing for many firms, the sample size is smaller than in Table 1.

Panel A of Table C.2 shows the regression results from the “baseline” and “extra controls” specifi-

cations, and Panel B gives the implied second-stage coefficient based on various assumptions about

the test’s two parameters. The rows correspond to the degree of selection on unobservables relative to

selection on observables, and the columns correspond to the maximum achievable R2 from including

all possible covariates in the regression, as a function of the “controlled” regression’s R2 (referred to

as R1). The entry at the center of the table corresponds to the parameter values suggested by Oster

(2019). In this benchmark, selection on unobservables is believed to have the same magnitude as

selection on observables, and the maximum achievable R2 is 1.3x the R2 from the “controlled” speci-

fication.

Our results clearly pass the Oster test: adding extra controls to our second-stage regression actu-

ally increases our estimate of δ. This is the opposite of what we would expect if we believed that failing

to include omitted variables was causing us to arrive at a spurious positive estimate δ̂ instead of a true
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zero δ. So, in order to drive the true δ to zero, selection on unobservables would have to work in the

opposite direction from selection on observables.

C.3 Coverage of Employment in Revelio Data

In this section, we use sector-by-occupation employment data from OEWS to account for possible se-

lection in which kinds of workers have profiles observed in the Revelio data. This addresses concerns

about Revelio’s coverage raised by Table A.8: in OEWS data, the national payroll share of Computer

Occupations is 5.3%, compared to our Revelio sales-weighted payroll share for Software Engineers of

11.1% (note that this is not a perfect comparison due to different weights and exact occupation def-

initions). Although Revelio does provide sampling weights at the occupation-by-country level that

aim to correct for the fact that workers in some occupations are more likely to have online profiles

than others, we still find that our sample of Compustat firms over-represents workers in Computer

and Mathematical Occupations, as shown by Figure B.1. To deal with this, we consider an extra cor-

rection in the construction of firms’ software engineer payroll shares that attempts to mitigate these

remaining coverage concerns.

The idea is to compute a scaling factor ano for each sector n and occupation o, which captures the

extent to which occupation o is over- or under-represented in sector n’s total employment in Revelio

relative to OEWS. Then, we will multiply each worker’s Revelio-provided weight by their correspond-

ing ano when building firm-level software engineer payroll shares: if Revelio says, for instance, that

Software Engineers have a higher employment share in sector n than OEWS does, then we will have

ano < 1 for Software Engineers. This means that we will down-weight any Software Engineers we ob-

serve in sector n, because we are concerned that this occupation is over-represented in Revelio data

for firms in that sector. The construction is as follows:

ano = sOEW S
no

sR
no

where sOEW S
no is the employment share of o in n from OEWS data, and sR

no is the employment share of

o in n in Revelio data, after applying Revelio’s provided weights.

For each high-level Revelio occupation and NAICS sector, we compute sR
no using all US employ-

ment from 2021, based on firms’ NAICS codes recorded in Revelio. We build sOEW S
no using May 2021

OEWS data for private industries. Each six-digit SOC code in the OEWS data has its OEWS employ-

ment allocated proportionally across the corresponding Revelio occupations identified by Revelio’s

provided crosswalk, using the observed employment shares of Revelio occupations among all Revelio

employment linked to that SOC code in the crosswalk.

We consider three options for this reweighting procedure: one where we estimate the “scaling fac-

tor” ano separately for each NAICS2 sector n and Revelio occupation o, one where we use NAICS3
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sectors instead, and one where we pool across industries to generate a single factor ao for each occu-

pation. The NAICS3-based version is more flexible because it corrects for patterns of selection into

having an online profile that may vary across industries, such as if Software Engineers in the Telecom-

munications sector are more likely to have online profiles than Software Engineers in the Apparel

Manufacturing sector. In contrast, the version that pools across sectors is less sensitive to noisy em-

ployment data in small NAICS3-by-occupation cells. As a middle ground, we report results for the

NAICS2-based version in Table 2.

In the specification where we pool across industries, the estimated scaling factor for Software En-

gineers is ao ≈ 0.522: even after applying Revelio’s provided sampling weights, the national employ-

ment share of Software Engineers is almost twice as high in Revelio as in the OEWS data, so we down-

weight each Software Engineer observed in Revelio by almost 50% when computing firms’ software

engineer payroll shares. On the other hand, the scaling factor for Healthcare Providers is ao ≈ 1.28,

meaning that those workers are under-represented in the Revelio data.

As shown in Table 2, our second-stage regression coefficient actually increases from 1.24 to 1.38

when we apply the NAICS2-based scaling factors to each firm’s payroll data. The estimates with the

NAICS3-based and pooling-industries versions of ano are 1.15 and 1.55, respectively, and are both

still highly significant. So, although applying these corrections implies a somewhat lower economy-

wide software engineer payroll share γ compared to the value used in the main text (as suggested

by Figure B.1), the cross-sectional relationship between firms’ AI betas and their software engineer

payroll shares is highly robust to this change in measurement.

C.4 Harte-Hanks Software Budget Data

As described in Section 4.2, we use data on firm-level software budgets from the marketing company

Harte-Hanks to estimate firms’ total spending on inputs that correspond to the model’s software com-

posite object. These numbers are based on establishment-level surveys asking about the IT products

that firms have installed, such as laptops, servers, and software, and they involve some imputation

in addition to the raw survey results. The data cover 2010 and 2012-2016, but we use only 2012-2015

because these are the years with the most stable coverage of IT budgets. In all results reported in

Section 4.2, when we combine the Harte-Hanks software budget data with our main dataset of firms’

software engineering payroll shares (which are from 2021), we multiply each year’s software budgets

by the growth of CPI from the corresponding year to 2021, to ensure that software expenditure and

software engineer payroll have consistent units.

We match the Harte-Hanks dataset to Compustat based on cleaned firm names, then link firms

to individual “sites” in the Harte-Hanks data. Our baseline measure of firms’ software budgets sums

site-level budgets across all of a firm’s establishments, averaged over all years between 2012 and 2015
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for which the firm has non-missing software budget information. As discussed in Section 4.2, in our

regressions, potential concerns about measurement error lead us to instrument for γT
j with an alter-

nate version that includes only HQ-location software budgets, for the same reasons that De Ridder

(2024) focuses on HQ locations when measuring firms’ software budgets using this data. Figure C.2

plots the “all-establishments software” version of γT
j against the “headquarters-only software” version

(the instrument), demonstrating that the relationship is reasonably linear.

Figure C.2: Scatterplot of γT
j values computed using all-establishments vs. headquarters-only software budgets

Notes: The y-axis plots values of γT
j as defined in Section 4.2, and the x-axis plots values of the corresponding

variable produced by replacing “Total software budget” in the numerator and denominator with the software
budget of the firm’s headquarters location. Each variable is trimmed at the 99th percentile within the subset of
firms in our final analysis sample that have non-zero values for both. This figure is conceptually similar to the
first stage of the IV procedure used to estimate δT in Section 4.2, although for simplicity, it plots the raw values
of the LHS and RHS variables, without residualizing on the controls used in the regression; the corresponding
residualized scatterplot looks similar.

To validate the scale of the Harte-Hanks data, we first benchmark total private revenue reported

in Harte-Hanks against private gross output from the Bureau of Economic Analysis (BEA). The results

are shown in Table C.3: in terms of total revenue of the establishments surveyed, the Harte-Hanks

dataset has reasonably good coverage of the universe of US private businesses.
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Table C.3: Harte-Hanks Site-Level Revenue vs. BEA Gross Output

Year H-H Revenue ($bn) BEA Gross Output ($bn) Ratio

2012 18,989.8 24,319.8 0.78

2013 19,098.7 25,368.1 0.75

2014 26,741.1 26,670.3 1.00

2015 25,334.8 26,984.8 0.94

Notes: Private Harte-Hanks revenue excludes establishments tagged as government-related, such as military
bases and schools. Private BEA gross output excludes the federal government, state and local government, and
housing sectors.

We now compare total private software spending in Harte-Hanks to a measure of software invest-

ment from the BEA. Specifically, we consider private investment in prepackaged and custom soft-

ware (fields ENS1 and ENS2) from the BEA’s fixed asset tables. We do not include ENS3 (own-account

software) because this would likely not be captured by Harte-Hanks’s surveys, which are focused on

purchases of software rather than in-house spending on the development of new software. The com-

parison is shown in Table C.4.

Table C.4: Harte-Hanks Software Budgets vs. BEA Software Investment

Year H-H Software Budget ($bn) BEA Software Investment ($bn) Ratio

2012 114.4 221.8 0.52

2013 131.1 233.5 0.56

2014 127.5 248.0 0.51

2015 152.9 257.3 0.59

Notes: Private BEA software investment is defined as the sum of prepackaged and custom software investment,
over all sectors excluding federal government, state and local government, and housing.

Although we are unable to perfectly match total software investment in the national accounts, it

is still the case that the Harte-Hanks data cover a significant portion of software investment by US

private businesses. It is worth noting that because Harte-Hanks covers somewhat less than 100% of

private gross output over 2012-2015, as seen in Table C.3, its coverage of true software budgets among

the subset of firms that were surveyed is likely slightly better than the 50-60% figures shown in Table

C.4, where the denominator is based on the full universe of firms.

We also present cross-industry comparisons in Figure C.3. In each year of data that we use (2012-

2015), the cross-industry correlation between log(Harte-Hanks software budget) and log(BEA soft-

ware investment) is above 0.7, as is the corresponding rank correlation. This is further evidence that

Harte-Hanks’s surveys are picking up meaningful variation in software usage across firms.
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Figure C.3: Cross-Industry Comparison of Harte-Hanks and BEA Software Spending

(a) 2012 (b) 2013

(c) 2014 (d) 2015

Notes: Each panel plots BEA software investment on the x-axis against Harte-Hanks software budgets on the
y-axis, across private industries. BEA software investment is defined as the sum of prepackaged and custom
software investment. Harte-Hanks software budgets are summed across all private sites in the industry. Both
axes are in millions of dollars and use log scales. Panel titles report coefficients from a regression of log Harte-
Hanks software budget on log BEA software investment, along with the log correlation and rank correlation.
We match NAICS3 codes from the Harte-Hanks dataset to BEA industry codes in the fixed asset tables.
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C.5 LLM Prompt for Classifying Firms as Semiconductor-Related

I have attached `firms_for_semiconductor_classification.csv`, a CSV list of firms with their

Compustat GVKEY, ticker, company name, NAICS codes/names, end-of-2021 market cap, and Compustat

business description.

Please return a CSV named `firms_with_semiconductor_classification_gpt56_20260823.csv` that

preserves every original row and column, and adds:

1. `semiconductor_related`: 1 if the firm is directly part of the semiconductor production

supply chain, 0 otherwise.

2. `semiconductor_category`: short label such as chip_design, chip_manufacturing,

fabless_semiconductor, semiconductor_equipment, semiconductor_materials, EDA_IP,

assembly_testing_packaging, or none.

3. `semiconductor_reason`: one or two sentences explaining the classification.

Use `semiconductor_related = 1` for firms whose business description or industry classification

indicates that they:

- design, manufacture, fabricate, package, test, or sell semiconductor devices;

- are fabless semiconductor companies;

- make semiconductor manufacturing equipment;

- produce specialized materials, wafers, photomasks, gases, chemicals, or other direct inputs

for semiconductor fabrication;

- provide EDA software, semiconductor IP, or design tools used primarily in chip design.

Use `semiconductor_related = 0` for firms that are only downstream users of semiconductors; do

not classify a firm as semiconductor-related solely because it uses chips, sells AI products,

operates data centers, sells electronic products, or is in a broad computer/electronics NAICS

sector. For solar/PV companies, use 0 unless the description clearly indicates

semiconductor-device production beyond solar panels/modules.

When evidence is ambiguous, lean towards `semiconductor_related = 1` only if the firm appears

to be a direct supplier to semiconductor production rather than a downstream technology user.

Keep the output row order unchanged.
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D Proofs

D.1 TFP through the Software Engineering Channel

Step 1: relate TFP to GDP. Proposition 1 of Baqaee and Farhi (2020) defines aggregate TFP changes

as GDP changes net of raw-factor changes weighted by cost-based factor Domar weights:

d logTFPt+k
∣∣
S = d logYt+k

∣∣
S − Λ̃sd log s − Λ̃Ld logL.

Both raw primary-factor endowments are fixed, so d log s = d logL = 0. Using (45),

d logTFPt+k
∣∣
S = d logYt+k

∣∣
S = γd logSt+k .

Step 2: pass from flow effects to news. Applying the normalized present-value news operator period

by period gives

Tt = (1−β)(Et −Et−1)
[ ∞∑

k=0
βk d logTFPt+k

∣∣
S

]
= (1−β)(Et −Et−1)

[ ∞∑
k=0

βk d logYt+k
∣∣
S

]
=Yt = γSt .

D.2 Endogenous CES Representation of the Task Price Index

This appendix derives the closed form of the software price index (19) stated in Section 4.2, repeated

here for convenience:

pT
t =

[
B A(It )(p A

t )1−η+BS(It )w 1−η
t

]1/(1−η)
,

with productivity indices B A(It ) = ∫ It
0 ψA(z)η−1d z and BS(It ) = ∫ 1

It
ψS(z)η−1d z.

Derivation of (19). The CES task aggregator T j t = [
∫ 1

0 yT
j t (z)(η−1)/ηd z]η/(η−1) has dual unit cost

pT
t =

[∫ 1

0
qt (z)1−ηd z

]1/(1−η)
,

where qt (z) is the unit cost of task z. Cost minimization within each task assigns task z to whichever

factor has lower effective unit cost: qt (z) = min{wt /ψS(z), p A
t /ψA(z)}. By the monotonicity of

ψS(z)/ψA(z) in z, this minimum is attained by AI for z < It and by SWE labor for z > It , with the
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threshold It defined by the indifference condition (18). Splitting the integral at It ,∫ 1

0
qt (z)1−ηd z =

∫ It

0

( p A
t

ψA(z)

)1−η
d z +

∫ 1

It

( wt

ψS(z)

)1−η
d z

= (p A
t )1−η

∫ It

0
ψA(z)η−1d z +w 1−η

t

∫ 1

It

ψS(z)η−1d z

= B A(It )(p A
t )1−η+BS(It )w 1−η

t .

Raising to the power 1/(1−η) gives (19). The expression has the form of a two-factor CES aggregator

over wt and p A
t with elasticity η and weights BS(It ),B A(It ) that depend endogenously on the equilib-

rium threshold.

D.3 Proof of Proposition 4

Proof. We work to first order around the steady state and drop time subscripts on steady-state ob-

jects. We assume that the steady-state price ratio w/p A lies strictly inside the range of ψS(I )/ψA(I )

for I ∈ [0,1], so the equilibrium threshold satisfies I ∈ (0,1). We restrict attention to sufficiently small

perturbations that preserve interiority.

Step 0: accounting with scarce compute and materials. Because the AI input is built from compute

rather than from the final good, the only roundabout use of output is materials, exactly as in Section

2. Let Qt denote total use of the final-good composite (consumption plus materials) and Ct aggregate

consumption, which equals real GDP in this economy. With materials the fraction 1−α of each pro-

ducer’s cost, Ct = Qt /θ with θ = 1/[1− (1−α)ε−1
ε

], so d logCt = d logQt . Each good’s demand scales

with total use, y j t =ω j (p j t /Pt )−εQt .

As in Section 2, the time-t final-expenditure shares are f j t = ω j (p j t /Pt )1−ε = p j t c j t /Ct , which

integrate to one; the sales-Domar weights λ j t = p j t y j t /Ct equal θ f j t .2 Write γT
t ≡ ∫ 1

0 f j tγ
T
j t d j for the

time-t final-expenditure-weighted software-composite cost share, and let γT denote its steady-state

value. Constant markups make each producer’s cost the fraction ε−1
ε

of its revenue, with the input

bundle H j t accounting for the fractionα of cost and materials the fraction 1−α; the software supplier

and the AI sector are competitive. Integrating input bills across producers at time t and splitting the

software bill into its SWE and compute parts, in proportions 1−ρt and ρt , gives the factor-income

identities

wt s = ε−1
ε (1−ρt )αγT

t Qt , pK ,t K = ε−1
ε ρtαγ

T
t Qt , Wt L = ε−1

ε α(1−γT
t )Qt . (D.1)

Adding materials spending ε−1
ε (1−α)Qt and profit 1

εQt recovers gross output Qt ; netting out materials

2Unlike in Section 2, the f j t are no longer the firms’ value-added shares: firm value added here also nets out purchased
software, and the SWE payroll and the compute rents are the value added of the software supplier and the AI sector. The
proof uses these shares only as final-expenditure weights.

25

https://lianchen.github.io/website/AI_Software_Main.pdf#page=35
https://lianchen.github.io/website/AI_Software_Main.pdf#page=35
https://lianchen.github.io/website/AI_Software_Main.pdf#page=36
https://lianchen.github.io/website/AI_Software_Main.pdf#page=6
https://lianchen.github.io/website/AI_Software_Main.pdf#page=6
https://lianchen.github.io/website/AI_Software_Main.pdf#page=6


leaves nominal GDP wt s +pK ,t K +Wt L+ 1
ε

Qt =Ct , of which the compute rent pK ,t K is a component.

Step 1: the software price (envelope argument). Differentiating (19) with respect to (wt , p A
t , It ),3

the threshold terms enter through B ′
A(It ) = ψA(It )η−1 and B ′

S(It ) = −ψS(It )η−1 and sum to[
(p A

t )1−ηψA(It )η−1 − w 1−η
t ψS(It )η−1

]
d It , which the indifference condition (18) sets to zero. Di-

viding the remaining terms by (1−η)(pT
t )1−η and using ρt = B A(It )(p A

t )1−η/(pT
t )1−η gives

d log pT
t = (1−ρ)d log wt +ρd log p A

t , p A
t = pK ,t

S A
t

, (D.2)

with the coefficients evaluated at the steady-state ρ. The cross-task elasticity η does not appear: by

the envelope theorem, reassigning the indifferent marginal task is first-order costless, so pT
t moves as

if the automation threshold were fixed. Holding wt and pK ,t fixed, this delivers the software-sector

productivity gain d logSt ≡−d log pT
t |w,pK = ρd logS A

t .

Step 2: cross-sectional profit response. With y j t =ω j p−ε
j t Qt and constant markups, d logπ j t = (1−

ε)d logmc j t +d logCt . Shephard’s lemma applied to (20) and (D.2) gives

d logmc j t =−d log At +αd logWt −αγT
j xT

t , xT
t ≡ d logWt −d log pT

t ,

so the relative price driving substitution is that of the software composite against non-SWE labor. The

numeraire Pt = 1 weights by final-expenditure shares, 0 = ∫ 1
0 f j d logmc j t d j , hence

αd logWt −d log At =αγT xT
t . (D.3)

Subtracting,

d logπ j t = (ε−1)α(γT
j −γT )xT

t +d logCt . (D.4)

The Hicks-neutral shock At cancels from xT
t and the time-varying discount factor βt does not en-

ter production; both move only the firm-invariant terms d logWt and d logCt . Software engineering

productivity is the sole source of cross-sectional variation.

Step 3: general-equilibrium factor prices and the automation margin. We determine xT
t from

factor-market clearing, setting d log At = 0.

(i) Numeraire. Because d log At = 0, equation (D.3) reduces to αd logWt = αγT xT
t . Dividing by α

yields d logWt = γT xT
t .

(ii) The displacement elasticity. Differentiating the time-t compute shareρt = B A(It )(p A
t )1−η/(pT

t )1−η,

with the threshold moving through the indifference condition (18), and evaluating at the steady state

gives
dρt

ρ(1−ρ)
= (η⋆−1)(d log wt −d log p A

t ), η⋆ = η+ ν

ϑρ(1−ρ)
> η, (D.5)

whereϑ= d
d I log ψS (I )

ψA(I ) is the slope of comparative advantage at the margin andν= (w/ψS(I ))1−η/(pT )1−η

3Throughout this appendix, we assume that ψA and ψS are positive and continuous on [0,1] and differentiable in a

neighborhood of any equilibrium threshold, with 0 < d
d I log ψS (I )

ψA (I ) <∞ at the threshold.
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the cost weight of the marginal task. The derivation parallels Step 1 but retains the share term that

drops out of the price derivation: η⋆ combines an intensive part η (substitution at a fixed threshold)

and an extensive part ν/[ϑρ(1−ρ)] (the threshold reassigning tasks).

(iii) Factor markets and incidence. With (s,L,K ) fixed, the income identities (D.1) imply

d log wt =− dρt

1−ρ +d logγT
t +d logCt ,

d log pK ,t = dρt

ρ
+d logγT

t +d logCt ,

d logWt =− dγT
t

1−γT
+d logCt .

(D.6)

Subtracting the first two relations in (D.6) gives the incidence identity d log wt − d log pK ,t =
−dρt /[ρ(1−ρ)]: with both factors fixed, the relative price absorbs the share movement one-for-one.

Combining with (D.5) and d log p A
t = d log pK ,t − d logS A

t delivers the change in the share and the

SWE-compute displacement,

dρt = ρ(1−ρ)
η⋆−1

η⋆
d logS A

t , d log
wt

pK ,t
=−η

⋆−1

η⋆
d logS A

t . (D.7)

(iv) Reallocation and solving for xT
t . CES demand and (D.4) give d log f j t = (ε− 1)α(γT

j −γT )xT
t ,

and the CES payroll-share formula gives dγT
j t = (σ−1)γT

j (1−γT
j )xT

t ; these combine exactly as in the

benchmark in the proof of Lemma 1 to

d logγT
t = (1−γT )(ΣT −1)xT

t , ΣT =σ+ [
α(ε−1)− (σ−1)

] (σT
γ )2

γT (1−γT )
. (D.8)

Combining (D.6) with the envelope (D.2) and d log p A
t = d log pK ,t −d logS A

t collapses the share move-

ment: d log pT
t = d logγT

t +d logCt −ρd logS A
t , in which dρt , and hence η⋆, cancels. The non-SWE

identity in (D.6), together with (D.3) at d log At = 0 and (D.8), gives d logCt = γTΣT xT
t . Substituting

both into xT
t = d logWt −d log pT

t , the coefficients collect to ΣT and

xT
t = 1

ΣT
d logSt . (D.9)

Step 4: firm value and inversion. Substituting (D.9) into (D.4),

d logπ j t =αε−1

ΣT
(γT

j −γT )d logSt +d logCt

=αε−1

ΣT
γT

j d logSt + (firm-invariant).

The same linearization holds at every horizon. Aggregating with V j t = Et

[∑
τ≥0Ξt ,t+τπ j ,t+τ

]
and tak-

ing the unexpected period-t return, exactly as in the proof of Lemma 1, yields the first-order firm-

return response

R j t −Et−1[R j t ] =αε−1

ΣT
γT

j St +µt , St = (1−β)
(
Et −Et−1

)[ ∑
k≥0

βk d logSt+k

]
,
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where µt is firm-invariant. Projecting on the residualized AI-index return gives βAI
j = β̄AI +αε−1

ΣT κγ
T
j ,

where β̄AI is firm-invariant and κ is the projection of St on R̃AI
t in (8). The firm beta is affine in the

composite payroll share γT
j , so the second-stage partial regression on γT

j has slope

δT =
Cov j (βAI

j ,γT
j | X j )

Var j (γT
j | X j )

= καε−1

ΣT
= κδS,T , δS,T =αε−1

ΣT
.

Rearranging gives κ= δT /δS,T , which is (21), with the structural gradient δS,T =α(ε−1)/ΣT .

Step 5: GDP impact. Real GDP is consumption, d logYt = d logCt . The non-SWE income identity in

(D.1), with L fixed, gives d logCt = d logWt + dγT
t

1−γT . Using (D.3) at d log At = 0 together with (D.8),

d logYt = γT [
1+ (ΣT −1)

]
xT

t = γT ΣT xT
t = γT d logSt ,

the last step using (D.9). Equivalently, the fictitious-producer construction in Baqaee and Farhi (2020)

gives the software-composite supplier the cost-based Domar weight
∫ 1

0 ( f j /α)αγT
j d j = γT . The factor-

reallocation term in (43) again vanishes for the same reason as in Step 3 of the proof of Proposition

3. Although the shock changes the division of factor income among SWE labor, non-SWE labor, and

compute, sales remain proportional to f j , the markup µ and the cost share α are uniform across pro-

ducers, and the competitive software suppliers and the AI sector pass revenue through to factor pay-

ments one for one. Aggregate factor income wt s +Wt L +pK ,t K therefore remains the fraction αθ/µ

of GDP at all dates, so the weighted changes in the three factor-income shares cancel. At the steady

state, the relevant cost-based shares are (1−ρ)γT , 1−γT , and ργT . The movement in ρt merely re-

distributes the software bill between SWE wages and compute rents within this constant total. Ag-

gregating over horizons exactly as in the proof of Proposition 3 gives Yt = γT St , and linearity of the

projection delivers E∗[Yt | R̃AI
t ] = γTκR̃AI

t , which is (22). Substituting (D.9) into d logYt = γTΣT xT
t gives

d logYt = γT d logSt : a larger aggregate substitution elasticity ΣT dampens the relative-price response

but proportionally raises the GDP response to that relative-price change. The cost-based Domar in-

terpretation is on a GDP basis: the downstream weight f j /α offsets the direct software cost shareαγT
j ,

leaving the aggregate weight γT . As ρ→ 0 the composite collapses to software-engineering labor and

γT , ΣT reduce to their Section 2 counterparts.

D.4 R&D Optimality and Market Clearing in Section 5

This appendix states the R&D optimality condition, the market-clearing conditions, and the definition

of competitive equilibrium for the innovation economy of Section 5.

R&D optimality. New varieties are drawn from the same type distribution of software engineering

intensity φ j as existing varieties, so that the expected value of an entrant equals V ∗, where V ∗ =
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π∗/(1 − βϱ) and π∗ is the average per-period steady-state profit, with the expectation taken over

the distribution of φ j . Hence, each additional unit of the final-goods input to R&D, XR , creates

δRλRGλR−1(∂G/∂XR )NφR new varieties with ∂G/∂XR = αRG/XR , and each newly created variety has

expected discounted value βV ∗. The steady-state optimality condition on the XR margin therefore

equates the unit cost of final output to its marginal benefit in variety creation,

1 =βV ∗ ·δRλRG∗λR−1αRG∗

X ∗
R

N∗φR . (D.10)

Markets and equilibrium. Let mM
j t denote economy-wide materials demand for variety j , and let

xR, j t denote R&D demand for variety j . The corresponding aggregate composites are

Mt =
[∫ Nt

0
(mM

j t )(ε−1)/εd j
]ε/(ε−1)

,

XR,t =
[∫ Nt

0
x(ε−1)/ε

R, j t d j
]ε/(ε−1)

.

Goods markets clear variety by variety, y j t = c j t +mM
j t + xR, j t . Production labor-market clearing is∫ Nt

0 s j t d j = s and
∫ Nt

0 L j t d j = L as in Section 2; R&D labor is sector-specific and clears within the

R&D sector. GDP is value added, gross final-good output net of intermediate materials,

Yt =Qt −Mt =Ct +XR,t . (D.11)

A competitive equilibrium is a collection of quantities, prices, and firm values such that households

and firms optimize, the R&D optimality condition (D.10) holds, R&D factor returns equal marginal

value products, and all markets clear.

D.5 Inversion under Endogenous Innovation

At the steady state, financial markets value each existing variety’s future profit stream with discount

factor βϱ, since the variety survives only with probability ϱ each period. We therefore define the

obsolescence-discounted software engineering productivity news as

S
ϱ

t ≡ (1−βϱ)
(
Et −Et−1

)[ ∞∑
k=0

(βϱ)k d logSt+k

]
, (D.12)

which replaces the pure β-discounted news object St of Section 2. If log software engineering pro-

ductivity follows a random walk, so that innovations are permanent, the obsolescence-discounted

news term equals the corresponding innovation in log productivity. Hence, a single unanticipated

permanent innovation gives S
ϱ

t = d logSt regardless of ϱ.

Proposition 6 (Inversion under Endogenous Innovation). Consider the model of Section 5.1. To first

order, each active variety j ’s unexpected return is linked to news in normalized present-value software
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engineering productivity by

R j t −Et−1[R j t ] = δSγ j S
ϱ

t +µt , δS =αε−1

Σ
, Σ=σ+ [

α(ε−1)− (σ−1)
] σ2

γ

γ(1−γ)
, (D.13)

whereσ2
γ =

∫ N∗
0 f j (γ j −γ)2d j is the final-expenditure-weighted cross-sectional variance of software en-

gineering payroll shares at the stationary steady state, and µt is firm-invariant. The best linear predic-

tor of news in normalized present-value software engineering productivity given the contemporaneous

movement in the residualized AI index is

E∗[S ϱ
t | R̃AI

t ] = κ · R̃AI
t , where κ= δ

δS
= Σ

α(ε−1)
·δ. (D.14)

This is identical to the benchmark inversion of Proposition 1.

The structural gradient δS is the same as the structural gradient from Section 2, with the same de-

pendence on (σ,ε) and on the payroll-share dispersion σ2
γ. Endogenous variety creation enters the

firm-value response only through two level effects: a common shift in production wages induced by

the changing mass of varieties, and a common shift in aggregate goods demand as X ∗
R co-moves with

Y ∗. Both shifts are firm-invariant and absorbed into µt ; neither contaminates the payroll-share load-

ing that the cross-sectional regression isolates.

Proof. The proof differs from the proof of Lemma 1 in two ways: the mass of varieties can move, and

active varieties survive with probability ϱ. Neither change affects the cross-sectional production-side

gradient. Let

xt ≡ d logSt − (d log wt −d logWt )

denote the reduction in the effective software engineering cost relative to non-SWE labor.

We first show that the extensive margin drops out of the distribution of expenditure shares. To

formalize, let h(φ) denote the fixed probability density of software engineering intensity. Because

survival is type-independent and entrants draw their type from h(φ), the measure of active varieties

of typeφ is Nt h(φ)dφ at every date. Writing pt (φ) and γt (φ) for the price and payroll share of a type-φ

variety, the final-expenditure-share density over types is

ft (φ) = Nt h(φ)pt (φ)1−ε

P 1−ε
t

, P 1−ε
t = Nt

∫
h(φ)pt (φ)1−εdφ,

with
∫

ft (φ)dφ = 1 and γt = ∫
ft (φ)γt (φ)dφ. Differentiating the price index and imposing the nu-

meraire Pt = 1 gives
∫

f (φ)d log pt (φ)dφ= 1
ε−1 d log Nt : a change in the variety mass must be offset by

a common change in prices. Because h(φ) is fixed, differentiating the expenditure-share density then

gives

d log ft (φ) = d log Nt + (1−ε)d log pt (φ) = (1−ε)
[

d log pt (φ)−
∫

f (φ̃)d log pt (φ̃)dφ̃
]

,
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so the direct d log Nt term is exactly offset by the common price change required to keep Pt = 1, and

only price changes relative to the expenditure-weighted mean move the distribution of expenditure

shares.

The production technology, markup, and payroll shares (with cost share αγ(φ) for a type-φ va-

riety) are the same as in Section 2, so the constant markup and Shephard’s lemma deliver the same

demeaned price response as (31):

d log pt (φ)−
∫

f (φ̃)d log pt (φ̃)dφ̃=−α[γ(φ)−γ]xt .

Hence d log ft (φ) = α(ε−1)[γ(φ)−γ]xt and the CES payroll-share response dγt (φ) = (σ−1)γ(φ)[1−
γ(φ)]xt coincide with their fixed-variety counterparts, so the computation of dγt in Step 2 of the proof

of Lemma 1 applies verbatim and gives dγt =
[
(σ−1)γ(1−γ)+ (α(ε−1)− (σ−1))σ2

γ

]
xt . Production

labor-market clearing,

wt s = ε−1

ε
αγtQt and Wt L = ε−1

ε
α(1−γt )Qt ,

with fixed factor supplies again implies d log wt −d logWt = dγt /[γ(1−γ)], because total final-good

use Qt cancels in the ratio of the two conditions. Substituting the expression for dγt into the definition

of xt gives, exactly as in the proof of Lemma 1,

xt = 1

Σ
d logSt , where Σ=σ+ [

α(ε−1)− (σ−1)
] σ2

γ

γ(1−γ)
.

Per-period profit for an active variety j of type φ j is π j t = pt (φ j )1−εQt /ε. Splitting its price

change into the demeaned response above and the common mean 1
ε−1 d log Nt , and substituting

xt = d logSt /Σ,

d logπ j t =αε−1

Σ
γ j d logSt + (firm-invariant),

where the second term collects everything common across active varieties: the demand change

d logQt , the variety-mass term −d log Nt , and the term proportional to the mean payroll share γ.

The same linearization applies at every horizon. Substituting this profit response into (25), using the

steady-state relation Ξt ,t+k =βk , and applying the expectation revision in (D.12) gives

R j t −Et−1[R j t ] = (1−βϱ)
(
Et −Et−1

)[ ∞∑
k=0

(βϱ)k (d logπ j ,t+k +d logΞt ,t+k )
]

= δSγ j S
ϱ

t +µt ,

where δS = α(ε−1)/Σ and µt collects all firm-invariant terms, including SDF news. This establishes

(D.13).

Projecting the excess return R j t −R f
t (equivalently its unexpected component by condition (ii) in
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Section 2.3) on the residualized AI-index return R̃AI
t gives

βAI
j = β̄AI +δSκγ j , β̄AI = Covt (µt , R̃AI

t )

Vart (R̃AI
t )

, κ= Covt (S ϱ
t , R̃AI

t )

Vart (R̃AI
t )

.

Taking the cross-sectional partial regression coefficient on the payroll shareγ j conditional on controls

X j gives δ= δSκ. Rearranging yields

κ= δ

δS
= Σ

α(ε−1)
·δ.

Condition (i) in Section 2.3 gives E[R̃AI
t ] = 0. The law of iterated expectations also gives E[S ϱ

t ] = 0

because S
ϱ

t is a conditional-expectation revision. Hence the best-linear-predictor intercept in (D.14)

is E[S ϱ
t ]−κE[R̃AI

t ] = 0. This proves (D.14).

D.6 Proof of Proposition 5

Proof. We first derive the production-side decomposition in (27), holding A fixed, and then combine

it with the innovation block.

Output. Constant markups imply Q∗ = ∫
p j y j d j = ε

ε−1C , where Q∗ is total use of the final-good

composite and C = ∫
C j d j is total cost. Labor is the cost share α and materials the share 1−α, so

w∗s +W ∗L = αC and aggregate materials are M∗ = (1−α)C . GDP is value added, Y ∗ = Q∗− M∗;

eliminating C = (w∗s +W ∗L)/α gives

Y ∗ = w∗s +W ∗L

α

[ ε

ε−1
− (1−α)

]
,

where (w∗,W ∗) are steady-state production wages. The endowments (s,L) are fixed and the bracket

is constant, so log-differentiating gives

d logY ∗ = γd log w∗+ (1−γ)d logW ∗, γ= w∗s

w∗s +W ∗L
. (D.15)

The weight γ is the aggregate software engineering payroll share. Writing the SWE wage bill w∗s =∫
αγ j C j d j and the total labor bill w∗s+W ∗L =αC , and using the value-added share identity C j /C =

f j ,

γ= w∗s

w∗s +W ∗L
=

∫
αγ j C j d j

αC
=

∫
f jγ j d j ,

the final-expenditure-weighted payroll share of Section 2.

Numeraire. Under constant markups, d log p j = d logmc j . By Shephard’s lemma applied to the

unit-cost function dual to (1), with final-good materials priced at the numeraire,

d logmc j =αγ j d log(w∗/S)+α(1−γ j )d logW ∗, (D.16)

where the labor coefficients αγ j and α(1−γ j ) sum to α, the labor cost share, because materials take

the cost share 1−α and carry no price movement, and we hold A fixed. When N∗ changes simultane-
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ously with S, the numeraire condition must account for the extensive margin. The total differential of

P 1−ε = ∫ N∗
0 p1−ε

j d j = 1 is

0 = (1−ε)
∫ N∗

0
f j d log p j d j +

∫ N∗
0 p1−ε

j d j

N∗ d N∗,

where the second term is the average contribution of a marginal entrant mass drawn from the same

type distribution as incumbents. Since
∫ N∗

0 p1−ε
j d j = 1, substituting and rearranging,∫ N∗

0
f j d log p j d j = d log N∗

ε−1
.

Applying (D.16) gives αγd log(w∗/S)+α(1−γ)d logW ∗ = d log N∗/(ε−1); dividing by α gives the nu-

meraire condition with extensive margin,

γd log(w∗/S)+ (1−γ)d logW ∗ = d log N∗

α(ε−1)
. (D.17)

Combining. Adding and subtracting γd logS in the output expression above,

d logY ∗ = γd logS +γd log(w∗/S)+ (1−γ)d logW ∗.

By (D.17), the last two terms equal d log N∗/(α(ε−1)). Hence d logY ∗ = γd logS +d log N∗/(α(ε−1)),

which is (27).

We now solve for the innovation-augmented response. The proof proceeds in three steps: the

R&D optimality condition pins X ∗
R as a constant fraction of GDP, the stationary-variety condition de-

termines d log N∗ in terms of (d logS,d logY ∗), and the resulting system is solved jointly with (27).

Step 1: the optimality condition pins d log X ∗
R = d logY ∗. Multiplying both sides of (D.10) by X ∗

R and

using the Cobb-Douglas property (∂G/∂XR )XR =αRG gives

X ∗
R =βV ∗λRαRδRG∗λR N∗φR . (D.18)

The stationary-variety condition requires new variety creation to exactly replace obsolescence. Set-

ting Nt+1 = Nt = N∗ in (26),

(1−ϱ)N∗ = δRG∗λR N∗φR . (D.19)

Substituting (D.19) into (D.18) yields X ∗
R = βV ∗λRαR (1−ϱ)N∗. Using the steady-state variety value

V ∗ =π∗/(1−βϱ) from the SDF-weighted survival value (25), and the fact that, since entrants are drawn

from the same type distribution as existing varieties, π∗N∗ = ∫ N∗
0 π∗

j d j ≡Π∗,

X ∗
R = βλR (1−ϱ)αR

1−βϱ Π∗.

Under constant markups, total profit is a constant fraction 1/ε of total revenue, so Π∗ =Q∗/ε. Mate-

rials are the fraction 1−α of each variety’s cost, and cost is the fraction ε−1
ε of revenue, so aggregate

materials are M∗ = (1−α)ε−1
ε Q∗. The resource constraint (D.11) therefore gives Y ∗ =Q∗−M∗ =Q∗/θ,
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where θ = 1/[1− (1−α)ε−1
ε

] is the ratio of gross final-good use to GDP. HenceΠ∗ = θY ∗/ε, and

X ∗
R = βλR (1−ϱ)αRθ

ε
(
1−βϱ) Y ∗. (D.20)

Every coefficient on the right is a structural parameter that does not vary across steady states. Log-

differentiating (D.20) gives

d log X ∗
R = d logY ∗. (D.21)

Step 2: the stationary-variety condition gives d log N∗. Log-differentiating (D.19) (with ϱ and δR

constants),

d log N∗ =λR d logG∗+φR d log N∗,

which rearranges to d log N∗ = λR
1−φR

d logG∗. Because G is Cobb-Douglas with constant exponents

and the sector-specific R&D endowments (sR ,LR ) are fixed,

d logG∗ =αsd log(SsR )+αLd logLR +αR d log X ∗
R =αsd logS +αR d log X ∗

R .

Substituting (D.21) gives

d log N∗ = λR

1−φR

(
αsd logS +αR d logY ∗)

. (D.22)

Step 3: solving the system. Equations (27) and (D.22) form a linear system in (d logY ∗,d log N∗)

given d logS. Substituting (D.22) into (27),

d logY ∗ = γd logS + 1

α(ε−1)
· λR

1−φR

(
αsd logS +αR d logY ∗)

= γd logS + ιαsd logS + ιαR d logY ∗,

where ι≡λR /[α(ε−1)(1−φR )]. Collecting d logY ∗ terms,

(1− ιαR )d logY ∗ = (γ+ ιαs)d logS.

The coefficient 1− ιαR > 0 by the stability condition stated in footnote 30. Dividing gives (28).
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E Additional Tables

Table E.1: Twenty largest holdings in the THNQ ETF

Rank Company Portfolio Weight (%)

1 Lumentum Holdings (LITE) 5.05
2 Palo Alto Networks (PANW) 3.95
3 Lam Research (LRCX) 3.12
4 Nebius Group (NBIS) 2.97
5 TSMC (2330.TW) 2.97
6 Teradyne (TER) 2.84
7 ASML Holding (ASML) 2.79
8 Analog Devices (ADI) 2.65
9 Cloudflare (NET) 2.64

10 Cognex (CGNX) 2.57
11 MediaTek (2454.TW) 2.50
12 Alphabet (GOOGL) 2.44
13 Global Unichip (3443.TW) 2.38
14 Arista Networks (ANET) 2.27
15 NVIDIA (NVDA) 2.25
16 Infineon Technologies (IFX) 2.25
17 Advanced Micro Devices (AMD) 2.24
18 Meta Platforms (META) 2.21
19 Amazon.com (AMZN) 2.21
20 Pure Storage (PSTG) 2.16

Top 20 Total 54.46
Notes: This table reports the twenty largest holdings in the THNQ ETF by portfolio weight as of March 21, 2026. The fund
held 51 securities in total on this date. Source: ROBO Global ETFs (https://www.roboglobaletfs.com/thnq).
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Table E.2: Twenty largest holdings in the AIQ ETF

Rank Company Portfolio Weight (%)

1 SK hynix (000660.KRX) 4.34

2 Samsung Electronics (005930.KRX) 4.26

3 Netflix (NFLX) 3.65

4 Micron Technology (MU) 3.54

5 Cisco Systems (CSCO) 3.47

6 TSMC (TSM) 3.34

7 Apple (AAPL) 3.32

8 Broadcom (AVGO) 3.16

9 NVIDIA (NVDA) 3.11

10 Meta Platforms (META) 3.05

11 Alphabet (GOOGL) 3.03

12 Palantir Technologies (PLTR) 3.02

13 Amazon.com (AMZN) 2.91

14 Microsoft (MSFT) 2.81

15 Tencent Holdings (0700.HK) 2.81

16 Oracle (ORCL) 2.79

17 Tesla (TSLA) 2.72

18 AMD (AMD) 2.64

19 IBM (IBM) 2.33

20 Alibaba Group (BABA) 2.30

Top 20 Total 62.60

Notes: This table reports the twenty largest holdings in the AIQ ETF by portfolio weight as of March 21, 2026. The fund
held 84 securities in total on this date. Source: Global X ETFs (https://www.globalxetfs.com/funds/aiq).
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Table E.3: GPT-5.6-classified semiconductor-related firms

Panel A: NAICS6 composition of GPT-5.6-classified semiconductor-related firms

NAICS Count of firms

334413: Semiconductor and Related Device Manufacturing 39

333242: Semiconductor Machinery Manufacturing 9

334513: Instruments and Related Products Manufacturing for Measuring,

Displaying, and Controlling Industrial Process Variables

3

334515: Instrument Manufacturing for Measuring and Testing Electricity and

Electrical Signals

3

513210: Software Publishers 3

325120: Industrial Gas Manufacturing 1

331410: Nonferrous Metal (except Aluminum) Smelting and Refining 1

333310: Commercial and Service Industry Machinery Manufacturing 1

333314: Missing / Unknown 1

334511: Search, Detection, Navigation, Guidance, Aeronautical, and Nautical

System and Instrument Manufacturing

1

336110: Automobile and Light Duty Motor Vehicle Manufacturing 1

Missing: Missing / Unknown 1

Panel B: 25 largest GPT-5.6-classified semiconductor-related firms

Rank Firm Market Cap (2021)

1 LINDE PLC $177.6 B

2 TEXAS INSTRUMENTS INC $174.1 B

3 APPLIED MATERIALS INC $139.5 B

4 KLA CORP $64.8 B

5 MICROCHIP TECHNOLOGY INC $48.4 B

6 STMICROELECTRONICS NV $44.5 B

7 GLOBALFOUNDRIES INC $34.6 B

8 ON SEMICONDUCTOR CORP $29.4 B

9 SKYWORKS SOLUTIONS INC $25.5 B

10 MONOLITHIC POWER SYSTEMS INC $22.8 B

Continued on next page
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Table E.3: GPT-5.6-classified semiconductor-related firms (continued)

Panel B continued

Rank Firm Market Cap (2021)

11 ENTEGRIS INC $18.8 B

12 QORVO INC $17.0 B

13 WOLFSPEED INC $13.0 B

14 SYNAPTICS INC $11.4 B

15 LATTICE SEMICONDUCTOR CORP $10.6 B

16 MKS INC $9.7 B

17 IPG PHOTONICS CORP $9.1 B

18 SILICON LABORATORIES INC $7.9 B

19 SITIME CORP $6.1 B

20 AMKOR TECHNOLOGY INC $6.1 B

21 MAXLINEAR INC $5.8 B

22 SEMTECH CORP $5.7 B

23 POWER INTEGRATIONS INC $5.6 B

24 MACOM TECHNLGY SOL HLDGS INC $5.5 B

25 CIRRUS LOGIC INC $5.3 B

Notes: Both panels restrict attention to firms that remain after excluding THNQ/AIQ constituents and before drop-

ping semiconductor-related firms; this yields 64 firms. Panel A reports the NAICS6 composition of firms that GPT 5.6

classified as semiconductor-related. Panel B reports the 25 largest GPT-5.6-classified semiconductor-related firms

ranked by end-of-2021 market capitalization. Panel A reports NAICS entries as code followed by description. Market

capitalization is reported in billions of U.S. dollars.

5



Table E.4: Firms with the highest and lowest software engineer payroll shares

Rank Firm NAICS2 Market Cap (2021)

Panel A: 20 firms with the highest software engineer payroll shares

1 CIMPRESS PLC 31-33 $1.9 B

2 INNOVIZ TECHNOLOGIES LTD 31-33 $0.9 B

3 UBIQUITI INC 31-33 $19.2 B

4 MASTECH DIGITAL INC 56 $0.2 B

5 CIENA CORP 31-33 $11.9 B

6 ENERGOUS CORP 31-33 $0.1 B

7 ARLO TECHNOLOGIES INC 31-33 $0.9 B

8 PAYPAL HOLDINGS INC 52 $220.3 B

9 MARQETA INC 52 $7.2 B

10 GARMIN LTD 31-33 $26.2 B

11 SHIFT4 PAYMENTS INC 52 $3.0 B

12 SONOS INC 31-33 $3.8 B

13 AEVA TECHNOLOGIES INC 31-33 $1.6 B

14 CAMBIUM NETWORKS CORP 31-33 $0.7 B

15 EXPEDIA GROUP INC 56 $27.1 B

16 BED BATH & BEYOND INC 44-45 $2.5 B

17 LANTRONIX INC 31-33 $0.3 B

18 COMTECH TELECOMMUN 31-33 $0.6 B

19 EXTREME NETWORKS INC 31-33 $2.0 B

20 MOTOROLA SOLUTIONS INC 31-33 $45.9 B

Panel B: 20 largest firms with zero software engineer payroll share

1 O’REILLY AUTOMOTIVE INC 44-45 $47.3 B

2 HERTZ GLOBAL HOLDINGS INC 53 $11.2 B

3 API GROUP CORP 23 $5.8 B

4 AMN HEALTHCARE SERVICES INC 56 $5.8 B

5 SONOCO PRODUCTS CO 31-33 $5.7 B

6 CELSIUS HOLDINGS INC 31-33 $5.6 B

7 WINGSTOP INC 72 $5.2 B

8 NATIONAL BEVERAGE CORP 31-33 $4.2 B

Continued on next page
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Table E.4: Firms with the highest and lowest software engineer payroll shares (continued)

Rank Firm NAICS2 Market Cap (2021)

9 ACADEMY SPO AND OU INC 44-45 $3.9 B

10 AMERICAN STATES WATER CO 22 $3.8 B

11 FIRSTCASH HOLDINGS INC 52 $3.6 B

12 INTERPARFUMS INC 31-33 $3.4 B

13 LATHAM GROUP INC 31-33 $3.0 B

14 CLEARWAY ENERGY INC 22 $2.9 B

15 KENON HOLDINGS LTD 22 $2.8 B

16 H2O AMERICA 22 $2.2 B

17 KNOWLES CORP 31-33 $2.2 B

18 XENON PHARMACEUTICALS INC 31-33 $1.6 B

19 HIGHPEAK ENERGY INC 21 $1.4 B

20 FLEX LNG LTD 48-49 $1.3 B

Notes: Panel A reports the 20 firms with the highest software engineer payroll shares in the sample. Panel B reports

the 20 largest firms with zero software engineer payroll share in Revelio. Market capitalization is reported in billions

of U.S. dollars.
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Table E.5: Summary statistics for baseline first-stage firm betas on THNQ excess returns

Statistic Value

N 1874
Mean -0.043
SD 0.512
Min -3.331
P10 -0.529
P25 -0.314
Median -0.084
P75 0.194
P90 0.541
Max 3.346
Share > 0 0.411

Note: The sample uses the balanced 2022–2025 panel and the baseline FF3 specification. Betas are firm-level coefficients
on weekly THNQ excess returns from the baseline FF3 first-stage specification. Each observation is a unique firm (gvkey).
Share > 0 is the fraction of firms with a positive beta.
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F Franchise Duration and Heterogeneous SDF Loading

This appendix microfounds the extended firm-value response (11) of Section 2.4 by endowing each

firm with a finite franchise duration on the common stochastic discount factor.

F.1 Setup

Each firm j is a single legal entity that holds a proprietary franchise over its good. If firm j is alive at the

start of period t , it survives to the start of t +1 with probability ϱ j ∈ (0,1], independently across firms

and independently of aggregate shocks. Upon death, the incumbent’s equity is extinguished and a re-

placement entity with identical technology (φ j ,ϱ j ) is immediately installed in the same goods-market

position, facing the same CES demand curve. The replacement’s equity is endowed to the represen-

tative household at birth. The parameter ϱ j is a structural primitive of firm j ’s franchise (a patent

length, imitation lag, or charter renewal horizon), not an asset-pricing parameter. The benchmark of

Section 2 corresponds to ϱ j = 1.

For the discount-rate component, write the one-period discount factor as

βt =βeυ
Ξ
t , Ξt ,t+1 =βeυ

Ξ
t

uc (Ct+1)

uc (Ct )
.

The steady state has υΞt = 0, so the steady-state SDF satisfies Ξt ,t+k =βk .

Because the replacement firm operates the same technology and faces the same demand curve as

the incumbent it succeeds, the cross-sectional distribution of active firms is time-invariant: at each

date exactly one firm of each index j is alive and produces using technology φ j . The static allocation,

equilibrium factor prices (wt ,Wt ), unit costs mc j t , Domar weightsλ j t , and aggregate consumption Ct

are identical to those of the benchmark economy. Mortality changes only the mapping from firm j ’s

profits into equity claims on those profits, not the profits themselves. In particular, the period-profit

response of Section 2 carries through verbatim.

The replacement at t +1 has the same technology, faces the same aggregate state, and is itself alive

with probability ϱ j going forward, so its equity at birth has the same conditional value as the incum-

bent would have had at t +1 had it survived. Firm-level death is therefore idiosyncratic with respect

to the household’s marginal utility, and the representative-household SDFΞt ,t+1 depends only on ag-

gregate shocks. The same SDF prices every firm’s equity. Firm j ’s equity, the claim on the operating

profits of the current incarnation, satisfies the recursive pricing equation

V j t =π j t +ϱ jEt [Ξt ,t+1V j ,t+1],

together with the transversality condition limk→∞ϱk
j Et [Ξt ,t+kV j ,t+k ] = 0, which holds for value paths

bounded around the steady state because βϱ j < 1. Iterating forward and using the independence of
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survival from aggregate shocks,

V j t = Et

[ ∞∑
k=0

ϱk
jΞt ,t+kπ j ,t+k

]
. (F.1)

Setting ϱ j = 1 recovers (2) exactly.

F.2 Firm-Value Response

Define the firm-specific news operator

X
( j )
t ≡ (1− β̃ j )

(
Et −Et−1

)[ ∞∑
k=0

β̃k
j d log X t+k

]
, β̃ j ≡βϱ j , (F.2)

for any stochastic process X . When the period-t forecast revision is uniform across horizons, as un-

der a random-walk process for log X t , X
( j )
t equals the period-t innovation d log X t − Et−1[d log X t ]

for every ϱ j , because the duration weights (1− β̃ j )β̃k
j sum to one. When ϱ j = 1, X

( j )
t reduces to the

benchmark news operator Xt .

With mortality, R j t is the return on firm j ’s equity conditional on the incumbent surviving the

window, which to first order equals d logV j t −d logV j ,t−1, and Et−1[R j t ] is the corresponding survival-

conditional expectation. The mortality component of the unconditional return is idiosyncratic and

unpriced, and drops out of the aggregate-news revisions below.

Lemma 2 (Firm-Value Response with Franchise Duration). To first order, firm j ’s unexpected return is

R j t −Et−1[R j t ] = δS(γ j −γ)S ( j )
t +C

( j )
t +D

( j )
t , (F.3)

where S
( j )

t and C
( j )
t are the firm-specific news in logS and logC defined via (F.2), and the firm-specific

SDF news is

D
( j )
t ≡ (1− β̃ j )

(
Et −Et−1

)[ ∞∑
k=0

β̃k
j d logΞt ,t+k

]
.

Proof. The franchise-duration block leaves the static allocation unchanged, so the period-profit re-

sponse of Section 2 applies horizon by horizon: d logπ j ,t+k = δS(γ j − γ)d logSt+k + d logCt+k . As

elsewhere in the paper, we drop t subscripts when referring to steady-state values. From (F.1), the

steady-state relations Ξt ,t+k =βk and π j ,t+k =π j give

V j =
∞∑

k=0
(βϱ j )kπ j =

π j

1− β̃ j
.

First-order perturbation of (F.1) around this steady state yields, for each horizon k,

d(Ξt ,t+kπ j ,t+k ) =βkπ j (d logΞt ,t+k +d logπ j ,t+k ),

so

dV j t = Et

[ ∞∑
k=0

ϱk
j β

kπ j (d logΞt ,t+k +d logπ j ,t+k )
]

.
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Dividing by the steady-state value V j and substituting the period-profit response gives the level re-

sponse in terms of the present-value operators (1 − β̃ j )Et [·]. The return satisfies R j t ≈ d logV j t −
d logV j ,t−1. Subtracting its conditional expectation at t − 1 applies the revision (Et − Et−1) to each

operator and yields (F.3).

Cross-sectional heterogeneity in loadings on aggregate news arises through the effective discount

factor β̃ j : when an innovation has a non-flat expected horizon profile, longer-duration firms (higher

ϱ j ) place more weight on distant horizons and load differently than shorter-duration firms.

F.3 Closed-Form Loading

To recover the scalar SDF-news representation used in the main text, we impose two conditions.

Assumption 3. (Uniform real cash-flow news) At date t , the forecast revisions are uniform across hori-

zons:
(
Et −Et−1

)
[d logSt+k ] =St and

(
Et −Et−1

)
[d logCt+k ] =Ct for all k ≥ 0, where St and Ct are the

benchmark (ϱ j = 1) news in logS and logC .

For the SDF news, decompose d logΞt ,t+k = d logΞt ,t+k |Ξ + d loguc (Ct+k ) − d loguc (Ct ), where

d logΞt ,t+k |Ξ ≡∑k−1
ℓ=0 dυΞt+ℓ is the discount-rate component.

Assumption 4. (One-factor SDF term structure) Let ϵΞt ≡ dυΞt − Et−1[dυΞt ] denote the period-t inno-

vation in the discount-factor state. The revision in the expected cumulative log-SDF response to this

innovation admits the representation(
Et −Et−1

)
[d logΞt ,t+k |Ξ] = akϵ

Ξ
t , a0 = 0,

for a deterministic sequence {ak }k≥0 common across firms, with Et−1[ϵΞt ] = 0,
∑∞

k=0β
k |ak | < ∞, and

(1−β)
∑∞

k=0β
k ak ̸= 0.

Assumption 3 means that period-t news shifts the expected paths of logS and logC uniformly at

all horizons. Because a uniform revision passes through the unit-sum weights in (F.2) unchanged,

its common value automatically equals the benchmark news St (resp. Ct ). The assumption is the

appendix counterpart of the random-walk normalization behind (6): under a random-walk process

for logSt , the period-t innovation d logSt −Et−1[d logSt ] revises expected productivity by the same

amount at every horizon, so the assumption holds with St equal to that innovation. Dynamics al-

ready anticipated at t −1, such as a predictable drift, are left unrestricted. Under Assumption 3, the

consumption component of SDF news drops out of the period-t revision to first order, leaving only the

discount-rate component. Assumption 4 then requires the horizon profile of this remaining news to

be generated by the single innovation ϵΞt , with common term-structure loadings {ak }. This condition

holds, for example, when υΞt follows a linear stationary process driven by a single innovation. Define
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the benchmark discount-rate news by applying the duration weights at ϱ j = 1 to the discount-rate

component of the SDF:

Dt ≡ (1−β)
(
Et −Et−1

)[ ∞∑
k=0

βk d logΞt ,t+k |Ξ
]

. (F.4)

Proposition 7 (Heterogeneous SDF Loading). Under Assumptions 3 and 4, the unexpected firm return

admits the representation

R j t −Et−1[R j t ] = δSγ j St +η j Dt +µt , (F.5)

where the firm-invariant component is µt ≡Ct −δSγSt , and the loading is

η j =
(1− β̃ j )

∑∞
k=0 β̃

k
j ak

(1−β)
∑∞

k=0β
k ak

, β̃ j =βϱ j , (F.6)

depending only on ϱ j and the common term structure {ak }. When the discount-factor state follows the

AR(1) dυΞt = ρΞdυΞt−1 +ϵΞt , with persistence ρΞ ∈ [0,1),

η j =
ϱ j (1−βρΞ)

1−βϱ jρΞ
, (F.7)

which is strictly increasing in ϱ j . The benchmark ϱ j = 1 gives η j = 1.

Proof. Under Assumption 3, the revision inside (F.2) equals St (resp. Ct ) at every horizon, and the

duration weights (1− β̃ j )β̃k
j sum to one, so S

( j )
t = St and C

( j )
t = Ct independent of j . Substituting

into (F.3) and collecting firm-invariant terms gives

R j t −Et−1[R j t ] = δSγ j St +D
( j )
t + (Ct −δSγSt )︸ ︷︷ ︸

=µt

.

By Assumption 3, the consumption component of the SDF news drops out of the revision: to first

order, d loguc (Ct+k )−d loguc (Ct ) = ucc (C )C
uc (C ) (d logCt+k−d logCt ), where C is steady-state consumption,

and the revisions of d logCt+k and d logCt both equal Ct , so
(
Et −Et−1

)
[d logCt+k −d logCt ] = 0 for

all k ≥ 0. Hence
(
Et −Et−1

)
[d logΞt ,t+k ] = (

Et −Et−1
)
[d logΞt ,t+k |Ξ]. Assumption 4 then gives D

( j )
t =

(1− β̃ j )
∑∞

k=0 β̃
k
j ak ·ϵΞt , and (F.4) gives Dt = (1−β)

∑∞
k=0β

k ak ·ϵΞt . Both are proportional to ϵΞt ; defining

η j as the ratio of their coefficients gives (F.6), which depends on ϱ j but not on ϵΞt .

For the AR(1) specialization, the conditional forecast revision satisfies(
Et −Et−1

)
[dυΞt+ℓ] = ρℓΞϵΞt .

Therefore, (
Et −Et−1

)
[d logΞt ,t+k |Ξ] =

k−1∑
ℓ=0

ρℓΞϵ
Ξ
t = 1−ρk

Ξ

1−ρΞ
ϵΞt ,

which is Assumption 4 with ak = (1−ρk
Ξ)/(1−ρΞ). Evaluating the numerator of (F.6),

(1− β̃ j )
∞∑

k=0
β̃k

j ak = 1− β̃ j

1−ρΞ
( 1

1− β̃ j
− 1

1− β̃ jρΞ

)
= β̃ j

1− β̃ jρΞ
.
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The denominator evaluates analogously with β̃ j replaced by β, giving β/(1−βρΞ). Taking the ratio

and substituting β̃ j =βϱ j ,

η j =
β̃ j /(1− β̃ jρΞ)

β/(1−βρΞ)
= ϱ j (1−βρΞ)

1−βϱ jρΞ
,

which is (F.7). Differentiating with respect to ϱ j ,

∂η j

∂ϱ j
= 1−βρΞ

(1−βϱ jρΞ)2
> 0

for all β ∈ (0,1), ρΞ ∈ [0,1), and ϱ j ∈ (0,1].

Under the AR(1) specialization, the loading η j is monotone in ϱ j : longer-duration firms load more

strongly on common discount-rate news. Two limiting cases are illuminating. With ρΞ = 0 (iid news),

η j = ϱ j , so the loading equals the survival probability directly. With ρΞ → 1 (permanent news), η j =
ϱ j (1−β)/(1−βϱ j ), the familiar duration-of-a-perpetuity formula adjusted for franchise mortality.

G Production Network Economy

This appendix sets up the production network economy of Section 4.3, states the results used there,

and documents the measurement and calibration behind the reported numbers. The economy places

a continuum of firms inside each of N sectors: firms are the objects the empirical analysis observes,

sectors are the objects the input-output accounts measure, and an exact aggregation result connects

the two tiers. All results established in Section 2 for a single sector are taken as given. Proofs are

provided at the end of this appendix.

G.1 Environment

The economy comprises N sectors, indexed by n, each populated by a unit continuum of firms in-

dexed by j ∈ [0,1]. The household, the inelastically supplied endowments s and L, the complete-

markets structure, and the timing are as in Section 2. The economy is driven by software engineering

productivity St and by a vector Zt of other aggregate shocks with components Zkt indexed by k, which

may include Hicks-neutral productivity, discount-factor shocks, and shifters of the composition of de-

mand across sectors, and which may be arbitrarily correlated.

Demand. Consumption is a two-tier CES aggregate. The upper tier combines sector composites Cnt

with elasticity ζ and demand weightsωn(Zt ) summing to one; the lower tier combines the varieties of

the firms in a sector with the elasticity ε of Section 2,

Ct =
[ N∑

n=1
ωn(Zt )1/ζC (ζ−1)/ζ

nt

]ζ/(ζ−1)
, Cnt =

[∫ 1

0
cnt ( j )(ε−1)/εd j

]ε/(ε−1)
,
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with sector price indices Pnt , consumer price index Pt = 1 as numeraire, and final-expenditure shares

fnt = PntCnt /
∑

m PmtCmt summing to one. When ζ = ε, the two CES demand tiers collapse to the

single CES demand aggregator used in Section 2.

The sector composite is the only channel through which sector n’s output reaches the economy:

the household consumes the quantity Cnt of it, and every downstream firm purchases the same bun-

dle as an intermediate input, allocating across the constituent varieties with the same elasticity ε. This

is the substantive aggregation assumption of the model, and it is what the nesting of Section 2 already

implies: a firm that cuts its relative price gains demand from its sector peers at the rate ε whether the

buyer is a household or a downstream producer.

Production. Firm j in sector n produces with the technology of Section 2, with sector composites in

place of final-good materials,

ynt ( j ) = At zn( j )
( Hnt ( j )

αn

)αn ∏
m:Ωnm>0

( Xnm,t ( j )

Ωnm

)Ωnm

, αn +
N∑

m=1
Ωnm = 1,

where Xnm,t ( j ) is the firm’s use of the sector-m composite, Ωnm the corresponding cost share, and

Hnt ( j ) the CES labor composite of Section 2, with software engineering intensity φn( j ), substitu-

tion elasticity σ, and unit cost qnt ( j ), so that marginal cost is mcnt ( j ) = qnt ( j )αn
∏

m PΩnm
mt /(At zn( j )).

The intermediate block extends Section 2’s final-good materials to the multi-sector setting. Capi-

tal is a reproducible input rather than a separate accumulated factor: firms purchase capital ser-

vices through the same intermediate block, so the row Ωn· absorbs materials and capital services

alike. Accordingly, αn is the labor share of sector n’s total costs, and GDP is value added. Firms

in a sector share (αn ,Ωn·,σ) and differ only in φn( j ), which generates the payroll share γnt ( j ) =
wt snt ( j )/(wt snt ( j )+Wt Lnt ( j )), and in the idiosyncratic productivity zn( j ), which is orthogonal to

φn( j ).

Each firm is atomistic within its sector: it takes sector composites and aggregate prices as given,

faces the within-sector CES demand with elasticity ε, and charges the constant markupµ= ε/(ε−1) of

Section 2 (a parameter, not to be confused with the firm-invariant return component µt ), so pnt ( j ) =
µ ·mcnt ( j ) and πnt ( j ) = 1

ε
pnt ( j )ynt ( j ).

Sector aggregates. Let Rnt ( j ) = pnt ( j )ynt ( j ) denote firm sales, Rnt =
∫ 1

0 Rnt ( j )d j aggregate sector

sales, and ςnt ( j ) = Rnt ( j )/Rnt = (pnt ( j )/Pnt )1−ε the firm’s share of sector sales. We summarize the

within-sector distribution of payroll shares by its sales-weighted mean and variance,

γ̄nt =
∫ 1

0
ςnt ( j )γnt ( j )d j , σ2

γ,n =
∫ 1

0
ςnt ( j )

(
γnt ( j )− γ̄nt

)2d j ,

the sector-level counterparts of γ and σ2
γ in Section 2. Sector n’s software engineering and non-SWE

labor cost shares areαnγ̄n and θ̄n =αn(1−γ̄n). Stacking the intermediate shares into the N×N matrix

Ω, the Leontief inverse isΛ= (I−Ω)−1, the cost-share identity givesΛα= 1, and the cost-based Domar
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weight λ̃=Λ⊤ f propagates final expenditure through the un-marked-up Leontief inverse, coinciding

with the sales share Rn/(PtCt ) when µ = 1 or Ω = 0. Finally, we record the equilibrium factor-price

responses to a unit software engineering productivity shock in the two scalars

u = d log wt −d logSt

d logSt
, v = d logWt

d logSt
,

so that u − v is the response of the effective relative wage that drives the entire cross-section.

G.2 Aggregation, Identification, and the GDP Impact

The first result shows that the sector-level objects measured in the input-output accounts are exactly

the sales-weighted aggregates of their firm-level counterparts and do not otherwise depend on the

shape of the within-sector distribution.

Lemma 3 (Exact Aggregation). Suppose firms in sector n share αn and the common markup µ. Then:

(i) The sector software engineering cost share, sector SWE compensation divided by sector total cost,

equals the sales-weighted mean of the firm cost shares,
∫ 1

0 ςn( j )αnγn( j )d j =αnγ̄n .

(ii) Each firm’s cost-based Domar weight factorizes as λ̃n( j ) = λ̃nςn( j ), so the economy-wide cost-

based-Domar-weighted SWE cost share aggregates exactly to the sector level,

N∑
n=1

∫ 1

0
λ̃n( j )αnγn( j )d j =

N∑
n=1

λ̃nαnγ̄n .

The sales weighting is a consequence of the common composite: a firm’s weight in any sector

aggregate is its share of sector sales, because that is the share of every transaction the sector supplies.

Since a sales-weighted mean of ratios collapses to a ratio of totals, the sector share in part (i) is the

sector SWE wage bill over sector cost, with the correct weighting already built in. This aggregation

result allows us to measure sector levels and firm slopes using different data sources.

We next characterize the first-order response of firm profits around the steady state, dropping t

subscripts from steady-state values. Letνn =αnγ̄nRn/
∑

k αk γ̄kRk denote sector n’s share of economy-

wide SWE compensation and νL
n = θ̄nRn/

∑
k θ̄kRk its share of non-SWE compensation.

Lemma 4 (Equilibrium Responses). To first order in d logSt , under the normalization d logSt = 1:

(i) A firm’s price relative to its sector composite moves only with its own software engineering intensity,

d log pnt ( j )−d logPnt =αn(γn( j )− γ̄n)(u − v).

(ii) Net of the economy-wide expenditure response, the firm’s profit response is a sector-common term

plus a firm-specific deviation carrying the within-sector demand elasticity,

d logπnt ( j )−d logEt = bn + (1−ε)αn
(
γn( j )− γ̄n

)
(u − v), (G.1)
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where bn = d logRn −d logEt is common to all firms in sector n and carries the input-output and

across-sector propagation relative to aggregate expenditure: stacking, b =B(αγ̄u+ θ̄v), where the

sector sales-response matrix B is built from the Leontief inverse Λ, the across-sector elasticity ζ,

and the demand-side inverse Ψ = (I −T )−1, with Tnm = ΩmnRm/(µRn) the share of sector n’s

sales accounted for by sector m’s intermediate purchases.

(iii) The two factor-market-clearing conditions and the numeraire condition jointly determine (u, v,d logEt ).

Eliminating d logEt leaves a 2×2 linear system in (u, v), in which the within-sector distributions

enter only through the moments (γ̄n ,σ2
γ,n).

Part (i) is the key for the aggregation: all firms in a sector buy the same composites at the same

shares, so their marginal costs differ only through the labor composite, and within it only through

the payroll share. Part (ii) turns the price deviation into a profit deviation through the within-sector

elasticity, since ε is the rate at which every buyer substitutes inside the composite; the across-sector

elasticity ζ and the network matrices (Ψ,Λ) appear only in bn , which the second stage’s sector fixed

effects absorb.

Capitalizing the profit responses from Lemma 4 into firm values, as in Section 2, yields firm (n, j )’s

unexpected period-t return:

Rnt ( j )−Et−1[Rnt ( j )] = bnSt +
∑
k

bZk
n Zkt

+ (1−ε)αn
(
γn( j )− γ̄n

)[
(u − v)St +

∑
k

(uk − vk )Zkt

]
+µt ,

(G.2)

where Zkt is the news in normalized present-value Zk defined analogously to St , the scalars (uk , vk )

are the factor-price responses to a unit Zk shock, bZk
n collects the sector-common response to Zk net

of common expenditure, and µt collects firm-invariant news, including revisions to capitalized com-

mon expenditure. Every within-sector deviation carries the same gradient, because inside a sector

an aggregate shock can separate firms by software engineering intensity only by moving the effective

relative wage. Under condition (ii) in Section 2.3, unexpected returns and excess returns have the

same first-stage AI-index beta. Substituting (G.2) into the two-stage regression and projecting on the

payroll share conditional on the controls X j , which include the sector fixed effects, yields

δ= κδS
in +

∑
k
κZ

k δ
Z
k , δS

in = (1−ε)ᾱ(u − v), δZ
k = (1−ε)ᾱ(uk − vk ), (G.3)

where κ and κZ
k are the projection coefficients of (St ,Zkt ) onto the residualized AI-index return. Here

ᾱ is the coefficient on the SWE payroll share γ j in a regression of the SWE cost share αn( j )γ j on γ j ,

using the same sample, controls, and fixed effects as the empirical second stage. It measures how

differences in payroll shares translate into differences in cost shares after applying those controls.

The sector fixed effects absorb bn and bZk
n , so network propagation does not affect the estimated

slope. Because the response is affine in γn( j ) within each model sector, using NAICS3 fixed effects
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leaves the within-cell slope unchanged when NAICS3 cells are at least as fine as the model’s sectors.

Identification then requires only that the other aggregate shocks not move the effective relative wage.

Assumption 5. (Balanced incidence in the network.) For each aggregate shock Zk , the sector sales re-

sponses are balanced across software-engineering-intensive and other sectors,

N∑
n=1

(
νn −νL

n

)
bZk

n = 0.

Assumption 5 is the network analogue of the second condition in Assumption 1. The first condi-

tion is unnecessary here because the sector fixed effects in X absorb each shock’s direct sector-level

incidence. It holds exactly for any shock whose sector-level incidence is uniform, such as discount-

factor shocks and, under a common labor share, Hicks-neutral productivity. Its main content is to

restrict demand-composition shocks: expenditure shifts across sectors must not systematically favor

sectors that employ software engineers intensively. Unlike Assumption 1, which restricts primitives,

it is stated on the equilibrium incidence bZk
n , because that is exactly what identification requires.

Proposition 8 (Identification in the Network Economy). Under Assumption 5, uk = vk for every k, so

δZ
k = 0, the equation (G.3) collapses to δ= κδS

in, and

κ= δ

δS
in

, δS
in = (1−ε)ᾱ(u − v). (G.4)

In the one-sector roundabout economy of Section 2 (N = 1 and Ω11 = 1−α, so that b = 0), the system of

Lemma 4(iii) gives u − v =−1/Σ and δS
in =α(ε−1)/Σ, the closed form of Section 2.

The two-stage procedure therefore recoversκby dividing the empirical slope by the corresponding

model-implied slope. In the network economy, this model-implied slope depends on the equilibrium

relative-wage response u − v and the coefficient ᾱ defined above.

Turning to the GDP impact, real GDP is the consumption aggregate Yt =Ct . Define the cost-based-

Domar-weighted primary-factor technology weights s̃S =∑
n λ̃nαnγ̄n and s̃L =∑

n λ̃n θ̄n . They sum to

one because s̃S + s̃L = f ⊤Λα= 1. Let sS,t = wt s/Yt and sL,t =Wt L/Yt denote the actual factor-income

shares in GDP.

Proposition 9 (Modified Hulten Formula in the Network Economy). To first order, the GDP impact of

the software engineering channel is

d logYt
∣∣
S = γIOd logSt , γIO =

N∑
n=1

λ̃nαnγ̄n︸ ︷︷ ︸
cost-based Domar technology

− ∑
τ∈{S,L}

s̃τ
d log sτ,t

d logSt︸ ︷︷ ︸
factor reallocation ∆

, (G.5)

a cost-based-Domar-weighted sum of sector software engineering cost shares, minus the Baqaee and

Farhi (2020) factor-reallocation term. The reallocation term vanishes when µ = 1 or Ω = 0. Aggregat-

ing over horizons as in Section 2 gives Yt = γIOSt . The best linear predictor of GDP news given the
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residualized AI-index return is

E∗[Yt | R̃AI
t ] = γIOκ · R̃AI

t . (G.6)

G.3 Taking the Model to the Data

The calculation in the next subsection requires the production network and final-demand weights,

sector labor and software engineering shares, the elasticities and markup, and two empirical inputs:

the second-stage slope and the cumulative residualized AI-index return. We calibrate each input as

follows.

The production network and labor shares. We use the 2024 BEA Summary input-output tables and

retain N = 65 private sectors. We exclude owner-occupied housing and five government sectors, so

the resulting GDP effect refers to the private market economy. The accounts supply the observed in-

termediate transactions and sector gross output, from which we construct the input cost-share matrix

Ω and residual final-demand shares f . We obtain the sector labor cost share from

αn =µ× labor compensationn

gross outputn
.

The gross-up converts the revenue share in the accounts into the cost share used by the production

function. We treat capital services and imports as produced inputs that can expand with the econ-

omy, rather than as fixed primary factors. Because they do not appear as separate supplying sectors

in our private-sector network, we allocate them across each buyer’s observed suppliers in the same

proportions as its other intermediate purchases. We therefore rescale each row of Ω to sum to 1−αn ,

which ensures Λα = 1. After this adjustment, the original BEA sector-output figures no longer ex-

actly balance the model’s supplies and demands. We resolve this discrepancy by holding the adjusted

production network and the observed composition of final demand fixed and solving for the sector

outputs that clear all goods markets:

R = (I −Ω⊤/µ)−1 f E ,

where the scale E is immaterial. We also recompute each sector’s final-sales share from this equilib-

rium. Sector output in the calibrated model may therefore differ slightly from its BEA counterpart.

Both the linearized calculation and the nonlinear calculation use this same recalibrated economy, so

their results are directly comparable.

Elasticities and markup. We set the within-firm elasticity between software engineering and other

labor to σ= 1.6, as in Section 3.4. The within-sector demand elasticity is ε= 5, implying the uniform

markup µ = ε/(ε−1) = 1.25. We set the across-sector elasticity to ζ = ε = 5, so the two CES demand

tiers collapse to a single CES aggregator. We impose Cobb-Douglas intermediate-input shares.
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Sector software engineering shares. We map the all-sector Compustat-Revelio firm panel into the

BEA sectors and use 2021 sales as weights. We retain firms with a nonmissing payroll share that map

to a retained sector; firms with zero or missing 2021 sales receive zero weight. For each sector n, we

compute

γ̄n =
∑

j Rn( j )γn( j )∑
j Rn( j )

, σ2
γ,n =

∑
j Rn( j )

(
γn( j )− γ̄n

)2∑
j Rn( j )

.

These moments enter the factor-market-clearing system, while αnγ̄n enters the GDP weight. We use

the all-sector panel because the GDP calculation must include software-producing sectors that are

excluded from the regression sample. Eight sectors with no assigned firms are given γ̄n = σ2
γ,n = 0.

For the nonlinear calculation, we assume that γn( j ) follows a Beta distribution, a standard distribu-

tion for shares bounded between zero and one, whose two parameters are uniquely chosen to match

(γ̄n ,σ2
γ,n); a zero-variance sector has a degenerate distribution at its mean. This assumption intro-

duces no additional calibrated parameter beyond the two moments used in the linearized calculation.

The empirical slope and AI returns. The baseline second-stage estimate is δ= 1.24, from column 4

of Table 1, which includes NAICS3, asset-size-quintile, and sales-size-quintile fixed effects. To obtain

the structural gradient δS
in, we run the same regression inside the model on firms in the regression

sample that can be uniquely assigned to a retained BEA Summary sector, using the same payroll-

share regressor, fixed effects, and controls. Finally, following Section 3.4, the cumulative residualized

AI-index return is
∑Dec. 2025

t=Nov. 2022 R̃AI
t = 22.9%.

G.4 Numerical Procedure and Results

We now use the calibrated production network model to infer software engineering productivity news

from the AI-index return and quantify the implied effect on GDP. The calculation proceeds in three

steps. Factor prices are obtained by combining the sector price map throughΛwith the demand map

B of Lemma 4(ii). Substituting these maps into the factor-market-clearing conditions and imposing

the numeraire eliminates the common expenditure response, leaving a 2×2 linear system for (u, v).

The structural gradient δS
in is obtained by computing each included firm’s profit elasticity from (G.1)

and running the same payroll-share regression, with the same controls and fixed effects, as in the

empirical second stage. The GDP calculation uses the cost-based Domar weights λ̃=Λ⊤ f . The tech-

nology term is λ̃⊤(αγ̄), while the income-side equilibrium response gives the GDP weight γIO; their

difference is the factor-reallocation term∆ in (G.5). Every object in this linearized system is evaluated

at the same internally consistent economy described above.

At the baseline calibration (σ,ε,ζ,µ) = (1.6,5,5,1.25), the factor-market-clearing system gives u −
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v =−0.573, and the inversion and the GDP impact follow from (G.4) and (G.5):

δS
in = (1−ε)ᾱ(u − v) = (1−5)×0.424× (−0.573) = 0.97,

κ= δ/δS
in = 1.24/0.97 = 1.28,∑

t
E∗[St | R̃AI

t ] = κ∑
t

R̃AI
t = 1.28×22.9% ≈ 29.3%,

γIO = λ̃⊤(αγ̄)−∆= 0.0850−0.0025 = 0.0825,

Dec. 2025∑
t=Nov. 2022

E∗[Yt | R̃AI
t ] = γIOκ

∑
t

R̃AI
t = 0.0825×1.277×22.9% ≈ 2.41%.

Relative to the one-sector benchmark, the network estimate lowers implied software engineering

productivity news from 32.6% to 29.3% and the GDP impact from 3.61% to 2.41%. Table G.1 decom-

poses this difference. Rows 1–4 start from the one-sector benchmark and sequentially introduce the

components of the network calculation. Row 1 reproduces the one-sector benchmark from Section

4.1. Row 2 replaces the benchmark structural gradient δS = 0.87 with the network-economy in-sample

gradient δS
in = 0.97, while holding the empirical slope δ= 1.24 and the benchmark GDP weight 0.1110

fixed. Row 3 retains the Row 2 inversion for software engineering productivity news and replaces the

benchmark technology term 0.1110 with its network-economy counterpart, the cost-based-Domar

technology term in (G.5), 0.0850. Row 4 subtracts the markup-induced factor-reallocation term in

(G.5), ∆= 0.0025, yielding the network-economy GDP elasticity γIO = 0.0825.

The network-economy adjustment to implied software engineering productivity news is modest.

Replacing the one-sector structural gradient 0.87 with the network-economy gradient 0.97 lowers

implied software engineering productivity news from 32.6% to 29.3% and the GDP impact by 0.37

percentage points, to 3.25%. Aggregation accounts for most of the remaining difference. Replacing

the benchmark economy’s cost-based GDP weight of 0.1110 with the network-economy cost-based-

Domar technology term in (G.5) lowers the GDP impact by another 0.76 percentage points, to 2.49%.

Subtracting the markup-induced factor-reallocation term ∆= 0.0025 lowers the GDP impact by a fur-

ther 0.07 percentage points. Thus, the inversion accounts for about 30% of the gap between the one-

sector and network GDP-impact estimates, while aggregation to GDP accounts for about 70%.

Sensitivity and verification. As in Section 3.4, the results are most sensitive to the within-firm sub-

stitution elasticityσ. Varyingσ from 0.5 to 2 changes the implied GDP impact in the network economy

from 1.06% to 2.91% (Table G.2). The baseline impact is nearly invariant to the across-sector elasticity

ζ: lowering ζ from 5 to 0.5 changes the GDP impact only from 2.41% to 2.35% (Table G.3, Panel A).

The within-sector elasticity ε matters more for the inversion. Varying ε from 4 to 6 lowers the implied

productivity change from 36.3% to 24.6% and the GDP impact from 2.96% to 2.05% (Panel B). The

GDP weight itself remains close to 0.082, so this sensitivity operates primarily through the structural

gradient and the inferred productivity change. The GDP impact rises from 2.41% to 2.96% if αn is
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Table G.1: From the one-sector benchmark to the production-network estimates

Productivity inversion Aggregation to GDP

Calculation
Empirical

slope δ
Structural

gradient δS
Productivity

news
GDP

weight
GDP

impact

Panel A. Sequential decomposition

1. One-sector benchmark 1.24 0.87 32.6% 0.1110 3.61%

2. Network-economy
structural gradient

1.24 0.97 29.3% 0.1110 3.25%

3. Economy-wide
cost-based Domar weight

1.24 0.97 29.3% 0.0850 2.49%

4. Markup-induced factor
reallocation

1.24 0.97 29.3% 0.0825 2.41%

Notes: In each row, productivity news is
∑

t E
∗[St | R̃AI

t ] = (δ/δS )
∑

t R̃AI
t , using the entries in the empirical-slope and

structural-gradient columns. The GDP impact equals productivity news times the entry in the GDP-weight column. The
corresponding one-sector and network-economy weights are denoted by γ and γIO, respectively. All sums run over the
event window from November 2022 through December 2025, and

∑
t R̃AI

t = 22.9%. Panel A holds the baseline empiri-
cal slope δ = 1.24 fixed and sequentially introduces the components of the network calculation. Row 1 reproduces the
one-sector benchmark of Section 4.1. Row 2 replaces only the benchmark structural gradient with the network-economy
gradient δS

in = 0.97. Row 3 replaces the benchmark GDP weight 0.1110 with the network-economy cost-based-Domar
technology term 0.0850 in (G.5). Row 4 subtracts the markup-induced factor-reallocation term ∆ = 0.0025, yielding the
network-economy GDP elasticity γIO = 0.0825.

measured as the labor share of sales rather than the labor share of total cost.

We verify the first-order solution derived above using a nonlinear general-equilibrium solver for

the same calibrated economy. Within each sector, the solver represents firms using the Beta distribu-

tion that matches the Revelio sales-weighted mean and variance. It solves the model in levels, rebates

profits to the household, and imposes all market-clearing conditions. At the inferred finite productiv-

ity change, the exact solution raises the GDP impact only from 2.41% to 2.55% (Table G.4).
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Table G.2: GDP impact sensitivity to the within-firm substitution elasticity (production network economy)

σ δS
in κ

Implied productivity

change (%)

Implied GDP

change (%)

0.5 2.13 0.58 13.4 1.06

1.0 1.38 0.90 20.6 1.68

1.5 1.02 1.21 27.8 2.29

1.6 (baseline) 0.97 1.28 29.3 2.41

2.0 0.81 1.53 35.1 2.91

Notes: Each row solves the production network economy of Appendix G at the indicatedσ, holding ε= ζ= 5, µ= ε/(ε−1) =
1.25, and the baseline slope δ= 1.24 (payroll-share basis). δS

in is the in-sample structural gradient from Proposition 8 and
κ = δ/δS

in the software engineering productivity news per unit of AI-index return. The GDP news through the software

engineering channel is γIOκ ·∑end ’25
t=’22 Nov R̃AI

t , using
∑end ’25

t=’22 Nov R̃AI
t = 22.9% and the weight γIO of Proposition 9 recomputed

at each σ.

Table G.3: Sensitivity to demand elasticities in the production network economy

Parameter Value δS
in

Implied productivity

change (%)

GDP

weight

Implied GDP

change (%)

Panel A. Across-sector demand elasticity

ζ 0.5 1.03 27.5 0.085 2.35

1.0 1.03 27.7 0.085 2.35

2.0 1.01 28.1 0.084 2.37

5.0 (baseline) 0.97 29.3 0.082 2.41

Panel B. Within-sector demand elasticity

ε 4.0 0.78 36.3 0.082 2.96

5.0 (baseline) 0.97 29.3 0.082 2.41

6.0 1.15 24.6 0.083 2.05

Notes: Panel A varies the elasticity across sector composites, holding the within-sector elasticity and markup at ε= 5 and
µ = 1.25. Panel B varies the elasticity across firms within a sector and recomputes the markup µ = ε/(ε−1) and all cost-
share objects in each row, holding ζ= 5. All rows holdσ= 1.6, the empirical slope δ= 1.24, and the cumulative residualized
AI-index return at 22.9%. The GDP weight is γIO from Proposition 9.
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Table G.4: GDP impact under the modified Hulten formula and the exact solution of the model

Implied productivity

news (%)

GDP change,

modified Hulten (%)

GDP change,

exact (%)

Benchmark, Nov. 2022 – Dec. 2025 32.6 3.61 3.84

Production network, Nov. 2022 – Dec. 2025 29.3 2.41 2.55

Notes: All entries are reported on a log-change basis and multiplied by 100. The first column reports normalized present-
value productivity news; the last two columns report corresponding changes in GDP. The first row is the benchmark econ-
omy of Section 4.1 and the second row the production network economy of Section 4.3. The implied productivity news is
held fixed across the last two columns and is taken from the inversion in the corresponding section; only the map from that
news to GDP differs. The modified Hulten column applies the first-order GDP elasticity, γ in the benchmark and γIO in the
network economy, to the productivity news. The exact column treats the productivity news as an equivalent log increase,
solves the model in levels at the pre-AI and implied productivity levels, and reports the log change in real GDP between
the two equilibria. In the production network row, both columns use the same internally consistent production-network
calibration described in Appendix G.3; sector output is recomputed so that supply equals demand after capital services
and imports are incorporated into the production network. The nonlinear solver assumes that each sector’s software en-
gineering payroll share follows a Beta distribution matching its Revelio sales-weighted mean and variance. Calibration is
as in the corresponding section: ε= 5, σ= 1.6, δ= 1.24, and µ= 1.25 in the network economy.

G.5 Proofs

G.5.1 Proof of Lemma 3

Proof. Part (i). Under constant returns and the constant markup, firm (n, j )’s total cost is Rn( j )/µ,

of which the fraction αnγn( j ) is software engineering compensation. Sector SWE compensation is

therefore 1
µ

∫ 1
0 αnγn( j )Rn( j )d j and sector total cost is 1

µ

∫ 1
0 Rn( j )d j =Rn/µ. Their ratio is∫ 1

0 αnγn( j )Rn( j )d j

Rn
=αn

∫ 1

0
ςn( j )γn( j )d j =αnγ̄n ,

using that αn is common within the sector. The markup cancels, so the sector share is the accounting

ratio of SWE compensation to cost for any µ.

Part (ii). Firm (n, j )’s output reaches the economy only as a component of the sector-n composite,

of which it supplies the fraction ςn( j ), the same fraction in every transaction, since all buyers purchase

the composite. Its total direct-plus-indirect requirement per unit of final expenditure is therefore the

sector requirement scaled by its share, λ̃n( j ) = λ̃nςn( j ). Hence∫ 1

0
λ̃n( j )αnγn( j )d j = λ̃nαn

∫ 1

0
ςn( j )γn( j )d j = λ̃nαnγ̄n ,

and summing over n gives part (ii).
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G.5.2 Proof of Lemma 4

Proof. Throughout, w̃t = wt /St is the effective SWE wage; we normalize d logSt = 1, so u = d log w̃t

and v = d logWt .

Part (i): relative price. By Shephard’s lemma on the labor composite, d log qn( j ) = γn( j )u + (1−
γn( j ))v . With the Cobb-Douglas outer nest and the constant markup,

d log pn( j ) =αn
[
γn( j )u + (1−γn( j ))v

]+∑
m
Ωnmd logPm .

The composite price moves with the sales-weighted average of individual variety prices, d logPn =∫ 1
0 ςn( j )d log pn( j )d j , which takes the same form with γ̄n in place ofγn( j ). Subtracting, the intermediate-

price terms cancel, and the two labor terms combine through αn[(1−γn( j ))− (1− γ̄n)] =−αn(γn( j )−
γ̄n), giving part (i).

Part (ii): profit deviation. Because every buyer allocates across sector-n varieties with elasticity ε,

firm sales are Rn( j ) = (pn( j )/Pn)1−εRtot
n , where Rtot

n is total spending on sector n. Hence

d logRn( j ) = (1−ε)
(
d log pn( j )−d logPn

)+d logRtot
n ,

and the second term is common to all firms in the sector. Profits are the constant fraction 1/ε of

sales, so subtracting d logEt from the firm sales response, using part (i), and defining bn = d logRtot
n −

d logEt gives (G.1). For the stacked form of b, total spending on sector n is final expenditure plus

intermediate purchases, Rn = fnEt +∑
mΩmnRm/µ, where Et = ∑

m PmtCmt is nominal final expen-

diture and intermediate purchases equal cost shares times cost Rm/µ. Differentiating with constant

(Ω,µ) and using fnEt /Rn +∑
m Tnm = 1 gives

d logRn −d logEt = fnEt

Rn
(1−ζ)

(
d logPn −∑

m
fmd logPm

)
+∑

m
Tnm

(
d logRm −d logEt

)
.

Here Tnm =ΩmnRm/(µRn). Stacking sectors and substituting the price response d logP =Λ(αγ̄u +
θ̄v) from part (i) yields b =B(αγ̄u+θ̄v) with B =Ψdiag( fnEt /Rn)(1−ζ)(I−1 f ⊤)Λ andΨ= (I−T )−1.

Part (iii): factor-market clearing. SWE labor clears when wt s = 1
µ

∑
n
∫ 1

0 αnγn( j )Rn( j )d j . Dif-

ferentiating, two within-sector channels operate: the cost-share response of the labor composite,

d log(αnγn( j )) = (1−γn( j ))(1−σ)(u − v) by Shephard’s lemma on the CES nest, and the full sales re-

sponse of part (ii), which splits into d logEt , the sector-common bn , and the deviation (1−ε)αn(γn( j )−
γ̄n)(u − v). Aggregating each channel against SWE compensation uses the two moment identities∫ 1

0
ςn( j )γn( j )(1−γn( j ))d j = γ̄n(1− γ̄n)−σ2

γ,n ,
∫ 1

0
ςn( j )γn( j )

(
γn( j )− γ̄n

)
d j =σ2

γ,n .

Dividing the SWE market-clearing condition by wt s and using d log s = 0 yields the first equation

below, where νn are the SWE compensation weights. Applying the same steps to non-SWE market

clearing yields the second equation, where νL
n are the non-SWE compensation weights, the cost-

share responses are complementary, and the firm-specific sales deviation is aggregated with weight
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−σ2
γ,n/(1− γ̄n):

u +1 = d logEt +
∑
n
νn

[
bn + (1− γ̄n)(1−σ)(u − v)

]
+∑

n
νn

[
(1−ε)αn − (1−σ)

]σ2
γ,n

γ̄n
(u − v),

v = d logEt +
∑
n
νL

n

[
bn − γ̄n(1−σ)(u − v)

]
−∑

n
νL

n

[
(1−ε)αn − (1−σ)

] σ2
γ,n

1− γ̄n
(u − v),

0 = f ⊤Λ(αγ̄u + θ̄v) = s̃Su + s̃L v.

The first two equations are the factor-market-clearing conditions, and the last follows from the main-

tained numeraire Pt = 1. The distributions enter only through (γ̄n ,σ2
γ,n). Subtracting the first two

equations eliminates d logEt . All terms in the differenced factor condition depend only on u − v . In

particular, b is unaffected by a common shift of (u, v) because αnγ̄n + θ̄n =αn and Bα= 0, using

(I −1 f ⊤)Λα= (I −1 f ⊤)1 = 0.

The differenced factor condition and the numeraire condition therefore form a 2×2 linear system in

(u, v).

One-sector roundabout closed form. With N = 1 and Ω11 = 1−α, the centering matrix (I −1 f ⊤)

maps the single sector’s price response to zero, so b = 0. Differencing the first two equations elim-

inates d logEt . The coefficient on u − v in the resulting condition is the sum of the cost-share term

(1−σ)[1−σ2
γ/(γ̄(1− γ̄))] and the sales-deviation term α(1− ε)[σ2

γ/(γ̄(1− γ̄))]. Collecting terms and

using u − v = (d log wt −d logWt )−d logSt ,

u − v =− 1

Σ
, Σ=σ+ [

α(ε−1)− (σ−1)
] σ2

γ

γ̄(1− γ̄)
,

which is the closed form of Section 2.

G.5.3 Proof of Proposition 8

Proof. Step 1: returns. For each aggregate shock, the argument of Lemma 4 applies verbatim: the only

firm-level heterogeneity inside a sector is the payroll share, and demand weights ωn(Zt ) are sector-

level objects, so net of the common expenditure response a shock Zk generates the profit response

bZk
n + (1−ε)αn(γn( j )− γ̄n)(uk −vk ), where (uk , vk ) are the wage responses to a unit Zk shock. Capital-

izing profits into values and taking period-t revisions exactly as in Lemma 1 yields (G.2).

Step 2: the relative wage does not respond to Zk . Applying the factor-market-clearing equations

in the proof of Lemma 4 to a unit Zk shock and subtracting the non-SWE condition from the SWE

condition gives

Kw (uk − vk ) =∑
n

(νn −νL
n)bZk

n ,
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where

Kw = 1+ (σ−1)
∑
n

{
νn(1− γ̄n)+νL

nγ̄n −
(νn

γ̄n
+ νL

n

1− γ̄n

)
σ2
γ,n

}
+ (ε−1)

∑
n
αn

(νn

γ̄n
+ νL

n

1− γ̄n

)
σ2
γ,n .

After collecting terms, the coefficient on σ−1 lies between zero and one. Nonnegativity follows from

0 ≤ σ2
γ,n ≤ γ̄n(1− γ̄n). The upper bound follows from the definitions of νn and νL

n and weighted con-

cavity. The terms proportional to ε−1 are nonnegative. Hence Kw ≥ min{σ,1} > 0. Assumption 5 sets

the right-hand side of the first equation to zero. Therefore uk = vk and δZ
k = (1−ε)ᾱ(uk − vk ) = 0 for

every k.

Step 3: projection. After the first-stage projection, the firm’s AI beta equals a sector-common term

plus κ(1−ε)(u − v)αnγn( j ). The sector fixed effects absorb the sector-common term. By linearity of

the second-stage regression and the definition of ᾱ, its coefficient on the payroll share is

δ= κ(1−ε)(u − v)ᾱ= κδS
in.

This establishes equation (G.4). The no-network closed form follows from the last part of the proof of

Lemma 4.

G.5.4 Proof of Proposition 9

Proof. Step 1: prices. Because St enters costs only through the effective SWE wage, the sector price

responses propagate through the Leontief inverse: using the sector cost shares of Lemma 3,

d logPn =∑
m
Λnm

[
αmγ̄md log w̃t + θ̄md logWt

]
.

Define Γ̄n =∑
mΛnmαmγ̄m . SinceΛα= 1, the coefficient on d logWt is 1−Γ̄n , so d logPn = Γ̄nd log w̃t+

(1− Γ̄n)d logWt . The numeraire Pt = 1 imposes
∑

n fnd logPn = 0; with
∑

n fnΓ̄n = s̃S and d log w̃t =
d log wt −d logSt , this is

s̃Sd log wt + s̃Ld logWt = s̃Sd logSt . (G.7)

Step 2: GDP accounting. Both factor supplies are fixed and Pt = 1, so the factor-income shares

sτ,t satisfy d log sS,t = d log wt −d logYt and d log sL,t = d logWt −d logYt , that is, d logYt = d log wt −
d log sS,t = d logWt −d log sL,t . Taking the s̃-weighted average of these two identities, whose weights

sum to one, and substituting (G.7),

d logYt =
(
s̃Sd log wt + s̃Ld logWt

)−∑
τ

s̃τd log sτ,t = s̃Sd logSt −
∑
τ

s̃τd log sτ,t ,

which is (G.5) with s̃S =∑
n λ̃nαnγ̄n .

Step 3: when the reallocation term vanishes. At µ = 1, cost equals sales, so the cost-based Do-

mar weights solve the same fixed point as sales shares: goods-market clearing gives Rn = fnYt +∑
mΩmnRm , hence Rn/Yt = λ̃n , and nominal GDP equals factor income, Yt = wt s +Wt L. Then
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s̃τ = sτ,t and∑
τ

s̃τd log sτ,t =
(
sSd log wt + sLd logWt

)−d logYt = d log(wt s +Wt L)−d logYt = 0,

using Pt = 1. WhenΩ= 0, αn = 1,Λ= I , and all sector sales are final, so Rnt /Yt = fnt . Hence

sS,t = 1

µ

∑
n

fnt γ̄nt ,

sL,t = 1

µ

∑
n

fnt (1− γ̄nt ).

Since
∑

n fnt = 1, sS,t + sL,t = 1/µ at every date. At the steady state, fn = λ̃n , so these shares equal s̃S/µ

and s̃L/µ, respectively, and s̃τ = sτ,t /(sS,t + sL,t ). Evaluating differentials at the steady state gives∑
τ

s̃τd log sτ,t = d log(sS,t + sL,t ) = d log(1/µ) = 0.

Away from these two cases, the reallocation term is computed from the solved system of Lemma 4(iii),

with d logYt obtained from the income side, including the profit response.

Step 4: best linear predictor. Multiplying (G.5) by (1−β)βk , summing over horizons, and applying

the revision operator (Et −Et−1) gives Yt = γIOSt . By Proposition 8, E∗[St | R̃AI
t ] = κR̃AI

t , and linearity

of the projection gives (G.6).

H Solving the Model Exactly and Nonlinearly

The modified version of Hulten’s theorem, which we use in Section 4.1 and again in Section 4.3, is

a first-order result. The gains we infer from asset prices are large enough to warrant checking the

accuracy of this approximation. This appendix reports what the model delivers when we do not ap-

proximate.

The exercise takes the inferred (log-point) increase in software engineering productivity as given

and asks how much GDP it produces. We solve for the equilibrium of the economy twice, once at

the pre-AI level of software engineering productivity and once after a gain of the size our inversion

implies, and compare real GDP across the two. Both are full solutions of the model in levels: all prices

and quantities adjust, profits are rebated to the household, and every market clears. In the network

economy, each sector’s firms follow a Beta distribution of software engineering payroll shares, with

parameters uniquely determined by the Revelio sales-weighted mean and variance. Both the lin-

earized calculation and the level solution use the same internally consistent economy described in

Appendix G.3. Table G.4 collects the results.

Solving exactly raises the GDP impact by roughly six percent of itself, and the reason is the same

in the benchmark and in the network economy. GDP responds to a software engineering produc-
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tivity gain according to the changing cost-based GDP weight.2 A productivity gain makes software

engineering labor cheaper in effective terms, and firms respond by using more of it. The cost-based

GDP weight therefore rises from 0.111 to 0.125 in the benchmark. In the network economy, the cor-

responding local GDP elasticity rises from 0.082 to 0.092. The modified Hulten formula applies the

pre-AI elasticity to the whole gain, whereas the exact calculation allows it to rise as the gain accumu-

lates.

The correction is mostly about substitution between software engineering and other labor, not

about the production network. Its size is nearly the same in the benchmark and network economies

despite their different production structures. As effective software engineering labor becomes cheaper,

its expenditure share rises inside the labor bundle; cross-sector demand reallocation contributes little

to the difference between the first-order and level solutions.
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